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Abstract

The current digital world offers every type of service one can think of. However, to
subscribe to/consume the service, one must accept the "Terms of Service" which are often
long, hardly read by, let alone understood by the users. Experiments conducted proved
that over 75% of the people accept Terms of service document within a minute, while
it takes 15 minutes for an average human to completely read through it, implying that
they ignored the content of the document completely and just "accepted" the terms and
conditions. By doing so, the user of the service might overlook a malicious clause that
could potentially be not beneficial for the user.

In this thesis, we present a methodology to distinguish clauses of a "Terms of Service" doc-
ument as acceptable or not acceptable on data scraped from Terms of Service Didn’t Read
website. The website acts as a tool wherein individual clauses from a service provider’s
Terms of Service are given a label by human annotators. We considered the text of the
clause and the label given to the clause as our dataset.

We train the traditional classification algorithms: Support Vector Machines (SVM), Lin-
ear regressor using Stochastic Gradient Descent (SGD), Multinomial Naive Bayes (MNB)
Classifier as well as a convolutional neural network (CNN) and Long Short Term Mem-
ory (LSTM) neural network and compare their performance on this dataset to evalu-
ate which category of algorithms perform better. We also investigate the effect of the
feature selection method on the performance of the algorithms/models by keeping the
model constant and varying the feature selection method for the model. We use Bag
of Words and TF-IDF feature selection methods as well as pre-trained word embed-
dings of GloVe, FastText, and Wikipedia2Vec with SVM, SGD, AdaBoost, CNN, and
LSTM.

We evaluate the performance of the aforementioned approaches using accuracy as the
evaluation metric. Our results show that the performance of the CNN model, a neural
network approach, outperforms all the other models by a small margin. Concerning
feature selection methods, the model trained using FastText pre-trained word embeddings
obtained the best results. Given the nature of the dataset, we do not observe a significant
difference in the performance of different classifiers.
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1 Introduction

We start this thesis with a ubiquitous problem that everyone knows about but very little is
done to address it. We present the challenges that people face with understanding terms
of service agreements, the motivation behind our research. In Section 1.1, we review
the existing challenges that people face with understanding terms of service and what
motivated us to carry out this research. This review serves to define the scope of our
work. In Section 1.2, we highlight the goal of our research and conclude this chapter with
the structure of subsequent sections in Section 1.3.

1.1 Motivation

Users often 'accept’ the Terms of Service, and the privacy policy documents of a website
or a service without fully reading and understanding them. An experiment conducted by
Jonathan et al. [OOH20] showed that nearly 75% of the people do not fully read the Terms
of service and privacy policy but still "agree" or "accept' them. By doing so, it can so
happen that the user agrees to a malicious clause in the document. In the experiment by
Jonathan et al, the users agreed to give up their firstborn [OOH20, WSR ™ 16] because they
did not read thoroughly the Terms of service and privacy policy. According to an article
published in the Guardian!, not reading the fine print of terms of service while registering
for free WiFi lead to 22000 people signing up for 1000 hours of community service. No
person would willingly sign up for such things if the terms were clearly explained and laid
out for one to understand.

One of the main reasons for people agreeing to such exorbitant clauses is that the Terms
of service documents are often quite lengthy, filled with legalese that is hard for regular
people to understand. Since it is not always easy to read lengthy terms of service or
privacy policy documents and understand them, it could be helpful to have a tool in place
that can flag non-acceptable clauses in the document. For example, in the scenario where
people signed up for 1000 hours of community service for free WiFi, the tool could flag it as
not-acceptable, and let the user decide if he/she wants to agree to that clause. Attempts
to address this problem have been made in the past. An example is the tosdr® project,
where volunteers have identified and annotated unacceptable clauses. This process is
carried out manually and is extremely time-consuming. The tool we envision could also
help the volunteers identify and tag the clauses faster.

Thttps://bit.ly/3eeGulOp
https://tosdr.org/
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1.2 Goal of the Research

In this thesis, We aim to create a tool that automates the process of classifying clauses in a
Terms of Service into acceptable, and non-acceptable categories, by making use of the al-
ready annotated clauses from the TOSDR website. To achieve this goal and get a high per-
forming model, we propose the following two research questions:

1. Do traditional /conventional machine learning approaches for classifica-
tion work better compared to neural network approaches on limited data?

We would like to obtain the best performing model that could classify clauses into
acceptable or not-acceptable. To achieve that, we consider various traditional and
neural network-based models and compare them with respect to their accuracy.
As the available annotated data is only 2550 clauses, the task is to investigate
whether neural network approaches outperform the conventional machine learning
approaches for text classification when the available data is small.

2. How do various feature selection techniques affect the performance of
classification on a smaller domain-specific dataset?

We would also like to investigate the impact of various feature selection techniques
on the different algorithms considered. We carry out these experiments by consid-
ering BOW, TFIDF, and three pre-trained word embeddings: GloVe, FastText, and
Wikipedia2vec techniques and compare the performance of the model using accu-
racy. The aim is to understand whether pre-trained embeddings, that are trained
on general data can be applied to this task containing domain-specific data.

1.3 Thesis Structure

The rest of the thesis is structured as follows:

e In Chapter 2, we explain some fundamental concepts crucial for the deep under-
standing of the discussed problem. We introduce you to terms of service, and what
they are used for by a company or a website. We explain in detail how classification
works, and give you insights into some of the challenges of text classification, how
text is represented as features for classification algorithms used, and the techniques
to evaluate our work.

In

e Chapter 3 we formulate the goals of this thesis in more specific research questions
and introduces our view of a platform for evaluation of terms of service clauses.

e In Chapter 4, we look at the implementation aspects of our work. We look into
the details of how the data is collected, pre-processed, and made available for the
selected algorithms. We also go into the aspects of configurations and specifications
of utilized resources.

e Chapter 5 is dedicated to the analysis and discussion of evaluation results obtained
for each of the research questions.




e In Chapter 6, we revisit some of the previous research related to the evaluation of
the terms of service clauses and different attempts made at making it more usable
and easier for the end-user.

e Finally, we conclude this thesis and outline some intriguing directions for future
research in Chapter 7.







2 Background

We provide in this chapter an overview of the terminology, concepts, and the background
required to understand the problem, and the approach we took to solve it in our the-
sis. We first introduce what "Terms of Services" (TOS) are and how they are used by
companies in Section 2.1. Section 2.2 introduces the concept of classification in general
and then gives an overview of the various classification methods we use in our work. In
Section 2.3, we formally introduce the concept of text classification and the challenges
involved in it. We also introduce some of the techniques we use in this work to process
the available text. In Section 2.4, we further introduce the evaluation techniques used.
If the reader is familiar with the concepts of classification and evaluation metrics used
for classification tasks, we suggest skipping this chapter, and proceed directly to the next
chapter.

2.1 Terms of Service

"Terms of service represent the ways in which users are legally constrained when using a
platform: what actions may be taken, how the information found on the site may be used,
and how it may be manipulated by the user. Failure to adhere to these terms, as in any
contract, may result in termination or exclusion from the site. Terms of service provide
other legal remedies should they be violated." - Alexander Halavais [Hall9]. The provider
of the service may change its terms of service (TOS) from time to time, and the service
provider must notify its users of any changes to the TOS.

In addition to the Terms of service for a website/service, the service provider also provides
their users with a privacy policy agreement. Wu et. al [WHYP12] define a privacy policy
as follows: "A privacy policy is a legal document, used by websites to communicate how the
personal data that they collect will be managed. By accepting it, the user agrees to release
his data under the conditions stated by the policy. Privacy policies should provide enough
information to enable users to make informed decisions. Privacy regulations support this
by specifying what kind of information has to be provided."

In this thesis, we considered the data from the tosdr.org website which mostly constains
clauses from terms of service agreements and a few clauses from privacy policy agreements
of various services/websites.

2.2 Classification

Classification is defined as the process of arranging data into groups based on some charac-
teristics of the data. Humans can differentiate certain things very easily. A few examples




are: differentiating whether an object is cylindrical or spherical, differentiating whether
an object is bigger or smaller compared to another object, and so on. In doing so, hu-
mans consider various features or attributes of the object or instance (in this case shape
and size) and compare them to come to a conclusion or decision or label. As long as
the amount of data being processed is small and the number of features to be considered
are few, humans are pretty adept at this task. However, when the size of data becomes
large and the features to be considered increase, the ability of humans to conceive the
relationship between the features, and to digest the volume of data decreases. Where
humans fail to comprehend and utilize vast amounts of data, machines have proven to
be very effective. An automated solution using machine learning/data mining techniques
becomes necessary. However, machines need to be instructed how to perform the task of
classification [M197, MRS09, TSK16]. In the next section, we present the formal defini-
tion of classification and some of the methods that can be used to teach a machine how
to perform a classification task.

2.2.1 Formal Definition

Classification in the context of machine learning is defined as a family of algorithms that
helps machines assign each observation of the data into a set of predefined categories (or
classes). An algorithm trained to perform such a task is called a classifier. We often
use "'model" as a synonym for the word "classifier'. In a typical classification task, there
are instances, attributes or features of those instances, and a label or class the instance
belongs to. The classifier makes use of the attributes/features and the label available for
the instance and learns the features of the instance and the decision boundaries to assign
the instances to the respective class. This process is called training the model and the
data used in training is called training data. The trained model is then applied to classify
new unseen data based on the decision boundary learned from the training data. This
process is called inference and it depends on the nature of the new incoming data if the
classes are predicted correctly. If there are shifts in the class distribution or previously
unseen values in the feature space, the classifier may under-perform. Ideally, the classifier
performs equally well on new data as it performed on the training data. When it does,
the model is said to 'generalize’ well. This whole process of making a model learn the
features on the available example instance-label pairs is also termed "Supervised Learning"
[M*97].

10
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Figure 2.1: Decision Boundary for a classifier

As seen in Figure 2.1, a classifier with two classes (binary classifier) learns the decision
boundary (depicted with dashed lines) using the features of instances (represented by
colored circles). On the left-hand side of the image, the dotted line represents a linear
decision boundary whereas, on the right-hand side of the image, the decision boundary is
non-linear.

We now introduce to you the classifiers we used in our work in the following sections.

2.2.2 Naive Bayes Classifier

The following description about Naive Bayes is based on the work by Eibe et.al in [FB06].
Naive Bayes is a simple method for building classifiers. It assumes that the value of a
particular feature or attribute is independent of the value of any other feature, given the
class label. For example, a fruit may be considered to be an apple if it is red, round,
and about 10 cm in diameter. A Naive Bayes classifier considers each of these attributes
(shape, color, and size) to contribute independently to the probability that this fruit is an
apple, regardless of any possible correlations between the color, roundness, and diameter
features.

Mathematically, this can be represented in the following way: Given class variable y and
dependent feature vector x; through z,,, the Bayes theorem states:

P(y)P(xlv ) xn’y)
P(xy,...,zp)

P(ylay, za, ...y wn) = (2.1)

Using the naive conditional independence assumption that features are conditionally in-
dependent of each other given the class:

P($¢|y,9€1, vy Li—1, Tit1, ,ﬂﬁn) = P(a:i\y) (2-2)

11



for all 7, this relationship can be simplified to:

P(ylxy, xe, ..., xn) = P m) (2.3)
Since P(z1, ..., x,) is constant given the input, we can say that
P(yley, wa, .., 2n) = Py)ILL, P(zily) (2.4)
So, now the probability of that an instance belongs to a class is determined by:
g = argmaz, P(y)III_, P(x;|y) (2.5)

Having mentioned the above, because it is easy to calculate probabilities and hence fast
to implement, Naive Bayes method is frequently used for text classification [RSTKO3,
XLW17]. All the words in a sentence are considered features and independence of words
is assumed. Naive Bayes classifier performs well for text classification despite the inde-
pendence assumption. Even though there might be some dependency of words on one
another, as long as the dependencies are evenly distributed in the classes, Naive Bayes
classifier proved to perform well [Zha05].

2.2.3 Support Vector Machine

Support Vector Machines, shorthanded to SVMs, are another set of supervised learning
methods used extensively for solving binary classification problems (with just 2 classes). It
works on the principle of projecting input vectors into a higher dimensional feature space
and finding a hyperplane decision surface in the higher dimensional space [CV95], and,
has proven to be an excellent tool for text classification [Joa98|. In binary classification,
an SVM finds a hyperplane that separates the input data into two sets with the maximum
margin between the two sets.

This maximum-margin hyperplane is obtained such that the boundary points on both
sides are equi-distant from this plane. Mathematically, SVMs learn the sign function
f(x) = sign(wz + b), where w is a weighted vector in R". SVMs find the hyper plane

y = wxr + b by separating the space R™ into two halfspaces with the maximum-margin
[AT11].

The objective of the support vector machine algorithm is to find a hyperplane in an N-
dimensional space that distinctly classifies the data points. There could be many possible
hyperplanes but the objective is to find a hyperplane that has the maximum margin, i.e the
maximizing the minimum distance between data points of both classes. Maximizing the
margin distance provides some reinforcement so that future data points can be classified
with more confidence [CV95].

Hyperplanes are decision boundaries that help classify the data points. Data points falling
on either side of the hyperplane can be attributed to different classes. Also, the dimension
of the hyperplane depends upon the number of features. If the number of input features

12



is 2, then the hyperplane is just a line. If the number of input features is 3, then the
hyperplane becomes a two-dimensional plane.

Xz

~ ¥ margin
H RN
Y
a Y .
- ‘_ -
X1 x1
Green lines represent few possible hyper planes Points 1, 2, & 3 are support vectors

Figure 2.2: Support Vector Machine

Support vectors are data points that are closest to the hyperplane and influence the po-
sition and orientation of the hyperplane. Using these support vectors, we maximize the
margin of the classifier. Deleting the support vectors will change the position of the hyper-
plane. The power of SVMs comes from the fact that we could use a set of mathematical
functions known as kernels to transform data from lower dimensional spaces where it may
not be possible to linearly separate the space, into a higher-dimensional space, where the
transformed data is linearly separable [HDO798].

In Figure 2.2, the blue circles and red squares represent data points belonging to two
different classes. The multiple green lines on the left part of the diagram show a few
of the possible hyperplanes that separate the two classes. The single green line on the
right side of the figure is the optimal hyperplane and points 1,2 and 3 are the support
vectors.

2.2.4 Stochastic Gradient Descent

Machine learning algorithms try to minimize the cost/loss functions. In practice, it is
difficult to find closed-form expressions to find the optimal point for the cost function.
Hence, gradient methods are used, whereby error/loss is computed, and gradients of
the error w.r.t the weights/parameters are calculated, and weights are adjusted in the
negative direction of the gradients. This optimization method is called the Gradient
Descent method.

Stochastic Gradient Descent is an optimization method used to minimize/maximize the
loss/cost function used in a machine learning algorithm/model and the computation
done to optimize the cost is known as gradient descent. For the cost function to be
minimized, the algorithm has to look at the entire dataset available to compute the

13



cost and then minimize it. This can be done in either batch mode or stochastic mode.
In a batch mode, a complete pass over the entire dataset/training set is done to com-
pute the gradient. In stochastic mode, a single example from the training set is cho-

sen at each step of the computation and the gradient is calculated (weights updated)
[Bot12].

Stochastic learning performs faster than batch learning, particularly on large redundant
datasets. Consider a case where the training set consists of 1000 points and within
these 1000, there are 10 near similar copies of a set of 100 samples. If we compute
the average gradient overall 1000 patterns, it gives us the exact result as computing the
gradient of the first 100 samples (assuming the copies are lined in the training set). In
this scenario, while batch gradient descent recomputes the same quantity 10 times before
one parameter update, stochastic gradient sees a full epoch as 10 iterations through a
100 data points long training set. Normally, examples do not appear more than once in a
dataset, but there are usually similar clusters of patterns [Bot12]. In our case, because we
were dealing with terms and conditions/privacy policies, these are most often content-wise
similar and hence we chose Stochastic Gradient Descent as there is a lot of redundant
data.

Stochastic learning also often results in better solutions than batch gradient learning
because of the noise in the updates. Nonlinear networks usually have multiple local
minima of differing depths. The goal of training is to locate one of these minima. Batch
learning will discover the minimum of whatever basin the weights are initially placed. In
stochastic learning, the noise present in the updates can result in the weights jumping
into the basin of another, possibly deeper, local minimum. A Stochastic Gradient Descent
Classifier or SGD-Classifier, in short, is a linear classifier with Stochastic Gradient Descent
training. The type of linear classifier is determined by the loss function used to compute
the gradient.

2.2.5 Boosting Algorithms

So far we have seen the traditional machine learning models which consisted of a single
learner - a Logistic Regressor, a Support Vector Machine, or a Naive-Bayes Classifier.
Another approach, namely, ensemble methods use multiple learners instead of a single

learner to improve the model performance. Boosting models belong to the family of
ensemble methods [BH06, Sch03a].

Boosting algorithms seek to improve the prediction power by training a sequence of weak
models, each compensating for the weaknesses of their predecessors. Boosting works on
the idea of filtering or weighting the data that is used to train weak learners, so that
each new learner gives more weight or is only trained with observations that have been
poorly classified by the previous learners. This way, the ensemble of models learns to make
better predictions on all kinds of data, not just on the most common or easy observations.
Also, if one of the N individual models is weak at making predictions on some kind of
observation, it does not matter, as the other N-1 models will most likely make up for
it s[Sch03b]. Boosting has proved to be a very successful technique in solving binary
classification problems [HRZZ09].

14



Model 1,2,..., N are individual models (e.g. decision tree)

/

s
weakness

weakness

Ensemble(with all its predecessors)

Figure 2.3: How Boosting works (Ensemble methods)

In Figure 2.3, Modell is built by assigning the same weight to all the input training
samples. Predictions are made and for samples with large errors, weights are increased
so that the features of the sample are learned better by the next model Model2. Modell
also gets a weight Weight! depending on how well it performed on predicting the sam-
ples. The adjusted weights are then passed on to Model2 and the process of training the
model, predicting, calculating the error and adjusting the weights, assigning weight to
the model are carried out. This process can be carried out until we reach a certain model
ModelN, where the error is below a certain threshold, implying overcoming the weak-
ness of the models before and in turn improving the performance of the overall ensemble
model.

Boosting Algorithms follow the following pattern [Sch03a]:

1. All the data samples are initialized with the same weights. These samples are used
to train an individual model (for example, a decision tree).

2. For each sample, the prediction error is calculated and for samples with greater
error, the weights are increased so that they have a higher weight in the training of
the following individual model.

3. Depending on how well this individual model did on its predictions, it gets assigned
an importance/weight. A model that outputs very good predictions will have a
higher weight in the final decision.

4. The weighted data is passed on to the posterior model, and 2) and 3) are repeated.

5. Number 4) is repeated until we have reached a certain number of models or until
the error is below a certain threshold.

2.2.5.1 AdaBoost

AdaBoost, short for Adaptive Boosting, uses multiple weak learners (decision trees with a
single split) and creates a single strong learner. All observations are weighted equally at
the creation of first decision stump in AdaBoost. To correct the error by previous learner,
the observations that were incorrectly classified by the previous learner carry more weight
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than the observations that were correctly classified [FS97]. AdaBoost algorithms can be
used for both classification and regression problems [Sch03a)].

Box 2

Dl D2
. =+ + D3
it + + =+ L
T e
=} + -
+
Box 1 + L Box 3
+
+ < Box 4

Figure 2.4: Example of AdaBoost working

In Figure 2.4, the first decision stump (D1) is made separating the (+) blue region from
the (—) red region. D1 incorrectly classified three (+) in the red region. The incorrectly
classified (4) will now carry more weight than the other observations and are fed to the
second learner. The model will continue and adjust the error faced by the previous model
until the most accurate predictor is built.

2.2.6 Neural Network-based approaches

Similar to the conventional methods described above, neural networks are also a fam-
ily of machine learning algorithms, in which a machine learns to perform some task
by analyzing training examples. The idea of a neural network is loosely modeled on
that of a human brain. A neural net can consist of thousands or even millions of
simple processing nodes, namely perceptrons that are densely interconnected. An in-
dividual node might be connected to several nodes in the layer beneath/before it, from
which it receives data, and several nodes in the layer above/ahead it, to which it sends
data.

Every node assigns a weight w to each of its incoming connections x. When the network
is active, the node receives a different data item, a different number, over each of its
connections and multiplies it by the associated weight. It then adds the resulting products
together, yielding a single number. If that number is below a threshold value, the node
passes no data to the next layer. If the number exceeds the threshold value, the node
“fires,” sending the sum of the weighted inputs along with all its outgoing connections.
A sample perceptron is shown in Figure 2.5.

16



— O
%w-,\‘- _|

n
- Lif 2w, x>
=0 0= = 11
-1 otherwise

1 ifw,+wx, +--+wx >0
o(x,,0n X, ) =

(=

n-n

—1 otherwise.

Figure 2.5: A single perceptron - basic unit of a neural network [M*97]

During the training of a neural network, all of its weights and thresholds are initially set to
random values. In an example neural network shown in the Figure 2.6, training data is fed
to the input layer and it passes through the succeeding hidden layers, getting multiplied
and added together in complex ways, until it finally arrives, radically transformed, at the
output layer. The weights and thresholds are continually adjusted until training data with
the same labels consistently yield similar outputs.

Mddcn layers
—

output layer

input layer

Figure 2.6: Example of a feed-forward Neural Network

2.2.6.1 RNN-LSTM

Although very powerful, simple neural networks do not perform well with sequential data
such as text sentences. One of the most popular approaches to deal with sequential data
is recurrent neural networks (RNNs) where the input of the hidden layer at the current
time-step is dependent on the output of the previous time-step. RNNs suffer from the
problem of vanishing or exploding gradients where the weights of the layers grow or vanish
beyond a certain time step, and hence LSTM (Long Short Term Memory) was introduced
[HS97].

LSTM consists of memory cells, each having input, output, and forget gates. Input gate
is responsible for the addition of the new information to the network. The forget gate
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decides what information to throw away and the output gate computes the final output
of the network from the memory [HS97, WLLW18§].

2.2.6.2 Convolutional Neural Networks (CNN)

In contrast to simple feed-forward neural networks, CNNs try to capture the spatial
features (features in the neighborhood). Originally designed primarily for computer vision
tasks, they use the concept of a “convolution”, a sliding window or “filter” that passes
over the image, identifying important features and analyzing them one at a time, then
reducing them down to their essential characteristics, and repeating the process. However,
this can be extended to NLP tasks as well and has proven to be an effective algorithm for
text classification [WHD18].

Figure 2.7 gives a very generic CNN architecture used for text processing. The first
layer takes as input a text sentence broken up into words or word embeddings. Words
are broken down into features and are fed into a convolutional layer. The results of the
convolution are aggregated to get a representative number. This number is fed to a fully
connected neural structure, which makes a classification decision based on the weights
assigned to each feature within the text.

Softtmax Classification

Full Connected Layer
Max-Pool T—
Over Time
Convolution
Layer " N —

Lookup Table
Feature K [ [ ---------- i
Feature 1 - .

: Input -
; Sentence
! Wi

Figure 2.7: Convolutional Neural Network

We have thus introduced the general concept of classification. Text classification uses
labeled training data to derive a classification system (classifier) and hence is a su-
pervised learning technique. It then classifies unlabelled text data using the derived
classifier. For a classifier to be trained on text data, the data needs to be represented

Thttps://bit.ly/39ihNgz
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in a way the algorithm can process. We present below some of the ways to represent
text.

2.3 Text Representation

Textual data needs to be represented in the form of numerical vectors so that the clas-
sification algorithms can perform the computations and statistical analysis. One simple
way to compare the feature vectors of two objects is to take the Euclidean distance. If
the Euclidean distance between A and B is smaller than the Euclidean distance between
A and C, we can say that A is closer to B compared to C. This when applied to textual
data, we can say that A is similar to B compared to C. Below, we introduce some of
the ways text can be represented and used as input feature vectors for the algorithms we
used.

2.3.1 Bag of Words

Bag of Words (BoW) [MRS09] is a basic text representation method in machine learning.
To represent a document with the help of words present in it, this method simply counts
the number of occurrences of a word in the document. The method to create a BoW
model for a given set of documents (called Collection) is:

1. Distinct words from the entire Collection (the whole set of given documents) are
extracted - this is called Vocabulary

2. Number of occurrences of each word within each document is gathered

3. Using these frequencies, vectors are created, the dimensions of which equal the size
of the Vocabulary (number of distinct words in all of the documents)

4. Documents are represented by these vectors

For example, let’s consider that our Collection is the set of the following three documents:

D1: some like ham burger over cheese burger
D2: some like cheese burger over ham burger
D3: i like both ham burger and cheese burger

We build the BoW representation of these 3 documents by following the steps mentioned
above.
Distinct Words: i, like, both, ham, burger, and, cheese, some, over

The number of occurrences of each word within the document:

D1: [(some,1),(like,1),(ham,1),(burger,2),(over,1),(cheese,1)]
D2: [(some,1),(like,1),(cheese,1),(burger,2),(over,1),(ham,1)]
D3: [(i,1),(like,1),(both,1),(ham,1),(burger,2),(and,1),(cheese,1)]

19



Table 2.1 shows the BoW representation of the above collection.

’ \ some like ham burger over cheese i both ‘
D1 1 1 1 2 1 1 0 0
D2 1 1 1 2 1 1 0 0
D3 0 1 1 2 0 1 1 1

Table 2.1: BoW representation for Collection

From the above example, it is clear that document vectors for D1 and D2 are the same.
Since this representation is concerned about the number of occurrences of a word and
not the order in which the words appear, it is called a Bag. And as is evident from
the example above, with BoW representation, two documents with different semantic
meanings containing the same words are treated the same.

2.3.2 n-grams

In the BoW method, we considered the occurrence of every single word, and its repre-
sentation is shown. This can be called a 1-gram or uni-gram representation. Similarly,
we can consider the occurrence of "two" or "three" or "n" consecutive words in a corpus
and the representation can be obtained for these set of words. This is called n-grams
representation. If n=2, then it is bigram, and if n=3, then it is trigrams. n-grams are
proven to increase the quality of the feature set [TWLO02]. If unigrams for the sentence
John is eagerly waiting are John, is, eagerly and waiting, bigrams for the same sentence

would be (John is), (is eagerly), (eagerly waiting)

2.3.3 Term Frequency - Inverse Document Frequency or Tf-Idf

The BoW model of representing data as presented in 2.3.1 has a serious setback be-
cause the term that is present in all the documents gets a high score. If we take a
collection of documents on universities, each of the documents is likely to have the
word wuniversity in it. When represented in BoW, most likely all the vectors will have
a higher weight for this dimension and this dimension may not be of much use for analy-
sis.

Also, consider the term the - the can be expected to be in almost all of the documents in a
collection of English text. And the weight of the can be much higher in a longer document
(eg. 100000 words long) than in a short document (eg. 1000 words long). However,
knowing the number of occurrences of the word the doesn’t give much information. There
can be many words that act as fillers but do not add any valuable information in the
analysis of the text document.

To represent the documents differently where the term repeating itself multiple times in a
single document has less weight compared to a term repeating itself less number of times
but in a higher number of documents, Tf-Idf [MRS09] method is used. In other words,
to downgrade the relative importance of words that occur all too frequently, an inverse
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weighting is introduced to scale down the words that occur too frequently. This inverse
weighting is referred to as Inverse Document Frequency [SMO05].

The method to create a Tf-1df representation for a given set of documents is:

1. Calculate term-frequency values:
Term frequency of term ¢ in document d = number of times the term t appears in
the document d / total number of terms in the document d

N¢d

Zk Nid

tfta = (2.6)

Where:

t = term in the document

d = document from the collection

k = each term in the document d

ntq = frequency (number of occurrences) of term t in document d

2. Get the inverse document frequency:

Inverse Document Frequency of term ¢ = log (total number of documents(N) /
number of documents with the term ¢ inside them)

N
t

3. Multiply and normalize the Tf and Idf
Finally, the Tf-1df is calculated as,

tfidf = tfia x idf, (2.8)

2.3.4 Word Embeddings

Bag of Words and Tf-1df representations do not capture the contextual information in
which the text is used. They only look at the frequency of the words in the document
and within the whole corpus. Word embeddings are a method to capture the context and
semantics of words by mapping them to real number vectors. Word Embedding means
a technique that represents a piece of text, be it a word, or a phrase or a sentence, as a
vector of real numbers [PSM14]. Since a word’s meaning can change depending on the
words that accompany it (before and after) [Fir68|, these embeddings are defined by the
context in which the word appears [BDK14]. Embeddings are obtained from training a
feed-forward neural network on a self-supervised word prediction task given the context.
Pre-trained embeddings are the values of the hidden layer when presented with a specific
input word.

Conceptually, words are projected onto a high dimensional vector space where synonyms
of a word appear closer to each other, given the embeddings are trained on a large corpus
with enough samples of the respective terms. For example, in the projected vector space,
distance between words king and man is shorter than the distance between words king
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and dog. Also, the words king and queen have similar semantic context in the projected
vector space. Hence, word woman can be interpreted using the embeddings for the word
queen as shown in Figure 2.8. Synonyms and words that share semantic meaning have
similar values in dimensions that capture some context.

Y
King
\ Queen
Man ~_
Woman
x
z

Figure 2.8: Semantic context representation using word embeddings

Generally, word embeddings are obtained using neural networks. With any task involv-
ing neural networks, embeddings produce better results when trained on huge amount
of data as opposed to when trained on small amount of data. While there exist many
methods to generate the word embeddings, we considered in our research the follow-
ing:

e Word2Vec proposed/presented/developed by Mikolov et.al [MCCD13]

e GloVe - proposed by [PSM14]
e FastText - an extension of Word2Vec by Facebook’s Al Research lab [BGJM17]

2.3.4.1 Word2Vec

Word2vec, as the name suggests is an embedding technique to represent a word and its con-
text as a vector. These can be obtained using two different neural network architectures:
Continuous bag-of-words Model and Continuous Skip-gram Model [MCCD13].

Continue Bag-of-Words Model (CBOW):

The following description and formulas are adapted from Rong et al. [Ronl4]. In the
CBOW method, for each input context word, only one word is predicted as the output.
The model comprises a fully connected neural network with a single input layer, a single
hidden layer, and a single output layer. The input is one-hot encoded, meaning, in each
input vector, only one dimension has a value of7 and all other dimensions have a value of
0. The input layer size is equal to the size of the vocabulary (V). The number of neurons
in the hidden layer depends on the number of desired embedding dimensions (N). The
number of neurons in the output layer is the same as that of the number of neurons in
the input layer.

Given a context word, weights at the hidden layer are calculated as:
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h=W"g:=vl (2.9)

where,

W = weight matrix, size of which is V. x N
Vw1 = k-th of the input word’s weight vector

A linear activation function is used in the hidden layer. Hidden layer weights are obtained
and these are used to compute the output layer. The weight vector size changes now to
N x V and can be represented by W’. The output score u; for every vocabulary term j
is computed as:

u; = vl "h (2.10)

wj

where,
vy,; = j-th column of the matrix W’

A softmax log-linear function is used to calculate the posterior probabilities. Given the
input word (w;), the probability of getting the output word (w — j) at the j-th neuron in
the output layer is calculated as

exp(u;)
plwjlwy) =y = o7 (2.11)
I ! ¥y _jexp(ug)
In cases where the input words can be more than one, i.e., in a multi-word context, CBOW
computes the average of the input context words’ vectors. Therefore, the function to
calculate hidden layer is now:

1
h = a(vwl + Uy + -+ UwC)T (212)

where,

C' = number of words in the context
wy ...we = words in the context
v, = input vector of word w

Figure 2.9 shows the network for the CBOW architecture.
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Figure 2.9: Architecture for CBOW model [Ronl14]

Skip-gram Model:

Skip-gram model works the opposite way of the CBOW model in the sense that given
a word, the Skip-gram model outputs the context words. The output (or the predicted
word) in the CBOW model is the input to the Skip-gram model and the context words
(or the input to the CBOW model) is the output. Hidden layer calculations remain the
same. The description and formulas that follow are adapted from Rong et al. [Ronl4].
The softmax function of the output layer changes to:

exp(ue ;)

_CaPWej) (2.13)
Sy _exp(ug)

p(wc,j|wi) =Yecj =

where,

we,; = j-th word on the c-th panel of output layer
wy = only input word
u.; = overall input of the j-th unit of the c-th output panel

Figure 2.10 shows the Skip-gram architecture:
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Figure 2.10: Architecture for Skip-gram model [Ron14]

We now explain CBOW and Skip-gram models with the help of an example. Consider
the following sentence:

John is eagerly waiting

In CBOW, the inputs are gathered by collecting a set of N words at a time. This
process of considering a set of words at a time is otherwise known as a context win-
dow. The output of CBOW depends on N, also known as the context window size.
Tables 2.2 and 2.3 show the CBOW for the above sentence with N as 1 and 2 respec-
tively.

’ Word input \ Context output ‘

John is
is eagerly
is John
eagerly waiting
eagerly is
waiting eagerly

Table 2.2: CBOW for context window = 1

’ Word inputl \ Word input2 \ Context Output ‘

John is eagerly
is eagerly waiting
is eagerly John

eagerly waiting is

Table 2.3: CBOW for context window = 2
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In Table 2.2, only a single word is considered at a time (since N is 1) and hence the output
is the next or previous word. When N is 2, as in Table 2.3 2 words at a time is considered
input and the word adjacent to (before or after) these two words in the context window
is the output.

In Skip-gram model, for the word eagerly, if we consider a context window of size 3, we get
the words John, is, eagerly within the window. The output will be:

’ Context Input \ Word output ‘

eagerly John
eagerly is

Table 2.4: Skip-gram for the word eagerly with context window = 3

2.3.4.2 FastText

FastText is an extension to the Word2Vec Skip-gram model. FastText considers character
n-grams for training the word vectors whereas Skip-gram considers the whole word. This
helps in finding the infrequent words better since they may have similar character n-
grams as frequently used words and hence can minimize the out-of-vocabulary (OOV)
problem. The final word vector is the sum of all individual n-gram vectors of the given
word [BGJM17].

2.3.4.3 GloVe

GloVe [PSM14] is another variant of word embeddings. Word2vec relies only on local
statistics. The embeddings and semantics learned for a given word are only affected by
its surrounding words and the size of the context window. GloVe captures both global
statistics and local statistics of a corpus, to come up with word vectors. It is based on
the idea that one can derive semantic relationships between words from the co-occurrence
matrix. Given a corpus having V words, the co-occurrence matrix X is a V'V matrix,
where the ¢ th row and j th column of X, X;; denotes how many times word ¢ has
co-occurred with word j.

Since the objective of GloVe word embeddings is to find the local and global statistics of a
word, training is performed on aggregated global word-word co-occurrence statistics from
a corpus, and the resulting representations showcase interesting linear substructures of
the word vector space. The model is already trained on few corpora and the pre-trained
embeddings are available for download on the GloVe page?.

2.3.5 Preprocessing Techniques

An essential part of natural language processing is text preprocessing: the process of
transforming text into a more meaningful form so that the machine learning algorithms
can perform better. For example, in the BOW model, we could infer that a word like

Zhttps://nlp.stanford.edu/projects/glove/
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the would achieve the highest weight and this does not add much value to the classifier.
So, we can remove words like the from our text before feeding it as input to the model.
Also, if multiple people helped collect our data it can so happen that they used different
abbreviations for the same word. For example, some people could write USA while others
could write usa while both are referring to the country USA. So, we can normalize the
text to a uniform case and use it for feeding to the model. While several preprocessing
techniques can be applied to a text, we list below the techniques we used in our work
and elaborate a little on the task carried out by each of these techniques. Some of the
following descriptions are adapted from [VINT15].

2.3.5.1 Tokenization

In the BoW model explained in 2.3.1, to represent the text in numerical form, we split
the text into distinct words and take a count of the number of occurrences of each word.
Splitting the input text into individual words or sentences or paragraphs is called Tok-
enization and each word or sentence or paragraph is called a Token. A delimiter is used
for splitting the text. If the text is being split into individual words, the delimiter can
be white space. If the text is being split into individual sentences, the delimiter can be a
period. The output of tokenizing the text is a set of tokens obtained after splitting the
text on the delimiter used.

2.3.5.2 Stop-word removal

A lot of words appear in the text that do not contribute at all to the context of the text.
For example, the word the in English text. If using the BoW model, on an English corpus,
it can be said that the word the will probably have the highest weight. Such words can
be problematic for frequency-based models where they do not contribute any information
to the feature space. Such words are called Stopwords. Table 2.5 lists a few stopwords
for the English corpus.

\ English we, the, is, from, and, are, myself, me, but, not. \

Table 2.5: Few stopwords for English Corpus

Removing these words from the corpus can help improve the performance of the models.
There are some tasks where these words shouldn’t be removed: e.g., Machine Translation
and Language modeling. Since our task is a classification task, we removed the stop words
and compared the performance of the model.

We could also remove punctuation marks and numeric characters from the corpus and
this process is named punctuation mark removal and numeric character removal respec-
tively.

3https://www.nltk.org/book/ch02.html
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2.3.5.3 Stemming and Lemmatization

Within a corpus of text, one word can be present in its different forms. To reduce the
word from these different forms to its base form, thereby reducing the number of distinct
words in the corpus, Lemmatization and Stemming techniques are used. While stemming
removes the derivational suffixes at the end of the word, Lemmatization uses dictionaries
and additional annotations such as parts-of-speech (verb, noun, adverb, etc) tags in order
to get the right lemma of the word, also called dictionary form [BG18]. For example, the
word best when lemmatized can be mapped back to its base form good. Lemmatization
considers the context of the word and hence is usually more accurate as compared to
stemming.

2.3.5.4 Decontraction

Decontraction is the process of replacing the contracted forms of the words with their orig-
inal forms. For example: replacing the words like '] with I will, can’t with cannot. This
helps in bringing the whole text into one canonical format.

2.4 Evaluation Techniques

To assess the quality of a model built/scientific research, the work needs to be evaluated
and its performance according to the evaluation parameters needs to be determined. For
a classification task, the end goal is that the model classifies the instances to their right
class. To understand the metrics defined for a binary classification task, it is essential to
know the concept of true positive, true negative, false positive, and false negative. These
four form the fundamental quantities between which a trade-off is obtained and reported
as the performance of the classifier [KNRD14].

In a binary classification task, all the instances need to be classified into either Classl
or Class2. Most of the times, the thing we’re testing for is called the positive class and
the other negative. For example, the positive class in a medical test might be "tumor".
The positive class in an email classifier could be "spam" or "not spam' depending on
what we're looking for. Given this setting, a true positive is an outcome where the model
correctly predicts the positive class. Similarly, a true negative is an outcome where the
model correctly predicts the negative class. A false positive is an outcome where the
model incorrectly predicts the positive class. A false negative is an outcome where the
model incorrectly predicts the negative class.

These can be represented as elements of a matrix/table and this matrix is called a Con-
fusion Matrix:

’ \ Actual Positive Class \ Actual Negative Class ‘

Predicted Positive Class True Positive (ip) False Positive (fp)
Predicted Negative Class False Negative (fn) True Negative (in)

Table 2.6: 2x2 Confusion Matrix
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For example, consider the following confusion matrix created for a model that has to
classify whether the samples provided have a tumor or not.

] \ Actual Tumor \ Actual No-tumor \

Predicted Tumor 18 6
Predicted No-Tumor 1 452

Table 2.7: Example Confusion Matrix

The confusion matrix in Table 2.7 conveys that of the 19 samples that had tumors, the
model correctly classified 18 as having tumors (18 true positives), and incorrectly classified
1 as not having a tumor (1 false negative). Similarly, of 458 samples that did not have
tumors, 452 were correctly classified (452 true negatives) and 6 were incorrectly classified
(6 false positives).

With Table 2.7 in hand, we can now explain some of the different metrics that can be
considered for the evaluation of a binary classification task.

2.4.1 Accuracy

It is the fraction of predictions that a classification model got right. In multi-class classi-
fication, accuracy is defined as:

Correct Predictions

A _ 2.14
couracy Total Number of Examples ( )
In binary classification, accuracy is defined as:
True Positives + True Negatives tp + in
Accuracy = = (2.15)
Total Number of Examples tp + fp+ fn+ tn

Given the above definition, the accuracy of the model with confusion matrix in Table 2.7
is

18 + 452 470
A - =0 0.985 2.16
CCUTaY =98 ¥ 1 + 6 + 452 477 (2.16)

2.4.2 Precision

Precision is defined as the ratio of how correct was the model when predicting the positive
class. Out of all the examples that were predicted positive, how many were positive. This

is written as: o
True Positives tp

— 2.17
Predicted Positives tp + fp ( )

Precision =

The precision of the model with confusion matrix as in Table 2.7, given the definition
above, is
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18 18
= — =0. 2.1
18+6 24 0.5 (2.18)

Precision =

2.4.3 Recall

Recall tells us out of all the possible positive labels, how many did the model correctly
identify. This is written as:

True Positives tp

Il = = 2.1
feca Total Actual Positives  tp + fn (2.19)
Given the above definition, recall of the model with confusion matrix in Table 2.7 is
18 18
Il = =— =094 2.2
Reca T+ 1= 19 0.947 (2.20)

2.4.4 F1 Score

The F1 score can be interpreted as a weighted average of precision and recall. The best
value for the F1 score is 1 and the worst score is 0. The relative contribution of precision
and recall to the F1 score are equal. The formula for the F1 score is:

precision * recall tp
1=2 = 2.21
/ i precision + recall  tp + %(fp + fn) (2:21)
Given the above definition, f1 of the model with confusion matrix in Table 2.7 is
0.75 % 0.947
1=2% —————— = 0.837 2.22
J =205 000 (2.22)

We have thus far introduced all the necessary background information required to under-
stand our research design and methodology. In the next chapter, we dive deep into the
design of our research questions and give an overview of the experiments we conduct in
this thesis.
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3 Conceptual Design

In this chapter, we elaborate on the goals set in Chapter 1 and define precise research
questions worked upon in this thesis.

3.1 Datasets Considered

During the literature search phase, we came across few datasets that we thought were
useful. Some of them are:

e OPP-115 Corpus - a collection of 115 website privacy policies with annotations that
specify data practices in the text. Each privacy policy was read and annotated by
three law students [WSD*16].

e ACL/COLING 2014 Dataset- a collection of 1000 privacy policies in XML format
that describe the "section" of the privacy policy a text belongs to [RLSS14].

While the above-mentioned datasets do contain the text of the privacy policy, they do
not mention whether a certain clause in the privacy policy is acceptable or non-acceptable.
So, after thorough research and examination, we found the data available on the website

"TOSDR" ! to be a fit for this task.

3.2 TOSDR

TOSDR is a project that started in Mid 2012 to fix what is known as the biggest lie on the
web: ignoring the terms of service and agreeing to them without reading [OOH20]. It is an
initiative to rate the terms of service and privacy policies of internet websites and services.
Clauses from Terms Of Service or Privacy Policy are discussed in public (open source)
and scored with one of the four badges: Good, Neutral, Bad, Blocker. Let us look at a
sample of data on the TOSDR website as seen in Figure 3.1.

Kl Facebook o3 ) Wikipedia &=
our identity is used in ads that are shown to other users You publish your contributions under free licenses
C3[App required for this service requires broad device permissions The service will resist legal requests for user information where
LJ This service tracks you on other websites reasonably possible
3 This service tracks you on other websites [ The service can delete your account without prior notice and without a
a The service may use tracking pixels, web beacons, browser reason
fingerprinting, and/or device fingerprinting on users. here is a date of the last update of the terms
o need to register

= More details

Figure 3.1: TOSDR Clause Labels

Thttps://tosdr.org/
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Terms of service are reviewed by contributors and divided into small points that are
discussed, compared, and finally assigned a score with a badge. As seen in Figure 3.1,
for Facebook, one clause of its terms of service is assigned the label blocker, depicted by
an x and four of its clauses are assigned the label bad, depicted by a thumbs down. For
Wikipedia, three clauses are assigned the label good, indicated by a thumbs up, one is
assigned bad, and another is assigned a neutral label. Clicking on "More details" shows all
the points discussed about a service. "Discussion" in them leads to the discussion carried
out by reviewers and contributors and the mutual decision to score a point to one of the
four defined categories good, neutral, bad, blocker. We gather all of this information and
store it in an excel file which serves as the starting point for our research. The details on
how the data is gathered are mentioned in Section 4.1.

3.3 Data Preprocessing

The next step in the pipeline after collecting data is to preprocess it. There are sev-
eral preprocessing techniques available and we listed a few that we used in our work
in the Section 2.3. We use the preprocessing techniques of removing punctuation, re-
moving numeric characters, removing stopwords, followed by stemming and lemmati-
zation on the TOSDR dataset. To capture the contextual information present in the
TOSDR data, we made use of pre-trained word embeddings from GloVe, FastText, and
Wikipedia2Vec.

3.4 Research Questions

We present in this section the procedural design of the research questions we experimented
with.

3.4.1 Research Question 1 - Design

Do traditional /conventional machine learning approaches for classification work
better compared to neural network approaches on limited data?

Conventional supervised learning methods require hand-crafted features. This needs a
thorough understanding of the domain and neural network embeddings can better cap-
ture the context given a large data size [WLLW18]. In our work, we chose the conventional
methods of MNB, SVM, SGD, Adaboost and compare their performance to that of an
LSTM and CNN. Considering the dataset is small, we expect the conventional methods to
perform better when compared with neural network approaches.

32



Traditional Classification algorithms

Documents Preprocess Compare Results
Collection Documents

Modern Classification algorithms
o 7% T3
e e e g
O... -~
o @ 0 .

Figure 3.2: Design diagram for Research Question 1

We collect data from the TOSDR website, preprocess it and train different models and
calculate the accuracy of each of the models. The classification results of traditional
classification methods are compared against the results of neural network methods using
accuracy as the evaluation metric.

3.4.2 Research Question 2 - Design

How do various feature selection techniques affect the performance of classi-
fication on a smaller domain-specific dataset?

The feature selection method chosen can have an effect on the performance of the model
[MIMT19]. So, to check this, for each of the models we proposed, we compare the ac-
curacy achieved by the model by using the traditional feature selection methods Bag
of Words and TF-IDF as well as some pre-trained embeddings: GloVe, FastText, and
Wikipedia2vec. We expect that with recent advances in embedding methods, a model
trained on pre-trained embeddings would perform better than when the model is trained
on traditional methods.
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Figure 3.3: Design diagram for Research Question 2

The next chapter covers the implementation details of the research questions we just

presented.
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4 Implementation

In this chapter, we provide implementation details for each of the research questions. We
describe how the data is collected, cleaned, and processed for further use in the algorithms

we considered.

4.1 TOSDR Data Collection and Cleaning

After considering multiple datasets from The Usable privacy policy project !, we
zeroed in on the data available in the TOSDR? project. In the following section, we
describe how the data is scraped from the website and brought into a format that is

useful for us.

As described in Section 3.2, TOSDR website consists of ratings on companies’ and web-
sites’ terms of services. The data collection process starts with extracting the inspec-
tion file from the website. We copied the whole text available on the webpage -> Rigt
Click -> Inspect -> Sources -> js/services.js in a file and stored the file in json for-

mat.

—_ , & 4l Elements  Console  Sources
= Terms of Service; Didn't Read

v O top i

v O tosdrorg 3

4 bootstrap/js 2

> img :

Terms of Service I

1 services.js 11

= Didn’t Read oo :

3 ogo 14

1 (index) i;

18 manifestjson 17

» O MetaMask 18

“I have read and agree to the Terms” is the
biggest lie on the web. We aim to fix that. 2

Figure 4.1: Get the clauses from TOSDR website

Network  Performance  Memory %

var popupsContent = {
div class=\"modal-
div class=\"modal-hea
div class=\"modal-hez
"dchan”: "<div class=\"modal-header\
"5e0px": "<div class=\"modal-header\
"abc-australia”: "<div class=\"modal
"academia-edu”: "<div class=\"modal-
"airbnb”: "<div class=\"modal-header
"akamai”: "<div class=\"modal-header
“akshit'sblog”: "<div class=\"modal-
albine”: "<div class=\"modal-header
“aleksandartodorovi¢(r3bl)": "<div ¢
"algolia”: "<div class=\"modal-heade
“alignable”: "<div class=\"modal-hea
allreci "<div class=\"modal-he
“amazon"” : class=\"modal-header
"amazonaws": "<div class=\"modal-hes
“amnestyinternationallimited(uk)": "
"ancestry”: "<div class=\"modal-head
"anki": "<div class=\"modal-header\"
"<div class=\"modal-heade
<div class=\"modal-header
div class=\"modal-header\
: "<div class=\"modal-
odiv rlace—\"mndal_has

Page Filesystem » ¢ [[@ tosdrjs servicesjs X 1}

The JSON file contains a lot of attributes for each of the clauses and they are pointed out
in Figure 4.2. Out of these, we only need the attributes point label, user text, discussion

footer, discussion link.

Thttps://usableprivacy.org/data
https://tosdr.org/
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Th'ey can change the terms of service any time they see fit, even without notification to the user. Your use of the
service supposedly constitutes acceptance of the changes in the terms.

Read the Terms

Vicrosoft Services Agreemanta— Company URLs and Texts

¢_Privacy Policy

Figure 4.2: Various attributes that can be obtained for each clause

Clicking on the discussion link opens a new window and presents us with the "text" in the
terms of service document. Please see Figure 4.3 for an example.

# edittnsdreng/points 930 o 0 @® @ wm =B
DR Discussion Source UR(' “#" M

Service: Microsoft Status: approved Case: Terms may be Changes: 5 @ Author:
Store anged any time at michielbdejong

t g i

without notice to the

user

{ N
‘We update this privacy statement when necessary to provide greater transparency or in

Discussion Tektrespanse to: Feedback from customer, regulators, industry, or other stakeholders.
Changes in our products. Changes in our data processing activities or policies. When
we post changes to this statement, we will revise the "last updated” date at the top of
the statement and describe the changes on the Change history page. If there are
material changes to the statement, such as a change to the purposes of processing of
personal data that is not consistent with the purpose for which it was originally
collected, we will notify you either by prominently posting a notice of such changes
before they take effect or by directly sending you a notification. We encourage you to
periodically review this privacy statement to learn how Microsoft is protecting your

|_informaticn.

Privacy Statement

Figure 4.3: Window that opens after clicking on the discussion link

The JSON file is parsed and the fields point label, user text, discussion footer and dis-
cussion link are gathered in a collection. FEach of the discussion links is scraped and
relevant tags are identified and information obtained to get the discussion text as shown
in Figure 4.3
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Python library BeautifulSoup ? is used for parsing the json file and obtaining the required
elements. To get the discussion text from discussion links, python library urllib * is used.
urllib.requests urlopen is used to open the discussion link, read the contents from the
webpage displayed. The webpage is parsed using BeautifulSoup() parser which makes it
programmatically easier to get the required elements. We used the find all() method
on div tag with id="container" and within this div, we used the find() method on
blockquote to get the text inside that div. The website blocks incoming requests if
the number of incoming requests exceeds over 200 within a minute, and we can only
request the website after 10 minutes. So, we let our code extract discussion text from
200 discussion links and then let it sleep for 10 minutes and then resume with extracting
discussion text from the next 200 links and this process continues until all of the discussion
links are opened and the discussion text in them is obtained.

Some of the links did not have text in them. Also, some of the clauses were in Russian
(about 10 of them). After removing the Russian text clauses and a bit of cleaning to
remove some extra characters at the beginning of the text (such as .,-,+) and at the end
of the text (such as privacy policy) there were 2550 data points that we can use for our
task. All of this collected data is written into a .zlsz file.

The 2550 data points/instances collected have one of the four labels as mentioned in
Section 3.2. The four labels are good, neutral, bad, blocker. Out of the 2550 instances,
1100 were labelled bad, 64 were labelled blocker, 658 were labelled good and the rest 728
were labelled neutral. On deeper inspection of the methodology of assigning labels to
instances, we decided to club the labels blocker and bad into one, and good and neutral
labels into one. This is because the annotators mention that a neutral clause is more
of a standard clause and does not affect the user of the service in any way. Similarly,
a blocker clause is a clause that is not acceptable by the annotators. So, now we have
1386 instances labelled as good and 1164 instances labelled as bad. The distribution is
represented in Figure 4.4.

Data Distribution

1500

1386

1250

1164

1000

750

500

Number of Instances

250

Good Bad

Instance Labels

Figure 4.4: Graph depicting the Data Distribution

3https://pypi.org/project /beautifulsoup4/
4https://docs.python.org/3/library /urllib.html
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4.2 Data preprocessing

Data preprocessing improves the quality of data which ultimately can improve the model
performance in general. Data preprocessing steps are essential to reduce the feature space
dimensionality (number of distinct words in the corpus). As explained in Subsection 2.3.5,
tokenization, removal of stop-words and punctuation, and bringing all the words to a
uniform case are the common text preprocessing techniques used. The preprocessing
steps and the order in which we took them are given below:

1. Tokenization: The input text is broken down into individual tokens. The library
we used is nltk.tokenize. Tweet Tokenizer ® and this is because we wanted to keep the
internet jargon intact such as hashtags().

2. Uniform Casing: The text is converted to lower case. In our corpus, nouns often
appear in the middle of a sentence and sometimes start with a letter in the upper
case and sometimes in the lower case. We want to treat them all equally and hence
converted everything to lowercase. Python string function lower()° is used for this.

3. Decontraction: In general writing, it is possible that someone can write I'll while
someone else can write the same as [ will. The same applies to privacy policy
documents as well. We identified some contractions and prepared a dictionary with
the contraction being the key of the dictionary entry, and the full expanded form
as the value of the dictionary. A custom function is written to decontract the entry
and the fully expanded form is obtained.

4. Lemmatization: Lemmatizing checks for suffixes or inflectional endings of a word
and removes them to get the syntactically correct lemma. nltk.stem. WordNetLemmatizer
is used which internally uses the morphy” function from wordnet® for returning the
lemma.

5. Removal of Numbers: The raw data contains numbers and dates that do not
give any useful information and these can be removed. Regular expressions are used
to find the numbers and remove them from the text. The library used is re ? from
python.

6. Punctuation Removal: The text contains punctuation marks used to emphasize
few words. These are not required by us and are removed to have clean text. If the
token exists in the set of elements in the Punctuation ', they are removed.

7. Stop-word Removal: Stopwords are removed to reduce the overhead of the words.
If a token is present in the set of ENGLISH STOP _WORDS from the scikit-learn
' library, it is discarded.

After performing all of the above steps, the total number of unique words in the corpus
is 4986.

Shttps://www.nltk.org/api/nltk.tokenize.html#module-nltk.tokenize.casual
Shttps://docs.python.org/3/library /stdtypes.html#str.lower
Thttps://wordnet.princeton.edu/documentation /morphy7wn
8https://wordnet.princeton.edu/
9https://docs.python.org/3/library /re.html
Ohttps://docs.python.org/3/library /string.html#string. punctuation
Uhttps:/ /scikit-learn.org/
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4.3 Prototype Design

4.3.1 Implementation Details for Research Question 1

The first question of our research is aimed at comparing the performance of the traditional
classification methods against the performance of neural network methods. To do this, we
implemented the classifiers described in Section 2.2 and to ensure consistency across differ-
ent classifiers, we used stratified cross-validation with constant seed.

The traditional classifiers: Support Vector Machine, Linear Regressor, Multinomial Naive
Bayes, AdaBoost are implemented using the available python library scikit-learn *°. The
Neural Network classifiers are implemented using the python library keras’®. To get the
best performing model, we made use of GridSearch available in sklearn.model__selection
for the traditional classifiers. And for neural networks, we used various combinations
of the number of nodes in the input layer, the dense layer, activation functions, and
dimensions. We used stratified cross-validation to increase the performance of the model.
To calculate the accuracy of the model on test sets, we used the library sklearn.metrics
and the function accuracy score available inside it.

4.3.1.1 Feature Selection

For feature selection for the traditional classifiers, we used the functions CountVectorizer
and TfidfVectorizer available in scikit-learn library, which convert the data into BOW
model and TF-IDF model respectively. Within these functions, we passed an additional
parameter to get bi-grams as well. And for feature selection for neural network classifiers,
we made use of Tokenizer available in keras.preprocessing.text. The tokenizer is used to
convert the data into sequences of data and these sequences are padded to have the same
length so that they can be passed as input to the neural network input layer. These
features are passed as input to the classifiers whose implementation details are given in
the subsequent sections.

4.3.1.2 SGD Classifier

We implemented the Stochastic Gradient Descent Classifier with the help of python li-
brary SGDClassifier available inside the package sklearn.linear _model. Apart from the
default penalty "12" We also considered "11" penalty in GridSearch parameters anticipat-
ing sparcity to the model. We also used squared hinge loss in GridSearch parameters to
penalize the loss quadratically and used alpha values of [0.01, 0.1, 1] to have a stronger
regularization.

2https:/ /scikit-learn.org/stable/
Bhttps:/ /keras.io/
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4.3.1.3 SVM

For the SVM classifier, we used the python library svm from the package sklearn. Grid-
Search parameters are as follows:

e kernel : [linear, poly, rbf] - to get the best kernel possible

e degree : [2,3,4,5] - to search for a polynomial kernel of these degrees

4.3.1.4 Multinomial Naive Bayes

To implement Multinomial Naive Bayes Classifier, we used the python library sklearn.naive__bayes.
We used alpha values of [0.1,0.2,1] in GridSearch as parameters for smoothing.

4.3.1.5 AdaBoost Classifier

We used the library AdaBoostClassifier from sklearn.ensemble package’s to implement
AdaBoost classifier. Grid Search parameters used are:

e n_estimators : [50, 100, 300] - to have more estimators in case the learning phase
requires them.

e learning rate : [0.01, 0.1, 0.2,1] - to vary the contribution of each classifier

4.3.1.6 CNN

We used the python package keras and the module Sequential to implement a CNN. The
model summary is shown in Figure 4.5:

embedding_1_input: InputLayer

Y

embedding_1: Embedding

Y
convld_1: ConvlD

global max_poolingld 1: GlobalMaxPooling1D

 J

dense_2: Dense

output_layer: Dense

Figure 4.5: CNN Model Structure
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The input layer is an integer encoded data in the form of padded sequences of the text
data obtained using Tokenizer.texts to sequences. This is then passed to the Embedding
Layer which creates the embeddings in 2D vector space with one embedding for each word
in the vocabulary. We varied the size of the vocabulary and calculated the length of se-
quences for each size and used it in the embedding layer. The embeddings are passed onto
the convolution layer. We varied the size of the convolutional window to find the optimal
kernel size of the convolution and used ReLu activation function. The output of this layer
is fed to GlobalMaxPooling1D layer to get the maximum vector from the convolution layer
and fed to a densely connected layer. We varied the size of this layer as well to check for a
better performance of the CNN. At last, the output of GlobalMaxPooling layer is passed
to a densely connected output layer with 1 neuron with a sigmoid activation function.
The various settings used in CNN are listed below:

e embedding layer - input dimensions : specifies the size of vocabulary in the text
data. We choose the values [1000, 2000, 3000, 4000] to vary the vocabulary size and
check the performance.

e embedding layer - output dimensions : specifies the size of the embedding vector
space. We varied this between the values [100, 150, 200]

o embedding layer - input length : calculated the maximum length of the sequences
for the vocabulary size and used this for that vocabulary size.

o Kernel Size - 5
e Number of Kernels - [64, 128]

e Dense layer dimensions - [128, 256]

4.3.1.7 LSTM

We implemented LSTM using the python packaged library keras.Model. The summary of
LSTM structure is shown in Figure 4.6

inputs: InputLayer

embedding_3: Embedding

Istm_1: LSTM

FC1: Dense

dropout_1: Dropout

out_layer: Dense

Figure 4.6: LSTM Model Structure
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The structure is similar to that of the CNN model described in the previous section. We
used an LSTM layer after the embedding layer and to minimize overfitting, we intro-
duced a dropout layer and varied the dropout rates to get the best performing LSTM
model.

The implementation details of this research question are presented in algorithm 1.

Algorithm 1: Algorithm for the First research question
Data: Data Collected from TOSDR Website
Result: Accuracy

Preprocess the data ;
Split the data into train and test sets;
for number of unique words in corpus in (1000,2000,3000,4000) do
Train the classifiers on the training set finding the best parameters either with
GridSearch or running the model with various combinations of parameters ;
Select best parameter setting for each classifier ;
Use the selected classifier on the test set and get accuracy ;
return accuracy
end
Compare accuracy among classifiers

4.3.2 Implementation Details for Research Question 2

Our second research question deals with comparing the performance of models based on
feature selection techniques. For this, we compare the results of all the algorithms we
considered, by varying the method of selecting features. We considered Bag of Words,
Tt-Idf, and various pre-trained word embeddings for this task. Due to the small size of the
TOSDR dataset, and most of the words being commonly occurring words, we decided to
use pre-trained embeddings. We have explained the implementation of BOW and Tf-1df
in section 4.3.1.1.

4.3.2.1 GloVe Embeddings

We took the GloVe embeddings trained on 6B tokens with 300 dimensions. These em-
beddings are obtained by training GloVe Model on 6 Billion tokens taken from Wikipedia
2014 data and English Gigaword 4.

4.3.2.2 FastText Embeddings

For the FastText model, we used the pre-trained word embeddings "wiki-news-300d-1M"
15 which has a total of 16 Billion tokens obtained from a million word vectors that are
trained on Wikipedia 2017, UMBC webbase corpus, and statmt.org news dataset[MGB™18].
These vectors have 300 dimensions.

“https://catalog.ldc.upenn.edu/LDC2011T07
https:/ /fasttext.cc/docs/en/english-vectors.html
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4.3.2.3 Wikipedia2vec Embeddings

Wikipedia2vec [YSTT16, YAST20] '° embeddings are trained on Wikipedia articles using
the conventional skip-gram model. We took enwiki 20180420 embeddings (window=5,
iteration=10, negative=15) with 100 dimensions. The reason behind choosing only 100
dimensions is due to the large size of the file with 300 dimensions, which the system was un-
able to process. The file with 300 dimensions is 10GB in size.

We have used the function KeyedVectors.load__word2vec_format available in the python
library gensim.models to load the above mentioned pre-trained word embeddings. Doc-
ument vectors are computed by loading the vector of the word from these pre-trained
embeddings for each of the words present in the corpus.

The implementation details of this research question are presented in algorithm 2.

Algorithm 2: Algorithm for the Second research question
Data: Data Collected from TOSDR Website
Result: Accuracy

Preprocess the data ;

Split the data into train and test sets;

for feature selection in (BOW, TFIDF, GloVe, FastText, Wikipedia2vec) do
Train the classifiers on the training set finding the best parameters either with

GridSearch or running the model with various combinations of parameters ;

Select best parameter setting for each classifier ;
Use the classifier with the same parameters on the test set and get accuracy ;
return accuracy

end

Compare accuracy between different feature selection techniques

We calculated the accuracy for SGD, MNB, ADABoost and SVM using the function
accuracy_score from the package sklearn.metrics and for CNN and LSTM, we passed
accuracy as the evaluation metrics to the model.compile function. We stored the outputs
of various configurations in flat files and used barcharts for visualization which are shown
in 5.

4.4 Visualizing Results

To visualize the results of the best performing model and let the user decide whether
to accept or reject the terms of service document, we built a Flask 7 application that
infers the result of the model on an unseen document. The application takes a terms
of service document as input, breaks it down into individual clauses, transforms these
individual clauses into respective feature representations and passes them to the model
for inference, and outputs the result of the model. The architecture of this tool is depicted
in Figure 4.7.

https:/ /wikipedia2vec.github.io/wikipedia2vec/
Thttps:/ /flask.palletsprojects.com/en/1.1.x/
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Figure 4.7: Architecture for Visualizing Results

Rather than training the model every time for inference, we store the best performing
model in a pickle ¥ and use it in the inference stage. We use CSS, Javascript, and HTML
to create the front-end for the tool, and Python code in the back-end to run the Flask
application.

Bhttps://docs.python.org/3/library /pickle.html
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5 Evaluation and Results

We provide details regarding the experimental setup, present the results of our empirical
evaluation and discuss some of the most valuable observations, in this chapter. We re-
visit the research questions discussed in Section 3.4 and present the setup of individual
experiments that address them.

5.1 Evaluation Setup

To implement our experiments we used the programming language python. The version
of python used is 3.7.9. The initial parts of the pipeline: scraping the data and performing
the exploratory data analysis are performed in jupyter notebooks and the main model
building, fine-tuning, and predictions are written in .py files. Some of the work is also
carried out on Google Colab, because of the ease of use of the system. Table 5.1 shows
our system specification:

Component Specifications
CPU Intel(R) Core(TM) i7-4710HQ CPU @ 2.50GHz
RAM 16.0 GB
Disk 910.0 GB

Table 5.1: Hardware Specification

Table 5.2 summarizes the Python packages and libraries we used.
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Package Name | Version Id Our Usage
beautifulsoup4 4.9.3 Used to scrape data from web pages
pandas 1.2.0 For data manipulation and analysis
numpy 1.19.2 For array and matrix operations
urllib3 1.26.2 To request data from a given URL
nltk 3.5 Natural Language ToolKit for python
gensim 3.8.0 Used to load pre-trained word embeddings
openpyxl 3.0.5 To read and write .xlsz files
scikit-learn 0.23.2 To implement machine learning algorithms
keras 2.2.4 To implement neural networks
matplotlib 3.0.3 For data visualization

Table 5.2: Libraries used for implementation

5.2 Evaluation of Research Questions

For evaluating the research questions we proposed in Section 3.4, results from the different
experiments conducted are collected and compared. For each of the models, the accuracy
in predicting the true class of a document is obtained. The models are represented in
short notations as follows:

e Stochastic Gradient Descent Classifier (SGD)

e Multinomial Naive Bayes Classifier (MNB)

Support Vector Machine Classifier (SVM)

AdaBoost Classifier (ADA)

Bag of Words Model (BOW)

Long Short Term Memory Model (LSTM)

Convolutional Neural Network (CNN)

5.2.1 Evaluation - Research Question 1

Do traditional /conventional machine learning approaches for classification work
better compared to neural network approaches on a limited data?
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In this question, we compare the performance of various traditional machine learning
approaches on the Terms of Service dataset with neural network approaches. We exper-
imented with different configurations for each of the model and took the best result for
each model. The results are shown in Figure 5.1:
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Figure 5.1: Accuracy of the models trained with different feature sizes

We observe that CNN performed slightly better than the other models. The performance
of LSTM was comparable to traditional models. This evaluation shows that using neu-
ral network models for such a task does not guarantee a significant gain in performance
over using traditional models. One probable reason could be the smaller size and sim-
plicity of the dataset. By simplicity here, we mean that the dataset is fairly balanced
with the presence of common words, which can easily be dealt with using traditional
models.

We also noticed that the AdaBoost classifier/model performed the least among all the
models we considered. We observed that the model suffered from overfitting and varying
the model parameters and train-test-split size didn’t help improve the performance.

Another noticeable observation is that feature size did not have much impact on the
performance of the models. This shows that the most informative words are the most
frequent words and are always present in the top 1000 words. Increasing the feature
size didn’t include more informative words in the corpus. Performance of SGD, MNB,
AdaBoost classifier is comparable, if not better than that of SVM and this is in line with
the observation made by Colas et al. [CB06].

5.2.2 Evaluation - Research Question 2

How do various feature selection techniques affect the classification results on
a smaller domain specific dataset?
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The features selected for a classification task can have a profound impact on its perfor-
mance [MIMT19]. We compare the performance of each model by varying the feature se-
lection method for the model. The results are shown in Figure 5.2.
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Figure 5.2: Performance of the models with different feature selection methods

As evident from Figure 5.2, the feature selection method with FastText embeddings per-
formed better than other feature selection methods for all the models, except for SGD.
We think that one of the probable reasons is that FastText considers character n-grams
which helps the model to find similarities even with the rare words in the corpus. Tra-
ditional feature selection methods BOW and TFIDF seem to perform very well on this
task for SGD and CNN models. In word embeddings, Wikipedia2Vec under-performed
and this could be because of the lower size of the embedding dimension, 100, chosen as
compared to 300 dimensions chosen for FastText and GloVe. We observed that the least
performance was for LSTM using wikipedia2vec embeddings and FastText and GloVe too
under-performed. We experimented with various configurations and parameters of the
LSTM and this was the best performance we could obtain with pre-trained embeddings.
One reason could be there was no significant difference in word order for clauses that can
be classified as good or bad. With the increasing complexity of the task, the contextual
feature selection methods may perform better. This needs further investigation by adding
more datasets to validate our observation.

5.3 Results Visualization

In this section, we present the outcome of our developed tool to visualize the results. The
homepage of the tool looks as shown in Figure 5.3.
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Figure 5.3: TOSDR Analysis Tool Homepage

The tool provides the user with an interface to upload a new terms of service or end
user license agreement document. Currently the tool supports .doc, .docx and .pdf file
formats. The user can select a file and click on the "Analyze" button. This starts the
inference phase of the model and a message is displayed to the user to wait a few seconds.
Figure 5.4 shows the message presented to the user after the user selected a file (here,

sample_eula_ 1.docx) and clicked on the Analyze button.
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Analyzing document.. this may take a little while..

Figure 5.4: TOSDR Tool Analysis in progress
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COMPANY" provision to Client of a cloud-based asset management and decision support system.

This Agreement, including the Order Form attached to it, as well as any Order Forms and Statements of Work Reject
entered into by the parties from time to time, the underlying AGENCY Schedule Contract, and Schedule Pricelist,

together constitute the entire agreement of the parties and supersede any prior and contemporaneous oral or

written understanding as to the parties’ relationship and the subject matter hereof. In the event of any conflict or
contradiction among the foregoing documents, the documents will control in the order listed in Contract Clause
552.212-4(s). This Agreement may only be amended in a writing signed by both parties.

This Agreement may be executed in two or more counterparts, each of which will be deemed an original for all Accept

Figure 5.5: TOSDR Tool Analysis Results
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Figure 5.5 shows the output of the tool. The tool breaks down the input document into
individual sentences and infers the result from the model for each of the sentences. We
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also show the confidence level which is the prediction probability of the model for each
sentence. The confidence threshold decides whether to "accept" or "reject" individual
clause and is fixed beforehand (in this case, 75%). This confidence level can be further
adjusted based on user preference. The user is also provided with a choice to "agree" with
the tool recommendation or disagree with the tool recommendation. We can incorporate
this as user feedback in refining the model further. In the figure 5.5, the third clause is
rejected because its confidence level is below the threshold.
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6 Related Work

The area of text classification has seen a tremendous improvement in performance in
recent years with the advent of new techniques for feature extraction and with the ready
availability of a lot of text data and the computing resources needed to solve such tasks.
However, very little work has been done in the areas of classifying "Privacy Policies" or
"Terms of Service". In the following sections, we present you with the related work in
the field of text classification and in the context of differentiating acceptable vs non-
acceptable clauses in Terms of Service, and the attempts by others on areas related to
privacy concerns and end-user license agreements.

6.1 Text-Classification

Previous studies by Xiao et al. [XWZ18] used a pre-trained Word2vec model with LSTM
to classify 50000 patent text documents in the security field. The authors compared
the performance of their model with that of models trained with CNN and with K-
Nearest Neighbor Classifier basing accuracy as an evaluation metric. Word2Vec with
LSTM method achieved an accuracy of 93.48% and outperformed CNN and KNN. An-
other approach explores the application of Graph Convolutional Networks for text clas-
sification by jointly learning word and document embeddings [YML19]. The approach
is tested on 5 benchmark datasets including the 20 News Groups dataset and Movie
Review dataset. When compared to state-of-the-art methods such as Bi-LSTM, LSTM,
CNN, this approach performed better. Authors Nigam et al. [NMMO06] used Expectation-
Maximization (EM) technique with positive correlation on 20 News Group dataset. They
also experimented with the effect of using EM with unlabeled data and compared the
performance to that of a Naive Bayes Classifier and observed that EM performs better
than Naive Bayes.

Colas et al. [CB06] compared the performance of SVM against a Naive Bayes Classifier
and KNN classifier for classification task and observed that SVM is not the best choice
for all binary text classification tasks. Another observation made was that there was
no significant difference in the performance of the models. Work on an ensemble ap-
plication of CNN and RNN for multi-label text categorization showed that CNN-RNN
ensemble model, when trained on a large-sized dataset achieves state-of-the-art perfor-
mance [CYXT17]. Effect of text preprocessing on Twitter sentiment analysis classification
is carried out in the paper by Jiangiang et al. [JX17]. The experiments conducted by
the authors show that the accuracy of the classifier improved when text is preprocessed
to expand acronyms and negations are replaced. A word embedding-based method intro-
duced by Jiangiang et al. [JXX18] creates embeddings using Latent contextual semantic
relationship and statistical characteristics, which are further used for the classification of
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Twitter sentiments data. The approach performs better than the baseline n-gram model
in terms of accuracy and F1l-score.

In recent years, transformer-based approaches have been used for many NLP tasks. One
such approach uses Bert with LSTM Model for document classification [ARTL19]. The
model is tested on 4 datasets including Yelp and IMDB reviews datasets. Bert outper-
formed SVM and Logistic Regression and CNNs in terms of accuracy and f-1 score. Stein
et al. [SJV19] investigated the application of word embeddings with modern machine
learning algorithms for hierarchical text classification. They trained and compared var-
ious classification models such as XGBoost, SVM, and CNN on publicly available data
with GloVe, word2vec, and fastText word embeddings.

To understand the effect of various models and embeddings, we use the most common
and frequently used methods such as SGD, MNB, SVM, CNN, LSTM on our data. We
do not experiment with more advanced methods such as Graph Convolution and BERT
[DCLT'18] because of the lower complexity of our task.

6.2 Research on Terms of Service / Privacy Policies

Platform for Privacy Preferences ! expects sites to publish their privacy policy in machine-
readable form. Zimmeck et al. [ZB14] introduced an architecture for analyzing web-
site policies automatically. The architecture makes use of available data to come up
with a rule-based grammar and to train a machine learning classifier. It first checks
whether text matches any rules. If no rule is matched, then it checks if the model is
trained and classifies the incoming policy document. No user feedback is incorporated
though. The architecture only tells if a section of text pertains to a pre-defined cate-

gory.

Gorla et al. [GTGZ14] check whether an android app works as advertised. The au-
thors make use of LDA to identify the main topics of each of the 22500+ android apps
and then cluster these apps by the topics identified. If any app does not behave as ad-
vertised, it is represented as an outlier and this is manually evaluated. Wilson et al.
[WSR*16] suggested using Crowdsourcing to annotate privacy policies. They claimed
that if crowdsourcing is done correctly, it would help identify ambiguous elements in pri-
vacy policies. They introduced a method to annotate portions of text in the privacy
policies with the "section" they could belong to. Using manually annotated crowdsourced
data, they identified the topmost similar sections of unseen data and tagged them to the
class the portion of that text belongs to. They used Logistic Regression with L1 regular-
ization to avoid overfitting. This method is not easy to scale because not all annotators
have the same level of understanding of the privacy policy thereby causing uncertainty
in choosing whether a privacy policy is clear or unclear, thereby causing discrepancies in
results.

Zimmeck et al. [ZWZ117] presented a system that can predict whether an android app is
in compliance with the privacy requirement accompanied by it. This system is designed
to help app publishers identify possible mismatches between the privacy requirement and
the app behavior before it is too late. They made use of the OPP-115 corpus for training

1P3Phttps://www.w3.org/P3P/
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and testing Support Vector Machines and the performance is evaluated manually. A
framework was introduced [ZSST19] that flags any potential conflicts between the stated
privacy policy and the privacy practices followed in the app. However, this framework
doesn’t say whether a clause in the privacy policy is acceptable or not. It only tries to
capture whether app code captures other information apart from what is on the privacy
policy. This framework extends work done in [ZB14].
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7 Conclusion and Future Work

We summarize the main contributions of this research here. We also touch up on some
possible improvements to the evaluation setup presented and outline a few promising
directions for future research on our topic.

7.1 Conclusion

In this thesis, we investigate the performance of various text classification machine learn-
ing algorithms on the TOSDR dataset containing clauses labeled as good and bad. We also
analyze the effect of choosing different feature selection methods for the same algorithms
on the same dataset. We observe that, although the performance difference between tra-
ditional text classification algorithms and neural network-based algorithms is minimal,
the neural network-based algorithms obtain slightly higher accuracy. In terms of feature
selection methods, FastText outperforms other methods with nominal gain in accuracy.
The wikipedia2vec trained on lower dimensions performed the worst. To conclude, this
thesis gives an overview that given the data, the task of annotating the clauses as accept-
able and not acceptable can be automated and neural network methods with pre-trained
word embeddings can be used for such a task.

7.2 Future Work

We present in this section possible future work on the topic we presened in this the-
sis.

Wikipedia2vec: Due to limited computing resources, we were not able to apply higher
dimensional pre-trained wikipedia2vec embeddings which is one of the possible reasons for
the under-performance of wikipedia2vec. We would further like to investigate the results
for wikipedia2vec with 300 dimensions.

Explainability of Classifiers: To further understand the performance of individual
classifiers, we would like to further look into the explainability of the classifiers by ex-
ploring features, parameters, and in the case of neural networks, the structure of the
network.

Exploring other state-of-the-art methods: Since the beginning of this thesis, there
has been much ongoing research and advances including BERT [DCLT18] for text clas-
sification, and using CNN and LSTM ensemble methods. Given the better performance
of the model on benchmark tasks, we would like to check its performance on the current
task.
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Application to other domains: The dataset considered in this thesis comprises of
terms and conditions of major internet services and websites. We would like to test
the performance of models developed in this thesis on terms and conditions of other
domains. The application of the developed models on privacy policies and end-user license
agreements can be explored further.

Browser Extension: We would like to use the current research to create a browser
extension that will classify the clauses as good and bad which can help users in faster
decision making whether to accept or reject the terms of services. The results of the
current model can be improved by incorporating user feedback on the recommendations
made by the model.
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