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Abstract

The spread of misinformation, particularly since the beginning of COVID-19, has ne-
cessitated the validation of health-related information. Datasets focussing solely on
COVID-19 were a popular research topic, but there remained a gap in other areas of
health. Because of the delicate nature of medical claims, the datasets introduced in this
field either do not verify these claims with the help of research journals or do not have
enough information to reach a decision on the claim in question. We introduce Medi-
Claim, a dataset primarily focused on real-world claims acquired from Google Images
and e-books in several domains of health and extracted using Gemini 1.0 Pro Vision.
This dataset mainly consists of 22 categories of health-related claims labelled in three
groups: SUPPORTED, REFUTED, and NOT ENOUGH INFORMATION. A total of 774
claims were manually labelled, of which 506 are SUPPORTED, 193 are REFUTED, and
75 are NOT ENOUGH INFORMATION. These labels were determined by comparing
various prominent journals, such as PubMed, with properly drafted annotation require-
ments. We evaluate these annotations against labels generated by foundation models
like Gemini 1.0 Pro and GPT-4 and they have a moderate inter-annotator agreement.
In addition, we developed Automated Veracity Classification or Veracity Prediction,
which automates the selection of evidence from a web-scraped corpus and classifies
it. To automate the process of evidence selection, we follow three corpus chunking
strategies, namely, Sentence-level, Semantic-level, and Proposition-level chunking.
We retrieve three pieces of evidence for each strategy using a retriever, all-MiniLM-L6-
v2 and a re-ranker, ms-marco-MiniLM-L-6-v2. The chosen evidence is then re-labelled
to ensure high-quality data for finetuning the veracity classification models. We choose
models with at least 60% F1-score during zero-shot veracity classification and fine-
tune them on three datasets gathered during evidence selection. In all three cases, the
DeBERTa-v3 performed the best. All three approaches outperform zero-shot veracity
classification, have their own merits and weaknesses, and function as appropriate
automated methods.
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1
Introduction

The term "infodemic" was appropriately coined by combining the terms "in-

formation" and "epidemic," with the intention to emphasize how information

spreads rapidly, similar to the spread of a virus. In addition to its availability

in various formats, information may not always be accurate. It can be altered

to create chaos or for personal gain, such as expanding one’s popularity on so-

cial media, and it also has the ability to sway the choices made by its audience.

The main domains contributing to the rapid spread of misinformation on social

media are disaster, health and politics [1]. Misinformation usually begins in the

form of claims. A claim is usually a statement that could be verified as true or

false with the help of evidence from reliable sources. The process of verifying

these claims is called fact-checking. To begin with, we first try to understand

the motivation behind the need for fact-checking, especially in the biomedical

domain, in this thesis and how we aim to tackle this issue.

1.1 Motivation to fact check biomedical claims

The rise in the availability of medical information on the Internet in recent

days has contributed to the chaos of misinformation. We analyse several ar-

eas across the internet where misinformation possibly spreads. Social media

platforms have become particularly problematic for unverified health claims,

especially through influencers. With social media influencers promoting health

products and claiming health benefits, there is no scientific evidence backing

these claims, nor do people do thorough verification before using these prod-

ucts. A recent survey by CharityRX 1 suggests that 51% American individuals

1 https://www.charityrx.com/blog/the-shifting-role-of-influence-and-authority-in-
the-rx-drug-health-supplement-market/

1

https://www.charityrx.com/blog/the-shifting-role-of-influence-and-authority-in-the-rx-drug-health-supplement-market/
https://www.charityrx.com/blog/the-shifting-role-of-influence-and-authority-in-the-rx-drug-health-supplement-market/
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have purchased celebrity-endorsed supplements and 71% American individu-

als reach out to healthcare professionals after analysing symptoms based on

an advertisement. This highlights the crucial role social media plays in the

welfare of human beings. Health-related misinformation varied from 0.2% to

28.8%, leading to an inaccurate understanding of evidence and affecting mental

well-being, slowing treatment supply, and promoting harsh sentiments [2].

Social media influencers cannot solely be deemed responsible for spreading

misinformation. Multinational corporations claim that their products provide

health benefits to increase their revenues. In 2011, Reebok 2, a multinational

shoe company, faced a lawsuit for falsely advertising that their EasyTone shoes

could enhance strength by 28% and tone the muscles of the buttocks. As a

consequence, they incurred a liability of 25 million US dollars in compensat-

ing their customers 3. The Federal Trade Commission in February 2023 barred

Zycal Bioceuticals due to their misleading claims on the ability of their medi-

cations in treating joint pain and promoting bone and cartilage growth 4. In

February 2024, the Supreme Court of India forbade the Patanjali Ayurved Orga-

nization from marketing their products by making false claims about possessing

a database of patients who recovered from the effects of diseases including di-

abetes and asthma through the usage of their medications. Furthermore, the

Supreme Court explicitly proclaimed that the organization had deceived the en-

tire nation 5.

Not only do product endorsements impact lives, but "diet culture" has also vi-

tally impacted people’s lifestyles. Studies suggest that popular diet trends mul-

tiply through resharing, and users claiming to have a background in science

and health are among the most influential members in giving nutritional advice,

with 90% promoting "low-carb, high-fat" diets, which are closely interrelated to

ketogenic diets through the interaction of hashtags [3]. These diets have been

cautioned not to be considered without prior care as a case study [4] showed

acute kidney failure induced by a ketogenic diet for weight loss. While dietary

2 https://www.reebok.eu/de-de/
3 https://www.washingtonpost.com/realestate/reebok-to-refund-25m-to-customers-who-

bought-easytone-runtone-shoes/2011/09/28/gIQATmUo4K_story.html
4 https://www.ftc.gov/news-events/news/press-releases/2023/02/ftc-order-bar-zycal-

bioceuticals-deceptive-health-marketing
5 https://indianexpress.com/article/india/supreme-court-patanjali-violation-ads-

9183907/

https://www.reebok.eu/de-de/
https://www.washingtonpost.com/realestate/reebok-to-refund-25m-to-customers-who-bought-easytone-runtone-shoes/2011/09/28/gIQATmUo4K_story.html
https://www.washingtonpost.com/realestate/reebok-to-refund-25m-to-customers-who-bought-easytone-runtone-shoes/2011/09/28/gIQATmUo4K_story.html
https://www.ftc.gov/news-events/news/press-releases/2023/02/ftc-order-bar-zycal-bioceuticals-deceptive-health-marketing
https://www.ftc.gov/news-events/news/press-releases/2023/02/ftc-order-bar-zycal-bioceuticals-deceptive-health-marketing
https://indianexpress.com/article/india/supreme-court-patanjali-violation-ads-9183907/
https://indianexpress.com/article/india/supreme-court-patanjali-violation-ads-9183907/
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misinformation poses serious health risks, an even more concerning area of

health misinformation relates to reproductive health.

Sex education remains inadequate in many countries across the globe. This

issue is not limited to developing countries; it is also prevalent in developed

countries, mostly because it is considered a taboo subject. The lack of sex ed-

ucation has escalated to the point where it has led to deaths and instances of

honour killing. According to the popular Indian news agency India Today, in

May 2023, a 30-year-old man killed his 12-year-old sister by subjecting her to

torture. He mistakenly believed that her first menstrual period was a result of

sexual intercourse 6. In 2016, FSG 7, a non-profit organization, conducted a sur-

vey that was crucial for understanding menstrual health in India. Based on the

survey, it was found that 71% of girls in India lacked prior knowledge concerning

menstruation before undergoing their first menstrual episode. A survey further

revealed popular misconceptions about menstrual health; 70% of mothers in In-

dia perceived menstruation as unsanitary. Additional startling revelations from

the study showed the belief that it is unsanitary to take showers during menstru-

ation. At the same time, it was believed that menstruating is harmful to one’s

health, the notion that women should avoid entering kitchens and temples dur-

ing their periods, and the irrational belief that a menstruating woman’s touch

might contaminate food 8.

To overcome these misconceptions, fact-checkers have effectively addressed

the issue of insufficient information and the circulation of false information

throughout the years. According to Snopes 9, the process of fact-checking in-

volves performing thorough research by directly contacting the source to obtain

firsthand information. Additionally, organisations with comparable experience

are consulted, and the editorial team provides further validation based on the

significance of the subject matter. This appears to be a laborious procedure,

and the full process may require many days to finish.

During the COVID-19 pandemic, misinformation spread rapidly across social

media and other platforms, leading to potentially harmful consequences for

6 https://www.indiatoday.in/crime/story/ulhasnagar-security-guard-kills-sister-
after-suspicion-of-affair-2376852-2023-05-09

7 https://www.fsg.org/
8 https://menstrualhygieneday.org/wp-content/uploads/2016/04/FSG-Menstrual-Health-

Landscape_India.pdf
9 https://www.snopes.com/transparency/

https://www.indiatoday.in/crime/story/ulhasnagar-security-guard-kills-sister-after-suspicion-of-affair-2376852-2023-05-09
https://www.indiatoday.in/crime/story/ulhasnagar-security-guard-kills-sister-after-suspicion-of-affair-2376852-2023-05-09
https://www.fsg.org/
https://menstrualhygieneday.org/wp-content/uploads/2016/04/FSG-Menstrual-Health-Landscape_India.pdf
https://menstrualhygieneday.org/wp-content/uploads/2016/04/FSG-Menstrual-Health-Landscape_India.pdf
https://www.snopes.com/transparency/
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public health, leading to the rise of this research in the domain of fact-checking

in health-related claims. FakeCovid dataset [5] was one among the pioneers in

this area of research consisting of 5,182 fact-checked news articles related to

COVID-19 from various sources across 40 languages and 105 countries. One an-

other dataset, SciFact [6] highlights the importance of expert annotated claims

in COVID-19. PUBHEALTH [7] dataset was the first which focused on general

health. However, these were extracted and verified from fact-checking websites,

not scientific journals. Another dataset, HealthFC [8], mitigated this problem by

fact-checking general health claims with clinical research but mostly consisted

of claims which did not reach a proper conclusion. We wish to contribute to

these research areas by verifying general health claims online and validating

them from renowned scientific journals—all these research contributions are

aimed at building automated fact-checking and uniting health and technology.

To do this, we establish this thesis’s problem statement and expected contribu-

tions in the following sections.

1.2 Problem Statement

As stated in the previous section, combating misinformation has become a

significant concern and a rising research domain. The demand for a general-

purpose medical fact-checking dataset has significantly increased since the

COVID-19 outbreak. Including a diverse array of health-related subjects, devel-

oping research findings, and explanatory statements from the research on the

conclusion is crucial in medical fact-checking datasets. The limited availabil-

ity of this resource can be partially attributed to the intricate and specialised

nature of medical information. This requires thorough validation and annota-

tion from scientific journals to guarantee accuracy and trustworthiness. This

initiative can also assist fact-checkers and social media users to understand

how a decision has been made using medical research literature. Therefore,

the initial chapters of this thesis focus on developing a claim corpus derived

from Google Images and books to extract natural claims circulating the internet.

This collection of claims can potentially be utilised to spread misinformation

on social media platforms. Additionally, it was meticulously validated using

information obtained from reputable medical databases like PubMed 10. The

10 https://pubmed.ncbi.nlm.nih.gov/

https://pubmed.ncbi.nlm.nih.gov/
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second part of this thesis involves building an automated fact-checking system

using language models and analysing their results. Owing to the subject of the

claims, this corpus and system are being named MediClaim, which stands for

Medical Claims. We, therefore, divide this problem into multiple subdivisions

and establish research questions to answer this problem in the next section.

1.3 Contributions of this thesis

The problem of establishing a well-researched general-purpose medical fact-

checking dataset was identified in the previous sections. After constructing this

dataset, we must also identify methods to develop an automated approach to

retrieve evidence from a given corpus and classify the claim based on the re-

trieved evidence. To solve these problem definitions, we establish the following

research questions, to help us handle this in a structured format.

RQ1 How can diverse sources of biomedical claims be systematically collected

and annotated to construct a dataset for automated fact verification?

RQ2 What automated techniques can be employed to retrieve evidence for

each claim from a biomedical corpus?

RQ3 How can this evidence be used to predict the veracity of the claim?

RQ1 is focused on constructing the dataset and RQ2 and RQ3 are focused on

building an automated fact-checking system. In the next section, we see how

this thesis is organised and how we can answer these research questions.

1.4 Structure of this thesis

This thesis is structured so that it systematically answers all three research ques-

tions described in the previous section. The following chapters are planned for

this thesis, and we explore the research questions in them.

1. Chapter 2 provides the necessary background for this thesis. It is struc-

tured in such a way that it provides the background required for answer-

ing each research question. We dive deep into some of the basic concepts

required for this thesis.
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2. Chapter 3 discusses about similar fact-checking datasets in general health

and COVID-19 domains. It also discusses some methods in which auto-

mated fact-checking systems were built in the past.

3. The next chapter, Chapter 4, draws a conceptual design to the entire thesis.

It outlines the methods for constructing the dataset by elaborating on the

design choices for extraction. We also see the concepts behind the various

automated evidence selection strategies and how we can combine them

with models that can predict the truthfulness of a medical claim.

4. After exploring the conceptual design behind constructing the dataset, we

establish the implementation strategy and annotation guidelines for la-

belling the dataset in Chapter 5.

5. Once the dataset is established with the gold labels and the evidence cor-

pus is extracted, we can discuss in detail in Chapter 6 how we can imple-

ment an automated fact-checking system which would first retrieve the

evidence and then predict if the claim is supported or not.

6. Following this, we evaluate the dataset and also the automated fact-

checking dataset in Chapter 7. We first describe the evaluation metrics in

this chapter and then discuss the results. Following this, we can also see

how we have answered all the above-mentioned research questions in this

Chapter.

7. The final chapter, Chapter 8, concludes the entire thesis by discussing, in

short, the outcomes from this thesis and also the limitations. It also out-

lines some of the possible future work that can be implemented after this

thesis to enhance and continue this work.

We can now see in the following chapter, the necessary background required for

this thesis.



2
Background

A solid knowledge of fundamental terminology is essential for any study. This

chapter explains the diverse methods and approaches employed in this re-

search. This chapter offers an examination of the methodologies employed

in addressing each of the research questions. The first sections explain the

web scraping techniques, prompt engineering, and the use of Optical Character

Recognition (OCR) in addressing the first research question RQ1. The following

sections provide an in-depth discussion of the ideas employed in conventional

retrieval systems and the language models specifically applied in retrieval for

research question RQ2. The next sections go into the theoretical foundations of

natural language inference for research question RQ3.

2.1 Web Scraping Methods

To extract claims that are widely spread across the internet, we need to collect

this information through a method called web scraping. Web scraping is used

to gather data from World Wide Web (WWW) websites, also known as web ex-

traction or harvesting [9]. Subsequently, this data is stored in a file system or

database for future retrieval and analysis. Web scraping commonly involves

manually or automatically sending an HTTP request to a target website to ac-

cess its resources using either the user, a bot, or a web crawler.

A web scraper’s basic structure consists of multiple components that collaborate

to collect and analyse data from websites systematically [10].

• The method commences by querying the internet using seed URLs, which

function as the primary access points for the web scraper. These URLs

direct the scraper to the web pages from which data collection starts.

7
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• Upon browsing the initial URLs, the web scraper systematically traverses

these pages, carefully collecting hyperlinks to locate additional pages [10].

• After the web pages have been viewed, the scraper analyses the content of

each page. Parsing involves examining the HTML or XML structure and

finding particular elements of data to extract. The extraction procedure

depends on predefined patterns, tags, or properties present in the source

code of the page while inspecting it [10].

• The data that has been extracted is subsequently saved in a structured for-

mat, such as a database or a file system, to ensure that the gathered in-

formation is systematically arranged and easily accessible for future tasks

[10].

Web scraping has diverse applications ranging across several domains. It auto-

matically collects clinical data and drug information in healthcare, improving

research and patient care. In social media, companies use it to analyse cus-

tomer sentiments and enhance marketing campaigns. The finance sector lever-

ages web scraping to develop innovation indicators and analyse market trends.

Marketers predict customer purchase intentions and optimise strategies based

on scraped data [10]. Additionally, it supports mineral intelligence research,

fashion trend analysis, traffic safety studies, and scientific research by gather-

ing large datasets for comprehensive analysis [10]. Due to the widespread usage

of web scraping, we scrape medical lexicons, images, and evidence documents

across the internet in this thesis. After scraping images containing claims, we

need to extract the text inside these images using a technique called Optical

Character Recognition (OCR), which is explained in the next section.

2.2 Optical Character Recognition

Optical Character Recognition (OCR) is the process of transforming scanned im-

ages of printed, handwritten, or typewritten text into text that can be under-

stood and processed by machines [11]. This technology enables the automatic

recognition of characters through an optical mechanism. A typical optical char-

acter recognition (OCR) system typically comprises the following components:

1. Image acquisition
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2. Preprocessing

3. Text recognition, including pattern matching and feature extraction

4. Postprocessing

Image acquisition typically involves the image we would like to process. Follow-

ing this, pre-processing steps such as converting the image to grayscale, reduc-

tion of noise, if any, and additional formatting like correction of rotation are un-

dertaken. Next, lines are identified and broken into words, followed by further

splitting into sentences and placing the character boundaries. Features such as

contours and geometric properties are extracted for pattern-matching. In many

modern approaches, deep learning techniques like Convolutional Neural Net-

works (CNNs) are used, while traditional methods employ techniques such as

template matching. In this thesis, we explore both traditional and modern OCR

techniques and choose the most suitable technique for extracting claims from

our images.

Most recent advancements in OCR include foundation models possessing the

capability of processing images and extracting text from them. In the next sec-

tion, we try to understand the concepts behind foundation models in order to

understand how they process images and texts.

2.3 Foundation Models

Foundation models are trained on large amounts of generally self-supervised

data that can be fine-tuned to a wide spectrum of downstream tasks [12, 13].

The main property of foundation models are that they are trained on a variety

of data such as text, images, audio files, programming languages, and many

more. They can generalize across different tasks without requiring retraining

from scratch, significantly reducing computational demands and increasing ef-

ficiency [12]. They use self-supervised learning to train on both labelled and

unlabelled data. This lowers the requirement for vast amounts of labelled data,

which are usually costly and time-consuming. Self-supervised learning enables

models to better generalize from labelled and unlabelled data [14]. These mod-

els initially had been trained only to generate text by predicting the next possi-

ble word based on probability. Such models dealing specifically with texts and
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consisting of a large number of trainable parameters are called Large Language

Models (LLMs), and they are explained in more detail in the next section. Foun-

dation Models typically also possess vision capabilities, for example, in case it

needs to generate an image, it creates a sharper version of the image it learned

during pre-training [15]. It is important to note that all Large Language Models

are foundation models but not all foundation models are Large Language Mod-

els.

Additionally, these models have found applications in fields such as law and

medicine. They assist in tasks like legal research, drafting legal documents, pre-

dicting case outcomes, analysing medical images, processing clinical texts, and

supporting diagnostics and treatment planning. Moreover, their multimodal ca-

pabilities, such as handling vision tasks, further extend their applicability. They

excel in several tasks such classification, data extraction after fine-tuning, which

means that once a model has been pre-trained on a broad, general dataset, it can

be applied to a wide range of specific tasks with little extra training. This feature

has significantly expedited their use across several industries [14].

Prominent examples of foundation models include GPT-4 and Gemini, which

have been adapted for downstream chat tasks like ChatGPT 1. This was designed

by fine-tuning the GPT models with the help of many text corpora consisting of

conversations. This was then further optimized to generate a human-like re-

sponse when given a query [16]. We further look at the GPT-4 and Gemini ad-

vancements in the next subsections as we use them in this thesis.

2.3.1 Gemini Models

The first version of Gemini developed by Google was trained on text, audio,

video and image data. They also come in three sizes: Nano, Pro, and Ultra. We

use the Pro version in this thesis, and the performance-optimised version per-

forms fairly well in reasoning and multimodal tasks. The Gemini architecture

follows a transformer decoder architecture. We will dive deeper into the basics

of transformer architectures in the next sections. It is noteworthy that Gemini

has been trained to take audio and visual inputs along with textual data. The

pre-training of the Gemini models has been stated to be from a wide range of In-

ternet websites, books, images, video and audio data, but there is no specific in-

1 https://chatgpt.com/

https://chatgpt.com/
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formation on the amount of training data required or exact training corpus. The

authors of this model state that if questions related to fact-checking are asked,

the models will not hallucinate and will only give correct information. Halluci-

nation is when a model fabricates information because of the patterns it learned

from the pre-training data [17]. If the question is unanswerable, the authors

state that the model has also been trained to tackle this situation. This would

be an interesting area to verify in our thesis and find out how well the models

can answer the truthfulness of a claim or even produce an output which says

that it is not answerable when there is not enough information about the claim.

We also see that the authors mention that when prompted, the Gemini models

present good performance in image-to-text capabilities. We discuss their visual

capabilities further in the implementation of our dataset [18].

2.3.2 GPT-4

GPT-4 is a transformer-based model which typically predicts the next word in

a document. It possesses multimodal capabilities like the Gemini model and

processes text, audio and images. When given an image, audio or text, the GPT-

4 model gives back a text output. The authors state that the outputs of the

model must be verified when looking for highly sensitive information because

they may not be completely reliable. There is insufficient information about the

training strategy or data used in this model [19].

As we discussed in this section, Large Language Models are a subset of foun-

dation models. The next section discusses Large Language Models and their

backbone, the transformer architecture.

2.4 Large Language Models

Large Language Models (LLMs) are artificial intelligence (AI) systems that have

undergone extensive training on a vast corpus of text data [20, 21]. Its purpose

is to process natural language and, in the case of generative LLMs, produce

text-based responses that resemble those generated by humans when prompted

with text-based queries or questions. These models usually rely on deep neural

networks trained on extensive datasets, such as books, articles, or web pages,

to acquire linguistic patterns and derive meaning from text. State-of-the-art
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large language models can produce text of exceptional quality that is challeng-

ing to differentiate from human-written content. These models are employed in

various natural language processing tasks, including language translation, text

summarization, question-answering, and content development. They are also

a class of foundation models. To understand large language models, we need to

understand their backbone, known as transformers, which is explained in the

next subsection.

2.4.1 Transformers

The transformer architecture is the backbone for several state-of-the-art models

for machine translation and other tasks in natural language processing (NLP),

including text summarization, question answering, and natural language infer-

ence since its introduction [22].

The feature extraction process in transformer models is based on the self-

attention mechanism. They rely solely on attention to extract features from

the input text. Self-attention enables the model to evaluate the relevance of

each word within a sentence, not just separately but also in relation to other

words. Calculating weighted sums and activations makes transformers efficient

and powerful in processing large data. The following subsection provides more

detail on how this self-attention mechanism operates. Figure 2.1 is a diagram

showcasing the architecture of the transformer model.

Self-Attention Mechanism

The self-attention mechanism, also known as intra-attention, helps to capture

intricate relationships between words [22]. Self-attention works by connecting

multiple positions within a sequence to compute an overall representation of

that sequence. When an input sentence is fed into the transformer, the words

are initially converted into a sequence of embeddings, each represented as a

multi-dimensional vector that encapsulates its semantic meaning.

Linear Projections

To perform the self-attention process, the input word embeddings are converted

into three types of vectors known as queries (Q), keys (K), and values (V). This
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Figure 2.1: Architecture of a Transformer Model [22]

is done through linear projections using learned weight matrices (WQ , WK , and

WV ). Each input word vector, X , is projected into these three distinct vectors as

follows:

Q = X WQ , K = X WK , V = X WV
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Scaled Dot-Product Attention

The attention mechanism operates by computing a score for how much focus

should be given to each word in the sequence. This is done by calculating the

dot product between the query vector and all key vectors, which is then scaled

by the square root of the dimension of the key vectors (
√

dk ). The scaled result

is passed through a softmax function to yield normalized weights, which deter-

mine how much each word contributes to the final representation.

Attention(Q,K ,V ) = softmax

(
QK T√

dk

)
V

Softmax Calculation

The softmax function is applied to the results of the dot product to obtain the at-

tention weights. These weights sum to 1, which allows them to be interpreted as

probabilities, indicating the relative importance of each word in the sequence.

αi j =
exp

(
qi ·k jp

dk

)
∑n

j=1 exp

(
qi ·k jp

dk

)

Weighted Sum

Finally, the output for each word is computed as a weighted sum of the value

vectors, where the weights are derived from the attention scores computed ear-

lier. This ensures that the representation of each word is enriched by taking into

account its relationship to all other words in the sequence.

outputi =
n∑

j=1
αi j v j

This combination of linear projections, scaled dot-product attention, and weighted

sums allows the transformer model to effectively capture complex dependen-

cies between words in a sequence, thereby excelling at tasks like machine trans-

lation and other language-based applications.
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Multi-Head Attention

Instead of computing attention once, transformers use multiple attention heads

to learn different aspects of relationships within the sequence simultaneously.

Each attention head has its own learned projections of queries, keys, and values,

allowing the model to capture various features across different subspaces.

MultiHead(Q,K ,V ) = Concat(head1, . . . ,headh)W O

headi = Attention(QW Q
i ,K W K

i ,V W V
i )

Multi-head attention enables the model to jointly attend to information from

different representation subspaces at different positions, which makes the

model more effective at understanding complex relationships.

Positional Encoding

Positional encodings are added to the word embeddings to inject information

about the positions of tokens in the sequence as the transformer models do not

inherently possess a mechanism to capture the order of input tokens.

The positional encodings are computed using sine and cosine functions at vary-

ing frequencies:

PE(pos,2i ) = sin

(
pos

100002i /dmodel

)
, PE(pos,2i +1) = cos

(
pos

100002i /dmodel

)

where pos is the position of the word in the sequence, and i is the dimension.

This allows the model to distinguish the position of each word and attend to

them correctly.

Feed-Forward Networks

In addition to the attention sub-layers, each encoder and decoder layer contains

a position-wise feed-forward network. This network consists of two fully con-

nected layers with a ReLU activation in between. Each layer is applied to each

position independently:
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F F N (x) = max(0, xW1 +b1)W2 +b2

The feed-forward networks enhance the representation learned for each token,

contributing further to the model’s depth and learning capacity.

These building blocks of a transformer come together in various architectures

which are discussed below.

2.4.2 Architecture of Language Models

Language Models have several different architectures, such as encoder-only,

decoder-only, encoder-decoder and various other architectures. The encoder-

only versions exclusively comprise an encoder network, and the attention layers

at each level can access all the words. These models’ pre-training commonly

consists of altering a given sentence by masking random terms and assigning

the model the goal of discovering or reconstructing the original sentence. These

models were initially created for language understanding tasks, such as text cat-

egorization, where the models must predict a class label for a given input text.

Some models that just are encoder-only architectures are BERT and its variants,

such as RoBERTa, ALBERT, DeBERTa, XLM, XLNet, and UNILM. Decoder-only

models have attention layers that can only access the words preceding a certain

word in the sentence at each step. These models are alternatively referred to

as auto-regressive models. The pre-training of these models typically involves

formulating it as predicting the next word (or token) in the sequence. GPT-1 and

GPT-2, created by OpenAI, are two of the most often utilised decoder-only pre-

trained language models. These models serve as the basis for more advanced

LLMs like as GPT-3 and GPT-4.

Encoder-Decoder models employ both an encoder and a decoder and are occa-

sionally referred to as sequence-to-sequence models. During each stage, the en-

coder’s attention layers can look at all the words in the original sentence. In con-

trast, the attention layers of the decoder can only look at the words that come

before a specific word in the input. For example, certain models are pre-trained

by substituting random sections of text (which may consist of many words) with

a unique mask word, and the goal is to predict the original text that is replaced
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by this mask word. This architecture is the foundation of models such as BERT,

GPT and their variants. In the next subsection, we see a small overview of BERT.

2.4.3 BERT

Language models typically use either encoder or decoder architectures, limit-

ing their ability to capture context-dependent nuances in language. BERT[23]

aimed to overcome these limitations by developing a model that could incorpo-

rate context from both directions simultaneously, thereby creating more robust

language representations. It employs a novel pre-training approach using two

unsupervised tasks - Masked Language Modelling (MLM) and Next Sentence

Prediction (NSP) [23]. Masked Language Modelling is to predict masked words

in a sentence, forcing the model to consider both before and after context. Next

Sentence Prediction is predicting if a given sentence follows another, helping

the model understand relationships between sentences.

Foundation Models extend the capabilities of LLMs into multimodality by pro-

cessing images, as seen in previous sections, through vision capabilities and in-

corporating vision-language models. Our thesis uses foundation models like

GPT-4 and Gemini 1.0 Pro with the help of prompting techniques to perform

tasks like claim extraction or even veracity classification. We dive deeper into

these prompting techniques in the next section.

2.5 Prompt Engineering

Prompting is a method in which we can give instructions related to our task to

a Large Language Model or foundation model to process. In other words, it is a

communicative method explained in simple human terms to be given as input

to these models. It is typically called engineering because it follows a trial-and-

error process and we must draft, test and optimize a prompt to get the desired

results. Several prompt engineering techniques have emerged in recent years.

A recent survey [24] lists the various prompt engineering techniques based on

specific categories, as seen below.

Tasks without Extensive Training :

• Zero shot prompting [25]
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• Few shot prompting [26]

Based on logic and reasoning :

• Chain-of-Thought (CoT) Prompting [27]

• Automatic Chain-of-Thought (AutoCoT) Prompting [28]

• Logical Chain-of-Thought (LogiCoT) Prompting [29]

• Self-Consistency [30]

• Chain-of-Symbol (CoS) Prompting [31]

• Tree-of-Thoughts (ToT) Prompting [32]

• Thread-of-Thought (Thot) Prompting [33]

• Graph-of-Thoughts (GoT) Prompting [34]

• System 2 Attention (S2A) Prompting [35]

• Chain-of-Table Prompting [36]

Among all these prompting techniques, after further research, Chain-of-Thought

Prompting is identified as the most effective as it helps reinforce the model

to process the task requirements effectively, helps it use relevant background

knowledge, and provides a structured problem-solving approach [37]. Thus, we

use this technique for our prompting tasks in this thesis, and therefore, we can

dive deeper into this technique in the next subsection 2.5.1.

2.5.1 Chain-of-Thought (CoT) Prompting

One approach to helping Large Language Models develop their reasoning ca-

pacity is chain-of-thought prompting. Chain-of-thought prompting [27] incor-

porates intermediate reasoning steps rather than offering merely input-output

pairs as examples. It helps models to divide difficult tasks into easier steps.

These logical processes are offered as natural language explanations to obtain

the final response. It improves the model’s capacity to manage tasks requiring

logical reasoning by imitating human-like step-by-step thinking. Given a new
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problem, the model can create its chain of reasoning before arriving at the final

answer. This method only proves to be useful with models having a significant

size (around 100B parameters). Especially in tasks requiring multiple steps, this

prompting greatly exceeds conventional prompting techniques on several rea-

soning skills. This method uses language models with no further instruction

or fine-tuning. The reasoning steps help clarify the model’s mental process,

thereby facilitating its interpretation. Although it is especially useful for arith-

metic problems, it applies to many different kinds of tasks needing multi-step

reasoning.

Example 2.0: Chain-Of-Thought Prompting

Regular Prompting:

Model Input : Q: Roger has 5 tennis balls. He buys 2 more cans of tennis

balls. Each can have 3 tennis balls. How many tennis balls does he have

now?

A: 11

Q: The cafeteria had 23 apples. If they used 20 to make lunch and bought 6

more, how many apples do they have?

Model Output : A: The answer is 27.

Chain-of-Thought Prompting:

Model Input : Q: Roger has 5 tennis balls. He buys 2 more cans of tennis

balls. Each can have 3 tennis balls. How many tennis balls does he have

now?

A: Let us think step-by-step. Roger started with 5 balls. 2 cans of 3 tennis

balls each is 6 tennis balls. 5 + 6 = 11. The answer is 11.

Q: The cafeteria had 23 apples. If they used 20 to make lunch and bought 6

more, how many apples do they have?

Model Output : A: The cafeteria had 23 apples originally. They used 20 to

make lunch. So they had 23 - 20 = 3. They bought 6 more apples, so they

have 3 + 6 = 9. The answer is 9 [27].

The above example demonstrated by the authors of Chain-Of-Thought prompt-

ing shows the difference between regular and Chain-Of-Thought prompting.

In this example, for regular prompting, we directly give a question and its an-

swer but do not explain how we arrived at the answer, but in Chain-Of-Thought
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prompting, we prompt the model to think step-by-step and explain each step

for calculating the answer.

We have already seen the transformer architecture in the previous sections but

to understand word embeddings a little more in detail, we see in the next sec-

tions about non-contextual and contextual embeddings.

2.6 Understanding different word embeddings

To understand the concepts of retrieval and natural language inference, it is im-

portant to first understand word embeddings and how they evolved. Word em-

beddings are a type of distributed representation of a text that aims to capture

the semantic meanings of words in an n-dimensional space [38]. They can be

classified into classic embeddings, character-level embeddings and Contextual

Embeddings. Classic word embeddings, such as Word2Vec, encode complete

words as dense vectors in a continuous vector space [39]. The fundamental con-

cept is that words with similar meanings possess similar vector representations.

Character-level embeddings are vector representations of individual characters

rather than complete words. This technique was developed to overcome the

constraints of word-level embeddings in dealing with terms that are not part of

the lexicon, uncommon words, and languages with complex morphology. The

ability of character-level models to capture sub-word information and poten-

tially process the structure of words enhances their flexibility and generalizabil-

ity across various languages and areas [40]. These embeddings are typically

fixed and do not process the entire context. We do not delve into much detail

about this as we do not use non-contextual embeddings in this thesis.

2.6.1 Contextual Embeddings

Non-contextual embeddings assign the same vector to a word regardless of con-

text, but contextual embeddings generate different representations of the same

word based on its context. They have various layers that capture syntactic and

semantic information. The lower layers in models like ELMo capture syntac-

tic information like Part-Of-Speech, and the higher layers capture the seman-

tic meaning [41]. ELMo uses bidirectional language models. Transformers also

generate embeddings for each token in multiple layers. Each layer captures dif-
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ferent aspects of language understanding. The final representation is context-

aware due to the self-attention mechanisms. We also have a basic introduction

to the BERT architecture previously, which introduces the concept of contex-

tualized embeddings using transformers. BERT also uses a bidirectional ap-

proach like ELMo to generate embeddings, while GPT follows a decoder-only

architecture and uses a uni-directional approach. We will explore information

retrieval in the next section, and the background knowledge acquired in this

section about contextual embeddings will help us understand concepts like se-

mantic search.

2.7 Information Retrieval

Information Retrieval can be broadly defined as finding or selecting documents

from a large corpus of unstructured data that satisfies the information need [42].

It has evolved over the years from boolean retrieval to semantic search. In this

section, we briefly discuss traditional and modern information retrieval meth-

ods.

2.7.1 Traditional methods for Retrieval

Traditional methods like boolean retrieval searches for exact matches of terms

in documents. It returns unranked results based on whether terms exist or not.

It is faster but does not consider term frequency or relevance. The vector space

model uses terms and ranks based on relevance. It uses term frequency (tf)

and inverse document frequency (idf) to calculate relevance. It represents docu-

ments and queries as vectors in multi-dimensional space but is slower because

it considers term importance and document relevance [43]. Because of these

constraints, we use more advanced retrieval methods like semantic search. We

first try to understand sentence transformers to understand semantic search,

retrieval and reranking.

2.7.2 Sentence Transformers

Sentence-BERT (SBERT) [44], also known as Sentence Transformers, is a modi-

fied version of BERT. The system employs a Siamese and triplet architecture that
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effectively captures semantically significant embeddings. The primary purpose

of its construction was to resolve the issue inside the Quora Duplicate Questions

dataset 2, which involves identifying the most similar sentences when provided

with a specific sentence. These clustering and semantic search challenges ne-

cessitated a minimum of 50 hours to calculate in an enormous number of sen-

tences. The conventional method for this approach was feeding each sentence

into BERT and computing the average of the embeddings. However, this led

to the production of sentence embeddings of poor quality. Therefore, SBERT ad-

dressed this problem by producing vectors of a consistent size for sentences and

calculating cosine similarity or other similarity measures between sentences.

The authors employ Siamese and Triplet network architectures to generate

phrase embeddings that include semantic meaning and can be compared using

cosine similarity. SBERT significantly reduces the time required to locate the

most similar pair from 65 hours with BERT / RoBERTa [45] to around 5 seconds

while keeping the same level of accuracy as BERT. The Siamese architecture

comprises two identical sub-networks that process two input words separately

while sharing weights. The embeddings are computed, and their similarity is

determined using a similarity metric, such as cosine similarity. This network

is trained using sentence pairs, where each pair is labelled with a binary value

indicating whether the sentences are semantically similar. The triplet archi-

tecture employs three sub-networks with shared weights to handle three input

sentences: an anchor, a positive example, and a negative example. They ensure

that the gap between the anchor and the positive example is smaller than the

gap between the anchor and the negative example by a specific margin. The

network is trained to minimise a loss function called triplet loss, which incen-

tivizes the model to reduce the distance between positive pairs and increase the

distance between negative pairs.

Semantic search is a search method that retrieves documents or search results

by understanding the context and meaning of a user’s search query. It aims to

enhance search accuracy by understanding the semantic meaning of the search

question and the corpus being searched. It can deliver good results even when

dealing with synonyms, abbreviations, and misspellings. This is not true for

keyword search engines that can only retrieve information based on exact word

matches. The concept underlying semantic search involves representing all en-

2 https://www.kaggle.com/c/quora-question-pairs

https://www.kaggle.com/c/quora-question-pairs
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tries in the corpus, regardless of whether they are sentences, paragraphs, or doc-

uments, into a vector space. During the search process, the query is integrated

into the identical vector space, and the nearest embeddings from the collection

are identified. The entries should exhibit a significant degree of semantic sim-

ilarity with the query. There are two types of semantic search: symmetric and

asymmetric semantic search. The symmetric semantic search involves queries

and corpus items that are of similar length and include an equal quantity of

content. As an illustration, the task involves identifying questions identical to

the Quora Duplicate Questions dataset. The asymmetric approach consists of

submitting a short search query, such as a question or a few keywords, to return

a lengthy paragraph of needed information.

Figure 2.2: Example workflow of a semantic search pipeline using a retriever and re-
ranker [46]

In cases where a complex semantic search is involved, we prefer to use a two-

part retrieval and re-ranking setup to achieve the desired results. Figure 2.2 il-

lustrates a workflow consisting of two stages. In this procedure, the bi-encoder

encodes the search query into vector space and obtains the document embed-

dings that are closely located in the vector space in the case of semantic search.

The retrieved candidates are then passed on to the cross-encoder. This subse-

quently generates a singular score ranging from 0 to 1, denoting the degree of

relevance of the document to the provided query. In the following subsections,

we see what a bi-encoder and cross-encoder are.

2.7.3 Bi-Encoders

Bi-encoder models extend transformer-based architectures such as BERT,

RoBERTa, or DistilBERT to provide sentence embeddings that have semantic
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meaning. Two similar transformer-based encoders independently process two

input sentences to generate embeddings of a consistent size. These encoders

have shared weights, guaranteeing that the embeddings are identical inside the

same semantic space. The embeddings are evaluated using cosine similarity or

other distance metrics to ascertain their semantic similarity. Bi-encoders are

trained using contrastive loss, a technique that aims to reduce the distance be-

tween embeddings of similar sentences and increase the distance between em-

beddings of different sentences. Triplet loss is another method used to train

bi-encoders. This guarantees that the positive is in greater proximity to the an-

chor than the negative, with a specific margin. Semantic search is one of the

uses of bi-encoders. It effectively returns pertinent documents by comparing

embeddings of queries and documents [46, 47].

2.7.4 Cross-Encoders for Re-ranking

As the previous subsection shows, bi-encoder models process two pieces of

text separately, whereas cross-encoder models process two sentences simulta-

neously [46]. They typically concatenate two sentences with a separator token

"[SEP]" and jointly process them through transformer layers. The output of the

cross-encoder is a score which is either between 0 and 1 or -1 and 1. The higher

the score, the more relevant is the second sentence to the first sentence.

This section addressed the background knowledge required for evidence selec-

tion. In the next section, we address the concept of veracity classification and

the required background for the same.

2.8 What is Veracity Classification?

Veracity Classification is the process of classifying the truthfulness of a claim in

an automated manner in the field of fact-checking [48]. The labels of veracity

classification can be two- or three-class classifications, or they can involve more

classes. For example , in PUBHEALTH [7] , the authors use four classes, namely

Unproven, Mixture, True, False. In some datasets like FEVER[49], the authors

use three classes: SUPPORTED, REFUTED, NOT ENOUGH INFORMATION. In

many veracity classification datasets, the commonly used method for automa-

tion of veracity classification is by performing Natural Language Inference (NLI)
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[50, 51]. The SUPPORTED label corresponds to Entailment, REFUTED is equiv-

alent to Contradiction, and NOT ENOUGH INFORMATION corresponds to Neu-

tral. In the next subsection, we will examine what natural language inference is

and the meaning of these labels.

2.8.1 Natural Language Inference

Natural Language Processing (NLP) is a field within artificial intelligence that

focuses on creating and executing systems and algorithms capable of com-

municating using human language [52]. One particular piece of information

can be expressed through multiple sentences that have comparable semantic

meanings [53]. This is due to differences in terminology, writing style, and para-

phrase. Deriving semantic meaning between phrases has emerged as a notable

obstacle in developing dependable Natural Language Processing (NLP) systems.

This area of Natural Language Processing (NLP), specifically the subfield of

Natural Language Understanding (NLU), has generated significant research at-

tention. One specific area within the field of Natural Language Understanding

(NLU) that is capable of doing this task is Natural Language Inference (NLI).

This was previously known as Recognising Textual Entailment (RTE).

NLI datasets consist of two pairs of sentences: a premise and a hypothesis.

• A premise is a statement or sentence that acts as the basis for making log-

ical inferences. The given information serves as the primary data point,

from which one might derive a conclusion or formulate a hypothesis.

• A hypothesis is a statement that requires evaluation for the premise. The

objective of Natural Language Inference (NLI) is to ascertain the correla-

tion between the premise and the hypothesis.

These premises and hypotheses are typically labelled into three categories

namely :

1. Entailment : A premise sentence is said to entail a hypothesis sentence

if the information in the hypothesis can logically be deduced from the

premise [53].
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2. Contradiction : A premise is considered to be contradictory to a hypoth-

esis if the information in the premise leads to the conclusion that the hy-

pothesis is incorrect [53].

3. Neutral : A premise and hypothesis are called neutral if accurate infor-

mation about the hypothesis cannot be deduced purely from the premise.

This suggests that the premise does not provide sufficient evidence to de-

termine whether the hypothesis is true or untrue [53].

These labels are typically the most common in the datasets described below.

2.8.2 Datasets for Natural Language Inference

In this subsection, we discuss some datasets used for fine-tuning the models we

used in this thesis. We use these models because they have already learnt pat-

terns of Natural Language Inference when they were fine-tuned with the below

datasets.

MedNLI Dataset

MedNLI is a dataset for natural language inference (NLI) in the clinical area [54].

The data was generated by employing de-identified clinical notes sourced from

the MIMIC-III database, which medical professionals then annotated. The text

contains clinical terminology, including acronyms and uneven use of punctu-

ation. Premise sampling in the MedNLI dataset involves the selection of sen-

tences from de-identified clinical notes in the MIMIC-III database. The clinical

notes encompass a variety of medical records, including patient histories, dis-

charge summaries, and other forms of medical documentation. This diversity

guarantees that the dataset accurately represents the language and events en-

countered in real-world therapeutic settings. Medical experts are tasked with

generating hypotheses based on a particular premise. They are required to con-

struct hypotheses that fall into three categories: entailment, contradiction, and

neutral. Several iterations of evaluation were carried out to guarantee the ac-

curacy as well as reliability of the annotations. Discrepancies were resolved by

engaging in discussions or conducting additional rounds of annotation. Annota-

tors were given comprehensive instructions to ensure uniformity in the process
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of annotation. The recommendations provided explicit directions and illustra-

tive examples for detecting entailment, neutrality, and contradiction relation-

ships.

Stanford Natural Language Inference Dataset

The SNLI dataset [55] consists of 570,152 pairs of sentences. Its purpose is to

facilitate study in the field of natural language understanding. Every pair is as-

signed one of three labels - entailment, contradiction, or neutrality. The process

of gathering and categorising the data was carried out by Amazon Mechanical

Turk—a team of annotators assigned labels to a pair of sentences to guarantee

superior reliability and quality. The workers were presented with a premise and

instructed to produce hypotheses that either entail, contradict, or are neutral to

the premise. Each sentence pair underwent annotation by five distinct workers.

Pairs with a low level of agreement among annotators were excluded to guar-

antee a high level of quality. This meticulous procedure guarantees the relia-

bility of the dataset for training and assessing algorithms that understand natu-

ral language. They were instructed to formulate three hypothesis phrases, one

unquestionably true based on the stated premise (entailment). One that is un-

doubtedly untrue based on the supplied premise (contradiction). A statement

that is potentially verifiable as true or false without inherent bias. SNLI was cre-

ated to address the constraints of the SICK dataset [56]. The SICK (Sentences In-

volving Compositional Knowledge) corpus is comparatively smaller, consisting

of 10,000 sentence pairs. Its primary emphasis is on assessing relatedness and

entailment rather than utilising the three-label system employed by SNLI. SICK

was acquired from pre-existing sources such as image and video descriptions,

unlike SNLI, which was obtained through crowd-sourcing. In addition, SNLI is

tailored explicitly for Natural Language Inference (NLI) tasks, whereas SICK fo-

cuses on semantic relatedness and compositionality. SNLI is more comprehen-

sive and specifically centred around natural language inference (NLI), whereas

SICK offers a wider range of semantic coverage.

Multi-Genre Natural Language Inference (MultiNLI) Dataset

The MultiNLI dataset [57] closely matches the SNLI dataset in terms of dataset

creation. The corpus comprises 433,000 sentence pairs from ten different gen-
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res, encompassing both written and spoken language. This enhances its com-

plexity and scope in comparison to earlier datasets such as the Stanford NLI

(SNLI) corpus. The process involves selecting a premise sentence from an exist-

ing text source and requesting a human annotator to produce a new sentence

as a hypothesis to pair with it. The premise sentences are extracted from ten

sources of openly accessible material, chosen to be very varied and approxi-

mately encompass the entire spectrum of American English. The sentences in-

side genres are selected with little preprocessing. Very short sentences (under

eight characters) are excluded, and some types of non-narrative writing, such

as mathematical calculations, bibliographic references, and lists, are manually

removed. The MultiNLI corpus comprises a compilation of hypotheses con-

structed by pairing a premise with a corresponding hypothesis. The hypotheses

are produced by crowd-sourced workers who are provided with a premise and

are instructed to compose three types of sentences: one that is true (entailment),

one that could potentially be true (neutral), and one that is incorrect (contra-

diction) based on the supplied statement. This approach guarantees a wide-

ranging and demanding collection of sentence pairs for the purpose of training

and evaluating models in the field of natural language understanding.

FEVER: Fact Extraction and VERification Dataset

The FEVER (Fact Extraction and VERification) [58] dataset was created to verify

factual statements against textual sources. A total of 185,445 claims were gen-

erated by modifying texts sourced from Wikipedia. Each claim is classified as

either Supported, Refuted, or NotEnoughInfo, depending on the evidence ob-

tained from Wikipedia. The annotators were responsible for extracting infor-

mation from Wikipedia that either supports or contradicts each claim. This in-

volves discerning the most relevant text pieces connected to the claim. Many

annotators examined each claim to guarantee consistency and reliability. The

annotations obtained a Fleiss kappa score of 0.6841, which indicates a substan-

tial level of agreement. The dataset underscores the challenge of the fact verifi-

cation process, since numerous claims necessitate complex understanding and

contextual information.
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DocNLI Dataset

The DocNLI dataset [59], overcomes the constraints of sentence-level NLI

datasets such as SNLI by specifically targeting document-level NLI. DocNLI

is derived from a combination of different natural language processing tasks,

which encompass question-answering and summarization datasets like SQuAD,

DUC, CNN/DailyMail, and Curation. In DocNLI, the inputs are always docu-

ments or paragraphs; however, the outputs might range from single sentences

to lengthy passages. DocNLI is designed to address artefacts that may introduce

bias in NLI tasks, hence enhancing the dataset’s resilience. DocNLI exhibits

robust performance on problems involving inference at the document level and

effectively generalises to other challenges in natural language processing. It is

important to note that this dataset consists of only two labels: "entailment"

and "not entailment". Therefore, for all models fine-tuned on this dataset, the

typical number of labels would be two.

One more critical aspect of veracity classification is the process of feature ex-

traction. Although we utilise Transformer-based models for this, we also would

like to incorporate named entity features as we have claims in the biomedical

domain. This is discussed in detail in the subsequent section.

2.9 Named Entity Recognition

Named Entity Recognition (NER) focuses on finding and categorising specific

entities in text, such as names of people, organizations, locations, and dates. It

is essential for converting unstructured data into structured information, which

improves data retrieval and knowledge extraction across various applications

[60, 61].

In the early stages, NER systems relied on rule-based methods that used hand-

crafted rules to recognize patterns like capitalization and common lexical mark-

ers. These methods achieved high accuracy but required significant human ef-

fort and had difficulty adapting to new data and contexts. With the growth of ma-

chine learning, supervised methods like Hidden Markov Models (HMM), Condi-

tional Random Fields (CRF), and Support Vector Machines (SVM) became pop-

ular [62]. These models require labelled datasets and learn patterns from this
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data, allowing them to generalize effectively when trained on large and diverse

datasets.

More recently, deep learning approaches, including Convolutional Neural Net-

works (CNNs), Recurrent Neural Networks (RNNs), and transformers (like BERT),

have greatly advanced NER [60, 62]. These models use contextual embeddings

and attention mechanisms to capture complex relationships between words,

making them especially effective for recognizing entities in challenging con-

texts and specialized domains.

NER has a wide range of applications, such as information retrieval, question

answering, and healthcare. For example, models like BioBERT are used to iden-

tify entities such as genes, proteins, and diseases in the biomedical field, trans-

forming unstructured biomedical text into structured data that can be easily ac-

cessed and analyzed. Other applications include extracting information from

documents, monitoring social media, and improving machine translation by en-

suring named entities are correctly preserved [61].

Recent advancements have emphasized transformer-based models, including

Large Language Models (LLMs), and graph-based methods, especially for iden-

tifying nested named entities [62]. Additionally, domain-specific models, such

as ViBERTgrid for finance and legal documents, improve entity recognition by

focusing on specific domain terminologies [60].

Thus, this chapter discussed all the necessary background required for this the-

sis. To get more insights into veracity classification and its related datasets, we

explore relevant research in this domain in the following chapter.



3
Related Work

This chapter is primarily focused on discussing datasets similar to our dataset,

MediClaim and also veracity classification methods used for the purpose of fact-

checking. The following two sections are discussed in this chapter.

• Existing Biomedical Claims datasets : This section describes some of the

general health and COVID-19 claim datasets. It also discusses their advan-

tages and limitations.

• Evidence Sentence Selection and Veracity Classification: In this section,

we explore how automated evidence selection and veracity classification

were performed in the past.

3.1 Existing Biomedical Claims datasets

We dive into some existing biomedical datasets to understand the advantages

and limitations of existing datasets, and we try to fill the research gap. Some

general health datasets include PubHealth and HealthFC, which are noteworthy

contributors to this area. Since the need for fact-checking rose after the start of

COVID-19, we have multiple contributors to this area, but we explore some of

the commonly used COVID-19 and general health fact-checking datasets.

3.1.1 PUBHEALTH

The PUBHEALTH dataset [7] was the pioneering dataset for fact-checking public

health claims. The dataset has 11,832 claims, divided into 9,466 training exam-

ples, 1,183 validation examples, and 1,183 testing examples. The claims are clas-

sified into true, false, mixture, and unproven, each supported by corresponding

31
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justifications that justify the classification. The data was obtained through the

process of scraping 39,301 claims from a variety of sources, including headline

claims from news websites, news review sites, and fact-checking websites such

as Snopes 1, Politifact 2, Truth or Fiction 3, Fact Check 4, and Full Fact 5. Scraped

information includes the entire content of the claim, discussing its veracity and

the justification for explaining the veracity of the claim. The ones that did not fo-

cus on the biomedical domain were removed from these extracted claims. Fur-

ther filtering involved the removal of claims within the length of less than 25

characters and greater than 400 characters. Explanations with fewer than 25

characters were also eliminated. Claims and explanations that concluded with

a question mark were also eliminated.

The dataset was evaluated using the inter-annotator agreement metric Flesch-

Kincaid and had a mean score of 59.1 which indicated difficult readability. This

dataset also builds an automated veracity classification/prediction system that

uses Sentence Transformers for retrieval and domain-specific language mod-

els for classification. The dataset also contains gold-standard explanations ex-

tracted from these fact-checking websites, which were used as ground truth to

generate explanations. The limitation of this dataset is that it was collected

only from fact-checking websites, not scientific journals, which could involve

research results.

3.1.2 HealthFC

HealthFC [8] was the first dataset containing health-related claims verified by

clinical research. The dataset underwent meticulous annotation by Medizin

Transparent 6, a fact-checking firm utilising scientific information from clini-

cal trials and systematic reviews. In addition, the guidelines for clinical trials

were used to establish the level of strength and recommendation of the evidence.

The dataset comprised evidence collected from 2011 to 2022, and the team con-

stantly revised it. The claims encompassed a range of topics, including dietary

supplements, nutrition, and the immune system. Although it overcomes the

1 https://www.snopes.com/
2 https://www.politifact.com/
3 https://www.truthorfiction.com/
4 https://www.factcheck.org/
5 https://fullfact.org/
6 https://www.medizin-transparent.at/

https://www.snopes.com/
https://www.politifact.com/
https://www.truthorfiction.com/
https://www.factcheck.org/
https://fullfact.org/
https://www.medizin-transparent.at/
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limitation of PUBHEALTH, this dataset largely contained claims which fell un-

der the label NOT ENOUGH INFORMATION.

3.1.3 COVID claims Fact Checking Data sets

Amidst the COVID pandemic, the world also had to combat the spread of false

information. The research was insufficient, and several myths, ideas, and mis-

conceptions were disseminated regarding the disease’s origin, strategies for

treatment, and mortality rates. The spread of misinformation was not only

limited to celebrities and civilians; politicians were also actively involved in

spreading misinformation. Politicians in Brazil were responsible for disseminat-

ing false information, which accounted for 20.1 % of the total fake news in the

country during the pandemic [63].

COVID-Fact

Covid-Fact [64] was one of the COVID claim datasets derived from real-world

data. The claims were obtained from Reddit via a dedicated thread called

r/COVID19. The channel implemented strict moderation guidelines, requir-

ing all claims to be supported by evidence from peer-reviewed research jour-

nals, government sources, and reputable institutions. Therefore, the collected

claims contained authentic and accurate information on COVID-19. The cre-

ators of this dataset developed a novel pipeline for generating counterclaims,

as fact-checking datasets need to include both true and false claims. Thus, a

counter-claim was artificially formed for each derived claim, and the retrieval

of labels and evidence documents did not necessitate any extra effort. Using

this innovative technique, a dataset containing 1296 claims was expanded to a

dataset containing 4086 claims. Despite the strict moderation of the subreddit

channel, the authors have carefully evaluated and filtered the claims based on

their reliability, proper sentence structure, and manual review. As a result, the

number of posts had significantly decreased from 22,646 to 1407. In addition

to the evidence papers submitted by the channel users, the top 5 Google search

results were gathered to enhance the credibility of the corpus.



34 CHAPTER 3. RELATED WORK

CoVERT

COVERT [65] is the first dataset designed specifically for COVID-19-related Twit-

ter posts. It focuses on conducting biomedical named entity recognition and

validating the claims made on Twitter. The corpus comprises 300 Twitter posts

annotated using a unique crowdsourced annotation mechanism. The unique

technique achieved an inter-annotator F1 score of 0.88, calculated as a macro-

weighted average. The annotators were provided explicit instructions to verify

the posts exclusively from verified sources with domain names concluding in

’.gov’ and ’.mil’. It was recommended to avoid satirical or untrustworthy sources.

A total of 722 entities were identified and categorized. The most common entity

found in the Tweets was "Medical condition," while the least common entity was

"Symptom/Side-effect." According to the annotation guideline, most of the evi-

dence was obtained from the CDC (Center for Disease Control and Prevention)

and NIH (National Institutes of Health).

Key takeaways from existing datasets:

The main problems identified in the existing datasets is that some datasets

primarily choose only a specific area in medicine like COVID-19 to fact-check

claims and do not extend to the broader range of medical or health topics. The

datasets which extend to broader medical topics do not use medical journals to

verify their claims or possess more of unverifiable claims.

Thus, with the advantages and disadvantages mentioned for the above datasets

and the source of real-world claims, we can build a dataset that fills the research

gap. The next step would be to see previous work in automated evidence selec-

tion and veracity classification. These works are elaborated in the next section.

3.2 Evidence Selection and Veracity Classification

The choice of labels poses a significant research challenge in fact-checking. The

selection of labels is subject to the fact checker, and it is possible to encounter

intermediate meta labels, such as "mostly true" or "half true," which are de-

rived from the veracity of a portion of the claim. This issue can be effectively

addressed, particularly during the dataset development phase, to ensure that
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it does not introduce any noise during the veracity prediction [66]. Early meth-

ods in predicting veracity included identifying linguistic features that contribute

to the distinction between deceptive and non-deceptive assertions. Linguistic

deception cues are primarily influenced by many main factors, namely a lack

of commitment to a statement, an inclination for negative terms, and discrep-

ancies in verb and noun forms. The presence of inexplicable time-lapse and

overzealous terminology indicated a lack of commitment. A rule-based sys-

tem was implemented to detect sentence structures and parts of speech, en-

abling the identification of deceptive elements such as hedges or modal verbs

that contribute to deception [67]. Additional linguistic data included n-grams,

punctuations, readability, syntax, and psycholinguistic features such as words

per sentence and parts of speech. These features were both independently and

jointly integrated into a Support Vector Machine classifier to predict fake news

[68]. A claim verification system utilising BERT was implemented to tackle the

FEVER challenge which was discussed in the previous chapter. The label accu-

racies in this system were heavily reliant on retrieving evidence sentences. The

primary measure to be considered for enhancing this was the retrieval recall.

Once the top five evidence sentences were obtained, they were independently

evaluated for each claim and then combined to determine the final label [69].

UKP-Athene’s team attempted the FEVER shared task challenge and extended

the Enhanced Sequential Inference Model (ESIM), which primarily focused on

sentence retrieval. This version incorporated an attention mechanism to man-

age several evidence sentences relevant to a claim effectively. GloVe and Fast-

Text embeddings were selected as the word representations. ESIM was used to

process the claims and evidence. Attention was then applied to the data and

pooling to generate a representation. Finally, a multi-layer perceptron was em-

ployed to classify the claim’s veracity based on the combined sentence evidence

[70]. A recent advancement in veracity classification is the development of the

Retrieval Augmented Fact Verification by Synthesizing Contrastive Arguments

(RAFTS) framework [71]. RAFTS combines retrieval-based evidence collection

and the synthesis of arguments that both support and refute claims. The frame-

work has three core components: demonstration retrieval, document retrieval,

and generating contrastive arguments. The first step of RAFTS involves retriev-

ing informative and contextually similar examples to the input claim using a pre-

trained embedding model. This helps provide relevant context and improves
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the reliability of the fact verification process. In the next stage, RAFTS uses a

two-phase document retrieval system. Initially, it employs BM25 to conduct a

broad retrieval of documents, followed by a dense retriever that ranks these doc-

uments based on their relevance scores, ensuring high-quality evidence for ver-

ification. Finally, the framework generates arguments that both support and

oppose the claim, making it possible to cross-examine evidence from differ-

ent perspectives. This balanced synthesis of contrasting arguments helps thor-

oughly analyse the claim, leading to more accurate fact-checking [71]. Another

approach introduced a two-stage setup consisting of a retriever and a verifier

for evidence selection and veracity classification. The retriever uses BM25 and

Wikipedia search to identify relevant documents for a given claim, split into non-

overlapping blocks to maintain sentence boundaries. The top-K blocks are then

passed to the verifier. Using a multi-head attention mechanism, the verifier uses

a language representation model (such as RoBERTa or DeBERTaV3) to compute

relevance and veracity probabilities for each block. They also allow fine-grained

control by distinguishing between supporting, refuting, and irrelevant evidence,

even down to the token level [72].

Key takeaways from previous evidence selection and veracity classification work :

The evidence selection and veracity classification is a two-stage system which

must be individually addressed to obtain better-performing models. All the

above-stated previous works use different retrievers for evidence selection or

veracity classification models for fact-checking a claim. They do not dive into

the concept of chunking an evidence corpus according to semantically similar

chunks or break them down into simpler sentences to deal with the fine nuances

of medical data to help models with the classification process better. Also, it is

important to note that previous works for evidence selection and veracity clas-

sification use general-purpose data, which would have been more straightfor-

ward in terms of language complexity. As stated in PUBHEALTH [7], medical

claims and evidence have more difficult readability. Thus, this would be the re-

search gap which we would like to address in this thesis.

These evidence selection and veracity classification methods show how the field

of automated fact-verification has evolved. In the following chapter, we concep-



3.2. EVIDENCE SELECTION AND VERACITY CLASSIFICATION 37

tually design our dataset and automated fact-verification system to address the

research gaps analysed in this and previous chapters.





4
Conceptual Design

This chapter provides the conceptual architecture of the MediClaim dataset and

the subsequent method of predicting its veracity. Each section provides a de-

tailed description of the components necessary to address each of the three re-

search questions.

• Dataset Creation: Section 4.1 describes the design choices behind creat-

ing a dataset for medical fact verification.

• Automating Evidence Selection : Section 4.2 elaborates how retrieving ev-

idence from a corpus can be automated.

• Automating Veracity Classification : The final section 4.3 describes how

the veracity of the collected claims can be predicted.

In the next section, we begin by discussing the design choices behind the dataset

creation.

4.1 Dataset Creation

This thesis examines medical claims in real-world settings, primarily focusing

on disseminating misinformation. As demonstrated in section 1.1, the increase

of misinformation in various forms is becoming prevalent on social media.

Thus, our initial inquiry examines which social media networks permit data

extraction from their websites using web scraping.

39
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• Instagram1 is a social media application that allows users to upload and

share photographs or videos with their followers or a specific set of friends.

Their Terms of Service mention that they have strict policies against web

scraping.

• X2, formerly known as Twitter, is a microblogging and social media web-

site where users can share images, short texts, also known as tweets and

videos. X also requires prior permissions for web scraping but completely

does not prohibit it. Although this is permitted, we do not choose this plat-

form to scrape as tweets may not always be well-structured sentences, or

extracting images containing claim texts is cumbersome.

• Google Images3, an image-based search engine overcomes the challenges

mentioned above, and the necessary results can be obtained from this

search engine with the help of an appropriate query which is explained in

the next subsection. We chose images from Google because netizens have

the ability to directly download and publish images from Google onto so-

cial media sites, with or without making any further content alterations.

• Text Documents such as PDF E-Books written by doctors can also contain

popular misconceptions believed by people. They can also be collected

and paraphrased to contribute to our dataset.

Thus, Google Images and PDF e-books are good sources for our claim dataset.

After deciding on the sources of the claims for our dataset, we can discuss how

we construct the dataset in the following subsection.

4.1.1 Lexicon and Image Extraction

To extract images from Google Images, we need to obtain a list of medical terms,

which can be the foundation of our search. Harvard Health Publishing’s Har-

vard Medical Dictionary 4 comprises a compilation of health-related terminol-

ogy. Harvard Health Publishing is responsible for the consumer health division

under the Harvard Medical School5, the graduate medical school of Harvard

1 https://www.instagram.com/
2 https://x.com/?lang=en
3 https://www.google.com/imghp
4 https://www.health.harvard.edu/a-through-c
5 https://www.health.harvard.edu/about-us

https://www.instagram.com/
https://x.com/?lang=en
https://www.google.com/imghp
https://www.health.harvard.edu/a-through-c
https://www.health.harvard.edu/about-us
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University. Due to its affiliations, this source is considered trustworthy in ex-

tracting medical lexicons for our dataset. The page is structured so that the

health terms are arranged alphabetically. As it is structured this way, it can be

systematically extracted using web scraping algorithms.

This serves as the foundation for obtaining our medical claims from the Internet.

Once the extraction of medical lexicons is completed, we utilise the extracted

lexicons as the fundamental query for our search. We augment the lexicon with

specialised search phrases such as "myths and facts about ... " to extract im-

ages from Google and subsequently extract claims. As previously said, we rely

on Google Images as the main source for our claims collection. We select the

top 5 search results, likely including the most popular claims. After download-

ing the images, extracting the necessary textual data from them is essential. To

accomplish this, it is essential to exclude images that meet only the specified cri-

teria: 1. Images containing no texts, 2. Images containing irrelevant texts such as

headers, footers and numerical values which are not useful for the claim dataset.

Some examples of the image layouts can be seen in Figure 4.1. After careful ob-

servation to identify patterns in the extracted images, it is important to employ

an Optical Character Recognition tool or algorithm specifically designed to ex-

tract claims from the images. When searching for a suitable OCR tool or algo-

rithm, it is crucial to consider the following factors.

• Some images may have rows and columns, as seen in Figure 4.1a. These

table structures must be automatically detected by an OCR algorithm or

tool.

• As we only require the claim sentences for constructing our dataset, it is

important to filter out only this and leave out labels or any additional in-

formation as given in Figure 4.1b.

• In some other images, like in Figure 4.1c, the texts are not complete sen-

tences and may be difficult to form individual claim sentences. In these

cases, additional text manipulation steps might be required, which we do

not require. Hence, these image types can be excluded.

• In other scenarios, like in Figure 4.1d, we see that the extracted images may

not even contain claims but other relevant images to the medical lexicons
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(a) Image with table-like structure (b) Image with additional text apart from claims

(c) Image with
incomplete
sentences

(d) Image with labels

(e) Image with no text (f) Image with irrelevant text or headings

Figure 4.1: Example image layouts in the extracted image dataset
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containing labels. Although these labels are texts, they do not have to be

extracted.

• Images like Figure 4.1e contain no text that can be extracted.

• Images such as Figure 4.1f contain only headings and may not be suitable

for our claim dataset. This is unnecessary information that can be omit-

ted.

Thus, it is essential to remember the various layouts and criteria when extracting

texts from images.

Extraction of
Lexicons  Extraction of Images OCR extraction of

claims from images Pre-process claims

Find suitable
evidence for claim

Annotate claim based
on evidence

Webscrape evidences
to contruct corpus

Pre-process and
store corpus

Figure 4.2: Design workflow of claim extraction and dataset creation pipeline

Figure 4.2 shows the fourth step of the design workflow as pre-processing the

claims. We must ensure that the extraction from the OCR tool or algorithm is

clean for a high-quality dataset. To do this, we must ensure that all the claim sen-

tences are only a single sentence. If there are multiple sentences, we split them

into multiple claims or filter out only the most important sentence from the ex-

tracted sentences. Additional processing must be performed, such as incorrect

spellings, removing numerical values, and excluding non-claim sentences that

cannot be validated. We also pick out popular misconceptions as claims ad-

dressed in e-books [73], but this is only a small proportion of the entire dataset.

As per this diagram, once we have pre-processed our claim sentences, we man-

ually annotate them with the help of scientific journals discussed in the next

subsection.

4.1.2 Manual Evidence Selection and Claim Annotation

After extracting and processing claim sentences and ensuring that they are clean

and of high quality, they can be manually fact-checked so that we can build
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a dataset that can serve as the basis for creating an automated fact-checking

pipeline. For this, we must select the source of our evidence. A well-known

source for evidence retrieval is the PubMed Database. It is a free search en-

gine that facilitates searching and retrieving scientific literature in biomedicine

and life sciences. Their database houses about 37 million citations and abstracts

of biological literature. The content does not contain complete journal articles.

Nevertheless, there are frequently hyperlinks to the complete text if it is accessi-

ble through alternative sources, such as the publisher’s website [74].

To get more in-depth research for our evidence selection, we need full articles.

For this, we can choose PubMed Central. The National Library of Medicine

(NIH/NLM) of the United States runs PubMed Central (PMC)6, a free full-text

database of biomedical and life sciences journal literature. PMC is a digital

repository for peer-reviewed research articles, and it was established in 2000.

It supports the NIH’s mission to improve public access to supported research by

offering millions of scientific publications for free. In order to ensure the long-

term preservation of scientific literature, PMC collaborates with journals and

publishers to preserve their material. The huge collection of publications from

PMC, including open access and articles, is accessible to researchers, health-

care professionals, and the general public. The publication process begins with

an author draft and moves through submission, peer review, editing, journal

acceptance, and publication. Thus, this serves as a solid database to search

for evidence for our claims. If the evidence cannot be found on PubMed or

PubMed Central, then we search renowned journals such as Elsevier7, Nature8

or ScienceDirect9. After selecting the source of our evidence, we must decide

on the labels for our dataset. From the previous chapter 3, we see that the most

commonly used labels are SUPPORTED, REFUTED and NOT ENOUGH INFOR-

MATION. This would be the ideal number of labels as we can perform veracity

classification with the help of Natural Language Inference. We saw the corre-

lation between veracity classification and Natural Language Inference (NLI) in

section 2.8. The next chapter details the rules for annotating claims according

to these labels. We next discuss the concept behind extracting the corpus for

selected gold evidence in the following subsection.

6 https://www.ncbi.nlm.nih.gov/pmc/
7 https://www.elsevier.com/
8 https://www.nature.com/
9 https://www.sciencedirect.com/

https://www.ncbi.nlm.nih.gov/pmc/
https://www.elsevier.com/
https://www.nature.com/
https://www.sciencedirect.com/
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4.1.3 Corpus Extraction

Annotation of the claims also involves finding the source of the evidence state-

ments. In the previous subsection, we discussed the source of our evidence

and decided to select our evidence from renowned scientific journals such as

PubMed. These evidence statements may be embedded inside and in any part

of the document. Therefore, as part of our goal for this research, it is important

to extract the entire document and retrieve these evidence statements, which

may validate a given claim. The main idea behind this corpus construction is

to mimic a real-world search engine or database that would retrieve the top rel-

evant statements and validate them when given a health-related claim. Thus,

collating all the URLs of the scientific papers in which our evidence statements

are embedded is essential. The collated URLs can be grouped together based

on the types of PubMed articles and other journals and extracted through a web

scraping algorithm. This would conclude the design of the dataset construction.

Once the dataset and the corpus are constructed, the next step would be to auto-

mate the complete process of retrieving evidence from a corpus and classifying

a given claim concerning the evidence. The design for this is explained in the

following sections.

4.2 Automating Evidence Selection

The objective of this research is to construct an automated fact-checking sys-

tem that, when processing a claim, obtains every relevant evidence related to

the claim and confirms its veracity. This can be divided into two components.

In this section, we elucidate the concept of automating the process of retriev-

ing evidence, and Figure 4.3 shows a diagrammatic conceptual workflow of the

various evidence selection and chunking strategies. In the subsequent section,

we elaborate on checking the claim’s veracity with the evidence. Evidence Selec-

tion is a two-step process involving chunking and retrieving evidence for a given

claim. We must first decide how the corpus must be split or chunked in order to

perform evidence retrieval. Subsection 4.2.1 discusses the evidence-chunking

strategies which can be employed in this research.
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Chunking Strategies

Document
Corpus

Evidence Selection and Chunking Strategies

Document chunks

Reranking Top k' evidence
chunks

Claim

Encode with
biencoder and

retrieve

Sentence-level Proposition-levelSemantic-level

Figure 4.3: Design workflow of splitting the corpus with various chunking strategies
and evidence selection.

4.2.1 Evidence-Chunking Strategies

Once the corpus has been extracted from the chosen URLs, it is necessary to di-

vide it into sentences or smaller groups of sentences to retrieve these phrases or

chunks when provided with a claim or query. Chunking can be performed us-

ing many methods, such as organising sentences and groups of sentences that

discuss the same subject. We can experiment with the following three meth-

ods of chunking and analyse how this affects the veracity classification : 1. Sen-

tence-level Chunking, 2. Semantic-level Chunking, 3. Proposition-level Chunk-

ing.
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The concepts behind these three chunking methodologies are explained in the

following sections.

Sentence-level Chunking

Sentence-level chunking refers to dividing the complete corpus of documents

into separate sentences. The first phase of this method involves determining

delimiters such as period (.), question mark (?), exclamation mark (!), newline

characters (\n), and tab-space characters (\t). Afterwards, the phrases are di-

vided into separate parts by these delimiters. Once chunked, it is transmitted for

the retrieval and re-ranking process. Therefore, this complete method is quite

straightforward and uncomplicated.

Semantic-level Chunking

Embeddings encode the semantic meaning of a sequence of words. Individu-

ally, they have limited use, but when compared with embeddings of other texts,

one may deduce the connection between the chunks. Semantic chunking is

an advanced technique that divides large bodies of text into smaller, meaning-

ful chunks based on their semantic content rather than arbitrary length. This

helps understand the structure and flow of ideas within a document. The pro-

cess begins by breaking the text into individual sentences and their neighbour-

ing sentences to create context windows. These windows provide a broader se-

mantic context for each central sentence. The combined sentences are then

transformed into vector representations employing pre-trained language mod-

els that capture nuanced semantic information. The core of semantic chunking

lies in analysing the relationships between these vector representations. By cal-

culating the cosine similarity (or distance) between consecutive sentence em-

beddings, the algorithm quantifies how closely related adjacent parts of the text

are. A major step is determining a threshold for significant semantic shifts, often

set at a high percentile of all calculated distances to identify major topic changes.

Grouping sentences form chunks until a significant semantic shift is detected,

indicated by a distance exceeding the threshold. This results in semantically co-

herent chunks, potentially varying in length but unified in topic or theme. The

process adapts to the content, creating longer chunks for extensively developed

ideas and shorter ones for rapid topic transitions.
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Example 4.0: Example of Semantic Chunking

Document: Global warming is the observed rise in Earth’s average tempera-

ture over the past few decades. Earth’s temperature and climate have always

varied, but recently, they’ve changed faster than nature can explain. These

rapid changes are caused by human activity and fossil fuel use. Coal, oil,

and gas are fossil fuels. Earth’s atmosphere experiences the “greenhouse effect”

from fossil fuel burning. When sunlight enters the atmosphere, the Earth’s

surface reflects that heat, creating the greenhouse effect. Some atmospheric

gases trap heat over Earth. Fossil fuel gases are excellent heat trappers. Water

vapour, carbon dioxide, methane, nitrous oxide, and chlorofluorocarbons are

greenhouse gases. The planet’s average global temperature has risen due to

surplus ambient heat, or global warming. Countries worldwide are reducing

greenhouse gas emissions to delay global warming. Nearly 200 nations signed

the Paris Agreement during the 2015 UN Climate Change Conference. The

international convention requires countries to reduce greenhouse gas emis-

sions. To limit global warming to 2°C (3.6°F) over pre-industrial levels, global

warming must be slowed [75].

Chunk 1: Global warming is the observed rise in Earth’s average temperature

over the past few decades. Earth’s temperature and climate have always var-

ied, but recently, they’ve changed faster than nature can explain. These rapid

changes are caused by human activity and fossil fuel use.

Chunk 2: Coal, oil, and gas are fossil fuels. Earth’s atmosphere experiences

the “greenhouse effect” from fossil fuel burning. When sunlight enters the at-

mosphere, the Earth’s surface reflects that heat, creating the greenhouse effect.

Some atmospheric gases trap heat over Earth. Fossil fuel gases are excellent

heat trappers. Water vapour, carbon dioxide, methane, nitrous oxide, and

chlorofluorocarbons are greenhouse gases. The planet’s average global tem-

perature has risen due to surplus ambient heat, or global warming.

Chunk 3: Countries worldwide are reducing greenhouse gas emissions to de-

lay global warming. Nearly 200 nations signed the Paris Agreement during

the 2015 UN Climate Change Conference. The international convention re-

quires countries to reduce greenhouse gas emissions. To limit global warming

to 2°C (3.6°F) over pre-industrial levels, global warming must be slowed.
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The above example shows an example document about global warming. When

semantically chunked, the document can be segregated into various topics. The

first chunk is a general introduction to global warming. The second chunk talks

about the causes of global warming, and the final chunk discusses the preven-

tive methods of global warming. Thus, from this example, we can infer that

semantic chunking may seem to be a promising technique for retrieval.

Proposition-level Chunking

When you use proposition-level chunking, the retrieval units are propositions,

which are atomic statements that hold separate facts or pieces of information.

For our thesis, we use only the chunking methodology proposed by the authors

of this method. Traditional document or passage retrieval uses longer pieces

of text. Proposition-level chunking, on the other hand, focuses on finding and

using these smaller, fact-based units. This level of detail is meant to improve

retrieval precision by focusing directly on the important facts within a corpus.

This makes it especially useful for tasks like question-answering that need to

extract short, specific information. For this method, the document is given to

a foundation model like GPT-3.5 or 4 to find and extract these propositions.

Following this, they are checked for context and relevance. To break down sen-

tences into propositions, one can follow the below rules while prompting a

Large Language Model or foundation model [76]:

1. Each proposition corresponds to a specific meaning in the text. Together,

all propositions should capture the overall meaning of the entire text.

2. A proposition cannot be divided further into separate propositions. It rep-

resents the smallest meaningful unit of information that stands alone.

3. Each proposition includes all the context from the text to interpret its

meaning. This may involve resolving references (like pronouns) or provid-

ing enough information to independently understand the proposition’s

significance.

The below example is a very simple illustration of how proposition-level chunk-

ing works.
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Example 4.0: Example of a Proposition

Original sentence: "Wikipedia is hosted by the Wikimedia Foundation, a

non-profit organisation that also hosts a range of other projects [77]."

Propositions: "Wikipedia is hosted by the Wikimedia Foundation.", "The

Wikimedia Foundation is a non-profit organisation." and The Wikimedia

Foundation also hosts a range of other projects.

The main idea behind performing this type of chunking method is that scientific

papers in our corpus may consist of complex sentence structures. We can break

this down into smaller pieces of information to get more accurate retrieval. In

subsequent veracity classification tasks, this breaking down of components may

help improve the classification of the veracity of the claims.

We utilise all three chunking methodologies to understand the differences in ve-

racity classification based on the evidence. After the corpus has been chunked,

we retrieve the evidence based on a given claim. We dive into the concept be-

hind this in the following subsection.
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4.2.2 Evidence Selection using Retrieval and Re-ranking

Chunked
corpus

Encoded corpus
sentences

Encoded claim(query)

Compute cosine similarity

Select top-k
based on highest
cosine similarity

score

Claim

Bi-Encoder (all-
MiniLM-L6-v2)

Cross-Encoder(ms-
marco-L6-v2)

Relevance
scores of top-k'
claim-evidence

pairs

Top-k' evidences

Figure 4.4: Evidence Retrieval and Re-ranking process

After splitting the corpus into chunks of sentences or individual sentences, we

must retrieve these chunks from the corpus given a claim. This claim is a query

to our retriever and fetches the relevant chunks. We can perform a semantic

search to get sentences that are semantically similar in the corpus given a query.

Semantic search aims to enhance search accuracy by understanding the seman-

tic meaning of the search query and the corpus being searched. It performs

better in handling synonyms, abbreviations, and misspellings, unlike keyword

search engines, which are limited to locating documents solely through lexi-

cal matching [47]. The concept behind this is to incorporate all chunks of our

corpus of documents into a vector space. These chunks consist of single sen-

tences from sentence-level chunking, proposition-level chunking, or groups of

sentences derived from semantic-level chunking. During the search process,

the query is included in the same vector space, and the nearest embeddings

from the corpus are identified. The goal is for these embedded chunks to have

a significant degree of semantic similarity with the query. We would perform

an asymmetric semantic search for semantic-level chunking, as the query is
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shorter than the chunks. In the other two chunking strategies, we perform a

symmetric semantic search as the query, and the sentences are almost the same

length. Thus, as seen in Figure 4.4, the bi-encoder retriever returns all the se-

mantically similar top-k sentences or chunks for a given query. The top-k is the

top retrieval result of a query based on a similarity score. The similarity score

we use in this research is cosine similarity. Thus, the cosine similarity is com-

puted between a given query and sentences or chunks in the corpus, and the

most similar sentences are retrieved. We can choose k based on our require-

ments. Therefore, we choose k for the retrieval results and send these k results

to the re-ranker. This is because the retriever returns irrelevant sentences. The

re-ranker or cross-encoder, which has transformer architecture, acts as a binary

classifier and outputs a single score indicating the relevance between the query

(claim) and the evidence. As the final step of evidence selection, we can choose

a value k’ as the number of pieces of evidence we need for our final veracity clas-

sification fine-tuning and prediction. Here, we pre-define k’ as 3 as we require

evidence sentences or chunks, which also do not provide enough information

for our veracity classification. To elaborate further, while fine-tuning the models

for veracity classification, we also need enough data in the label NOT ENOUGH

INFORMATION such that the model, during inference, can predict this label ac-

curately. Since the retrieved evidence may not always have the same label as

the human label, it is necessary to re-label the claims to fine-tune the veracity

classification model with high-quality data so that it can process the intricate se-

mantics of the evidence and the claim. After we retrieve and label the evidence

for each claim, we must automate the process of veracity classification, the de-

sign of which is explained conceptually in the next subsection.

4.3 Automating Veracity Classification

The final step in the entire fact-checking pipeline is to automate the prediction

of the claim’s veracity. As we discuss in section 4.2.2 regarding manually re-

annotating the claims, this serves as the ground truth for fine-tuning our models.

We would also have to decide which models to use for the fine-tuning process.

These models can be pre-trained on general or medical datasets. Pre-training

exposes models to large corpora of textual data or documents, which may fo-

cus on general fields or specialise in a certain domain, like legal or medical data.
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The models on this exposure capture the underlying patterns and semantics of

this textual data. fine-tuning enhances the performance of these pre-trained

models by training or showing them to a specific dataset to perform a specific

task. Therefore, the next subsection 6.3.1, discusses how we intend to prepare

datasets.

Veracity Classification

Retrieved
evidence chunk

Claim

Ex
tr

ac
te

d 
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Named Entities of
ClaimNo features Named Entities of

Evidence

NLI model finetuned on other
NLI datasets

Fine-tuning on MediClaim
claim-evidence pairs
obtained from various
chunking strategies

Output of Veracity Classification:
SUPPORTED,REFUTED,NOT

ENOUGH INFORMATION

Figure 4.5: Design workflow of veracity classification pipeline

4.3.1 Dataset Preparation

To perform dataset preparation, we divide our dataset into train, test and val-

idation splits. The train set would be primarily used for fine-tuning the mod-

els on our dataset for performing the downstream task of veracity classification.

The model’s parameters are adjusted based on this dataset through the learning

process. The usual proportion of data covered by this dataset is generally 60 to

80% of the entire dataset. The validation dataset would be used for tuning the

model’s hyperparameters and to evaluate the model’s fit on the train dataset. It

is used during the training phase, where the model’s performance is evaluated
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on the validation set after each epoch or iteration. This helps in selecting the

best model configuration. One can take about 10 to 20% of the entire dataset

for validation. The final split of our dataset is the test dataset, which is used to

assess the final performance of the trained model and selected using the valida-

tion set. The model’s performance is tested to give a final estimate of the model’s

performance metrics.

4.3.2 Feature Extraction

As discussed in Chapter 2, transformer models use self-attention. This inher-

ently helps in extracting contextual relationships and dependencies within the

text. Since they also have a layered architecture, the primary layers can extract

basic linguistic features, and the deeper layers can possibly capture more se-

mantics. Also, we can use models already fine-tuned on other Natural Language

Inference (NLI) datasets so that the model can effectively perform feature ex-

traction specific to NLI. Apart from this, since our dataset exclusively deals with

medical text and the corpus consists of scientific research articles, it may be

essential to further break down the model into user-defined Named Entities rel-

evant to biomedical data but in simpler terminology. Therefore, we can use a

Named Entity Extraction algorithm, which can customise the entities to be ex-

tracted and then classify each token in the claims and evidence retrieved based

on the given entities. This feature of named entity extraction can be modelled

in two ways, namely:

• Presence or absence of named entities in the claims and evidence.

• Adding the named entities and the corresponding words extracted to the

claim or evidence.

After extracting these features, we can proceed with fine-tuning our models.

This is explained further in the following subsection.

4.3.3 Veracity Classification using Natural Language Inference

Once our features are extracted, we can fine-tune our models with our dataset.

To do this, we must split our fine-tuning process based on the chunking strate-

gies used for evidence selection combined with the extracted features. We can
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fine-tune our models with these combinations and choose the best-performing

model for our system. We select the models to fine-tune based on the data it

has been pre-trained with or the datasets it has been fine-tuned with. There-

fore, we can choose models such as PubMedBERT as it has been fine-tuned in

PubMed journals and would be appropriate for our use case as we select our ev-

idence primarily from PubMed. We must also consider models fine-tuned for

Natural Language Inference by choosing models that have been fine-tuned on

datasets such as MedNLI, SNLI, MNLI, and more so that they can process the

complex semantics in our dataset. These datasets have been discussed in detail

in section 2.8.2. As an extra step for model choice, we validate our human label

dataset on some models that satisfy the above criteria by letting the model pre-

dict the veracity without being fine-tuned on or without seeing our dataset. This

process is called zero-shot classification. We choose the models that have per-

formance metrics higher than 60% F1-score. We use this as our baseline to build

automated veracity classification systems and call this technique, Human-level

retrieval-based veracity classification.

This chapter explained, in detail, the conceptual design behind this thesis, in-

cluding the dataset and automated fact verification. In the next chapter, we see

how this concept was implemented and explain its details.





5
Dataset Creation of MediClaim

The primary focus of this research involves the construction of a well-structured

dataset comprising popular claims related to health and medicine. A common

practice among many Internet users is to search symptoms on search engines

such as Google and Microsoft Bing before approaching a physician. A study

shows that 15.49% of the participants have self-diagnosed their symptoms with

the aid of search engines before receiving a clinical diagnosis [78]. In addi-

tion to identifying symptoms, claims encompass using home remedies and

self-prescriptions. A survey in Germany revealed that 73% of the participants

utilised home remedies as a result of previous favourable experiences, 80% used

them for addressing specific health issues, and 67% used them following a refer-

ral [79]. Due to these factors and the factors seen in Section 4.1, the source of the

claim dataset is primarily from the popular Google Search Engine, which would

help us mimic the real-world setting. The following steps have been undertaken

to extract the claims and form the dataset : 1. Extraction of medical lexicons

2. Extraction of images with the medical lexicons 3. Extraction of claim text

from images 4. Pre-processing of extracted claims 5. Annotation of extracted

claims 6. Web-scraping the medical corpus.

These steps have been discussed in detail in the following sections.

57
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5.1 Extraction of medical lexicons

URLs Generate new
URLs

New URL for each
alphabet

Load URL and web-
scrape lexicon, pre-

processing
List of lexicons

Figure 5.1: Lexicon extraction pipeline

Algorithm 1 Scraping medical lexicons from Harvard Medical Dictionary

Input : base_urls (Harvard Dictionary URLs), output_path
Output : Text file with medical lexicons
function EXTRACT_LEXICONS(base_urls, output_path)

terms ← set()
browser ← initialize_headless_chrome()
for url in base_urls do

for letter in ["A-C", "D-I", "J-P", "Q-Z"] do
page_url ← url + letter "-terms"
page ← browser.get(page_url)
soup ← BeautifulSoup(page.source)
new_terms ← soup.find_all(’strong’)
terms.update([term.text.strip() for term in new_terms])

end for
end for
save_terms_to_file(terms, output_path)
browser.quit()
return len(terms)

end function
term_count ← extract_lexicons(base_urls, output_path)

In order to build a repository of medical claims, the first stage involves compil-

ing a list of medical words, including diseases, parts of the body, and medicines.

Due to the trustworthy affiliations of Harvard Medical School, as discussed
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in section 4.1.1, this source is chosen for extracting medical lexicons for our

dataset. The page is structured such that the health terms are arranged in alpha-

betical order. This makes it easier to write a Python script to navigate across the

various alphabets. The primary web-scraping agents used here are Selenium

Webdriver and BeautifulSoup. The health terms are grouped in alphabet-based

triplets, except for the final four alphabets. Figure 5.1 shows the workflow of

the entire lexicon extraction pipeline. The steps in the figure are elaborated in

algorithm 1.

After extracting the medical lexicons with the help of the base URLs, we use

these lexicons for further processing of claims. In the next step, we use these

medical lexicons as a basis for our search query and extract claims for our

dataset.

5.2 Extraction of claims

After extracting medical lexicons, a collection of medical terms has been con-

structed. Extracting claims is of utmost importance as it is a fundamental com-

ponent of the subsequent tasks. Claim texts may exist in several formats, includ-

ing text embedded within images and text contained within books. As explained

in Section 4.1, text embedded in images is used for spreading misinformation in

social media. Hence, our primary emphasis lies in extracting claims from image

files. The primary elements comprising the claim extraction procedure include:

• The process of retrieving images from the Internet.

• The process of extracting and modifying claims from books in PDF format.

• Text extraction from images and pre-processing techniques.

A detailed architecture diagram is shown in Figure 5.2 and discussed in the fol-

lowing subsections 5.2.1 and 5.2.2.

5.2.1 Image extraction containing claim texts

In order to get information from the internet, it is necessary to provide a search

word as an input. The lexicons taken from the Harvard Medical Dictionary serve
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Figure 5.2: Architecture diagram of our claim extraction pipeline

as the input for the search engine on the Internet. Our search engine of choice

is Google Images, as explained in Section 4.1. The process is outlined in a se-

quential manner and discussed in more detail in algorithm 2.The initial stage

involves reading the medical lexicons from the generated file. Subsequently,

it is combined with "myths and facts about" to form a search text. A suitable

example would be myths and facts about cancer. The search terms are then

sequentially entered into the Google Image search engine to obtain results, as

depicted in Figure 5.2. The script has been designed to select the initial five

images from the search results and facilitate the verification of the image’s for-

mat. The selection process exclusively includes images with extension formats

of ".png",".jpeg", and ".jpg" and utilising them for subsequent processes.

After scraping these images, the next phase involves the extraction of textual

content from them through Optical Character Recognition (OCR) methods. We

explore them in the next section and also see which is more suitable for our

research purpose.
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Algorithm 2 Scraping images from Google Images website

Input : medical_lexicons_file, output_dir, images_per_term=5
Output : Downloaded images containing medical claims
function SETUP_BROWSER

options ← ChromeOptions()
options.add_argument("–headless")
return webdriver.Chrome(options=options)

end function
function EXTRACT_IMAGES(lexicons, output_dir)

browser ← setup_browser()
valid_extensions ← [".jpg", ".jpeg", ".png"]
for term in lexicons do

search_query ← f"myths and facts about term"
target_dir ← f"output_dir/term"
create_directory(target_dir)
url ← f"https://www.google.com/images?q=search_query"
browser.get(url)
urls ← get_first_n_image_urls(browser, images_per_term)
for i, url in enumerate(urls) do

if any(ext in url.lower() for ext in valid_extensions) then
download_image(url, f"target_dir/image_i")

end if
end for
log_error(f"Failed processing term")
continue

end for
browser.quit()

end function
Main Execution:
lexicons ← read_lexicons(medical_lexicons_file)
extract_images(lexicons, output_dir)

5.2.2 Extraction of Text from Images using Optical Character Recognition
(OCR) Tools

In the next phase of our dataset preparation, extracting the text embedded

in the images was the primary focus. We can investigate extraction utilising

different Optical Character Recognition (OCR) frameworks, specifically classi-

cal and Large Language Model (LLM) methodologies. EasyOCR is a classical
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OCR framework, and AWS Textract utilises both classical and machine learning-

based methods. Finally, we also explore the Gemini 1.0 Pro Vision foundation

model, where we use prompting methods for the extraction of text from images.

In the following subsections, we discuss these frameworks and their suitability

for our research.

EasyOCR

EasyOCR 1 is an optical character recognition (OCR) framework that is utilised

for the purpose of identifying and extracting text from pictures or scanned doc-

uments. EasyOCR consists of three primary elements: feature extraction, se-

quence labelling, and decoding. Deep learning models like ResNet [80] and

VGG [81] are employed to extract feature from the input image. These attributes

are crucial for the identification of text within images. Sequence labelling in-

volves the use of Long Short-Term Memory (LSTM) [82] networks to analyse the

sequential context of the retrieved features. The decoding process utilises the

Connectionist Temporal Classification (CTC) algorithm [83] to convert and tran-

scribe the labelled sequences into the recognised text. These three components

work together as a cohesive unit to enable the reliable and efficient extraction

of text from images. The training pipeline relies on the deep-text-recognition-

benchmark framework, which improves image recognition and provides a solid

foundation for executing OCR. Additionally, this framework supports 80+ lan-

guages and has multiple applications such as document digitization, license

plate recognition and many more.

Suitability for our research : EasyOCR was experimented and was decided that

it would not be suitable for our research as it does not meet the conditions stated

in subsection 4.1.1. To elaborate, the framework requires explicit declaration of

the format or layout of the images and therefore does not work well with im-

ages containing multiple layouts. Hence, we require a more suitable framework

which could handle multiple layouts and, therefore, test AWS Textract, explained

in the next subsection.

1 https://www.jaided.ai/easyocr/

https://www.jaided.ai/easyocr/
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AWS Textract

Amazon Textract 2, developed by Amazon Web Services, is a machine learning

service that utilises advanced algorithms to automatically extract text, handwrit-

ing, layout components, and data from scanned documents. It surpasses basic

optical character recognition (OCR) by identifying, processing, and extracting

precise data from texts. The system generates a confidence score for each pre-

diction, enabling the user to make more informed judgements. Textract enables

the implementation of customised query-based extraction methods to enhance

the accuracy of extracting information from documents that are specific to a par-

ticular organisation. The Textract Analyze Document API facilitates the extrac-

tion of various layout elements from documents, including paragraphs, titles,

lists, headers, footers, and more. The OCR functionality they provide is capa-

ble of recognising different fonts and styles and effectively processing noisy or

distorted text. Additionally, they can automatically extract key-value pairs from

document images and maintain the context without requiring user involvement.

The extraction of tables is supported while maintaining the integrity of the data’s

composition and retaining the structure of columns and rows. Additional fea-

tures offered by Amazon Textract include detecting signatures, analysing lend-

ing activities, and extracting information from identity documents. The free tier

allows for the extraction of up to 1000 pages per month and requires using S3

buckets to access full functionalities.

Suitability for our research : Textract can support multiple formats and also be

able to query texts from the images. Unfortunately, it cannot perform intelligent

document processing (i.e.) it cannot classify if a text extracted is a claim or a

normal heading, label or irrelevant text. Therefore, to perform this classification,

we require a foundation model that contains vision capabilities and classifies

whether the text is a claim. Hence, we try Gemini 1.0 Pro Vision, which could fit

all our requirements mentioned in Section 4.1.1.

Gemini 1.0 Pro Vision

Gemini 1.0 Pro Vision 3 is a foundational model that possesses advanced visual

capabilities. The system processes input from both textual and visual modali-

2 https://aws.amazon.com/textract/
3 https://cloud.google.com/vertex-ai/generative-ai/docs/multimodal/overview

https://aws.amazon.com/textract/
https://cloud.google.com/vertex-ai/generative-ai/docs/multimodal/overview
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ties, in addition to text, to produce appropriate textual responses, as explained

in subsection 2.3.1. It can process visual information, categorize, condense, and

generate content based on images and videos as it uses an image decoder [84].

The system analyses visual and textual inputs, including images, papers, info-

graphics, and screenshots. The model has multiple applications, including vi-

sual information extraction, object recognition, digital content comprehension,

structured content production, captioning and description, and reasoning. The

model is compatible with multiple languages and has several versions.

Suitability for our research : After detailed experiments, it was found that the

vision-language model Gemini 1.0 Pro Vision demonstrated superior perfor-

mance in addressing this particular problem. This is mostly attributed to the

lack of uniformity in the images. Traditional methods like EasyOCR cannot

process multiple image layouts, and hybrid methods like AWS Textract cannot

extract only the sentence of interest. Given that the images exhibited variations

in format and textual content due to being obtained from Google Image search

results, it is imperative to devise a methodology to address this issue. A further

concern about the extraction of claims from images is that not all texts may be

classified as claims. The potential existed for them to function solely as head-

ings for the content depicted in the image. Certain images, because of their

direct association with medical data, were either scan results or images depict-

ing areas impacted by diseases. Since we need to tackle all the requirements

mentioned in section 4.1.1, Gemini 1.0 Pro Vision along with good prompting

techniques would be suitable for the extraction of claims. Thus, we elaborate

on the process of extraction of claims from these images in the next subsection.

Process of text extraction from images

In order to gain access to the Gemini Pro Vision model, a distinct API key must

be possessed. This can be obtained from the Google AI Studio4, where we click

on Get API Key » Create API Key » Choose the relevant project. Following this,

the model is instantiated, and the images are loaded for further processing. In

order to assist the model in solving the specific task, it is necessary to provide

the model with precise prompts in the form of sequential steps, accompanied

by an image. The model is provided with the following prompt:

4 https://aistudio.google.com/app/apikey

https://aistudio.google.com/app/apikey
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Prompt

"Extract and list all the myths and facts given in the image. Do not

mention if it is a myth or a fact. If there are no myths or facts, you can skip the

image."

After extracting the text from the provided images, it is subsequently used for

further processing. Next, it undergoes processing of the removal of punctuation

marks, special characters, and duplicates. Furthermore, a manual verification

process is conducted to assess the checkworthiness of all extracted claims and

determine whether any claims should be excluded. After the completion of all

pre-processing stages, the resulting claim dataset is prepared for further manual

annotation which is described in the next section.

5.3 Annotation framework for retrieved claims

The rise of generative Large Language Models has greatly simplified generating

labels for a dataset [85]. By providing accurate instructions, it is possible to cre-

ate a rule-based system for labelling datasets, hence eliminating the need for

laborious manual tasks. The GPT 4 technical report [19] shows that it has very

good performance on reasoning tasks like HellaSwag [86] and AI2 Reasoning

Challenge (ARC) [87] which is a grade school science challenge set. While this

has significantly decreased the need for manual annotation, it cannot ensure

the creation of a reliable and accurate corpus. These foundation models have

been trained on a huge corpus of data, as explained in Section 2.3 and can use

the data it was pre-trained on to predict the veracity of the claims. Although it

has very good performance, the chances of these foundation models hallucinat-

ing are pretty high. Hence, manual annotations play a crucial role in the domain

of fact-checking, particularly due to the necessity of collecting and verifying the

most up-to-date data. The subject of biomedical fact-checking carries a height-

ened level of sensitivity due to the potential for severe repercussions resulting

from inadequate fact-checking practices and hallucinations in these foundation

models. Additionally, manually annotated data are more susceptible to fewer er-

rors, resulting in higher quality.
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Claim

Supported

Refuted

Justification

Final Labels

Supported

Refuted

Not Enough Info

Justified for final label

Figure 5.3: Annotation framework for our dataset

We categorize the claims into three as seen in Figure 5.3, namely, 1. SUP-

PORTED, 2. REFUTED and 3. NOT ENOUGH INFORMATION as explained in

subsection 4.1.2. The rules for annotation of each of these labels are elaborated

below.

5.3.1 Claims categorized as SUPPORTED

When annotating a claim, verifying the corresponding evidence supporting it is

important. To do this, we can query our claim and select the top results from the

Google Search Engine. After skimming through the selected articles, we choose

evidence sentences or paragraphs that justify the claim. We decide the final la-

bel as SUPPORTED if the justification for the claim follows the following criteria:

• The claim and the selected evidence align with each other and both convey

the same meaning and entail each other.

• One or more PubMed articles entail the claim by explicitly stating that sci-

entific research has verified the claim.

• If the claim contains multiple components to be verified, then we verify

each component with evidence sentences from PubMed articles or other
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reputed journals mentioned earlier in section 4.2. Almost all the compo-

nents can be verified by the evidence gathered, and no explicit refutation

exists for any component contained in the claim. The claim is labelled as

SUPPORTED. This must be strictly labelled because the component has

no matching search results in any of the reputed journals, and the compo-

nents have the least contribution to the claim.

The last criterion is closely associated with the label NOT ENOUGH INFORMA-

TION . Therefore, we elaborate in detail about this in the next subsection.

5.3.2 Claims categorized as NOT ENOUGH INFORMATION

To label claims as NOT ENOUGH INFORMATION , we must follow the below

rules while annotating the claims:

• Similar to the last rule for annotating claims as SUPPORTED, we can label

a claim as NOT ENOUGH INFORMATION if the majority of the compo-

nents of a claim cannot be proven as SUPPORTED or REFUTED.

• If suitable evidence cannot be found for a claim in any of the journals

above, there is not enough information to label this claim.

• If a claim has opposing evidence in multiple journals, then a final label

cannot be proposed for this claim.

• If the evidence for the claim supports or refutes the claim but says that it

lacks investigation or requires further investigation because of the study’s

limitations.

The above rules explain how the label NOT ENOUGH INFORMATION can be an-

notated in our dataset. We finally discuss the rules for our final category, which

is REFUTED, in our following subsection.

5.3.3 Claims categorized as REFUTED

The refuted labels are the third category of labels in our annotation schema. A

claim can be labelled as REFUTED if any of the below criteria match:
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• The evidence sentence(s) directly contradict the claim by stating that it is

incorrect.

• The evidence sentence(s) prove that another component not belonging to

the claim entails the claim. This is a form of indirect contradiction, as the

component belonging to the claim is not involved in entailing the claim.

• If the claim contains multiple components to be verified, then we verify

each component of the claim with evidence sentences from PubMed arti-

cles or other reputed journals mentioned earlier in section 4.2. If almost all

the components can be verified by the evidence gathered and there is no

explicit support for any component contained in the claim, then the claim

is labelled as REFUTED. This must be strictly labelled under the condition

that the component has no matching search results in any of the reputed

journals and that the components have the least contribution to the claim.

After defining the rules for all three labels, we must secure the gold explanations

or evidence based on which the claims have been labelled. The following sub-

section discusses this evidence or gold explanations with examples.

5.3.4 Gold Explanations for claim labels

The claim annotation is possible only because the evidence sentences are iden-

tified manually by skimming through the scientific journals. As seen in Figure

5.3, the justifications for each claim and its corresponding labels are noted. This

justification serves as the GOLD EXPLANATION or the evidence for Human-

level retrieval-based veracity classification, which we use as the baseline for

this study. Therefore, this is one of the most important attributes of this dataset

and can be used to choose our models for veracity classification. This can be

done by using the claim as a premise and evidence as a hypothesis in models

fine-tuned for Natural Language Inference (NLI) and evaluating their metrics at

inference. An example of a gold explanation is shown below.
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Example 5.0: Example for Gold Explanation

Claim: Memory loss can indicate several other health conditions

Gold Explanation: Memory loss can indeed be a symptom of various health

conditions. According to the reputable Journal of Aging Health, memory

loss is common with ageing but it can also be a sign of health issues such

as dementia Alzheimer’s disease depression trauma to the brain side effects

of certain medications and other neurological or physiological conditions.

Hence this claim is supported.

The gold explanation/evidence given above explains the reasoning behind the

decision of the claim label. We could also use these explanations in our fu-

ture work to get natural language explanations from Large Language Mod-

els by using them for fine-tuning and explanation generation. After the evi-

dence/explanations are determined, the next step is to determine the category

of the claims so that we can investigate if there are any patterns behind the

veracity classification based on these categories. The following subsection ex-

plains the process behind this categorization.

5.3.5 Categorization of claims

Just like we annotate each claim’s veracity, we also annotate the category to

which each claim belongs. There are a total of 22 categories in this dataset,

and Table 5.1 shows the different categories in our dataset and their respective

counts. It is important to note that these counts are for the human-labelled

dataset. For the other datasets where we retrieve evidence through automated

methods, the count would be three times each of the categories as we retrieve

three pieces of evidence for each claim as discussed in section 4.2.2. General

health constitutes the most claims in our dataset, followed by skin. Kidney and

Gastrointestinal health are two areas where we have the least number of claims.

We can either add more claims to these categories or leave them out while trying

to decipher patterns in the veracity classification evaluation. After annotating

the categories, we can use them in the later part of our research for analytics

about how many claims in our test dataset have been predicted correctly as per

the category.
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5.3.6 Comparing human-annotated labels with labels generated by Foun-
dation Models

As seen in section 5.3, foundation models can predict the claim’s veracity

through patterns learnt in its pre-training data. Although we don’t have solid in-

formation about the pre-training data used for GPT-4 and Gemini, both models

perform considerably well on reasoning tasks. Therefore, we use these models

to validate how well they predict the veracity of our dataset. To do this, we can

follow the following steps:

1. Load the dataset for processing and storing each claim and its human la-

bel.

2. Instantiate the GPT-4 and Gemini model APIs for sending the prompt and

claim.

3. Next, the below prompt is given along with the claim as seen in Figure 5.4.

4. Finally, the model gives out a label for the claim and the reason behind the

label prediction (rationale).

Chain-of-Thought Prompt for Gemini and GPT-4 to predict the veracity of

claims

""" Given a biomedical claim, {claim} act like an expert fact checker and la-

bel the claim as SUPPORTED if the claim is true, REFUTED if the claim is

false and if there is not much information, label it as NOT ENOUGH INFOR-

MATION. Give the rationale before giving the label. Please respond in the

following format: RATIONALE: [Your Rationale Here], LABEL: [Your Label

Here] . """
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Gemini / GPT-4 API

Claim

Labels, Rationales

Prompt (Chain-Of-
Thought)

Figure 5.4: Pipeline to extract claim labels from Gemini Pro 1.0 and GPT-4 Models

We use these predicted outputs to understand and evaluate the inter-annotator

agreement between Gemini, GPT-4 and the human. The metrics for these are

elaborated in Chapter 7. The final step for building the dataset is explained in

the next section.

5.4 Evidence Corpus Retrieval

Webscrape
PubMed articles

Preprocess articles -
remove URLs, remove

lines less than 40
characters

Scraped corpus as
text documents

URLs from
labelled dataset

Scraped text

Figure 5.5: Extraction of dataset corpus from URLs

The last step for dataset construction is extracting research papers containing

evidence. During annotation, we also note down the URLs of the research pa-
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pers. Algorithm 3 shows the step-by-step implementation of scraping the cor-

pus of evidence documents. According to Figure 5.5, we remove lines from the

extracted research paper that are less than 40 characters as they may contain

cookies or titles that may not be suitable evidence. Finally, we store these evi-

dence documents as text files to perform retrieval.

Algorithm 3 Web Scraping Medical Corpus

Input : input_file_path (URLs), save_path
Output : Text files containing evidence corpus
function EXTRACT_CORPUS(urls, save_path)

browser ← setup_headless_browser()
for url in urls do

browser.get(url)
soup ← BeautifulSoup(browser.page_source, ’html.parser’)
if is_pubmed_url(url) then

content ← extract_pubmed_content(soup)
else

content ← extract_general_content(soup)
end if
cleaned_text ← clean_content(content)
if len(cleaned_text) > 40 then

save_to_file(cleaned_text, save_path, get_filename(url))
end if
log_error(f"Failed to process url")
continue

end for
browser.quit()

end function
function CLEAN_CONTENT(text)

Remove URLs and cookie notices
Remove lines shorter than 40 characters
Remove special characters and normalize whitespace
return cleaned_text

end function
Main Execution:
urls = read_urls(input_file_path)
extract_corpus(urls, save_path)



5.5. EXPLANATORY DATA ANALYSIS OF MEDICLAIM 73

As this was the final step of our dataset construction, we could also perform

some explanatory data analysis to understand and get insights into our dataset.

This is elaborated further in the next section.

5.5 Explanatory Data Analysis of MediClaim

In the previous sections of this chapter, we saw how dataset construction is im-

plemented. Once the dataset is built, our next step is to perform an analysis

to gain initial insights about this dataset before applying any algorithms to it.

The first step is to find the label counts of the dataset. Figure 5.6 shows that the

majority of the labels are SUPPORTED, followed by REFUTED and finally NOT

ENOUGH INFORMATION.

To elaborate, there are 774 claims labelled, out of which 506 are SUPPORTED,

193 are REFUTED, and 75 are NOT ENOUGH INFORMATION. As explained in

Figure 5.6, the proportion of the label counts are as follows:

• 65.4% of claims are SUPPORTED.

• 24.9% of claims are REFUTED and

• 9.7% of claims do not have enough information.
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Table 5.1: Health categories and label count distributions with their totals

Category SUPPORTED REFUTED NOT ENOUGH IN-
FORMATION

TOTAL

Blood 38 19 2 59

Bone health 28 8 7 43

COVID 10 9 2 21

Cancer 10 0 0 10

Cardiovascular
health

27 7 1 35

Dental health 15 3 5 23

Diabetes 11 7 0 18

Ear 28 7 4 39

Eye 7 3 3 13

Fitness 14 4 1 19

Gastrointestinal
health

0 1 0 1

General Health 108 40 11 159

Hair 9 7 1 17

Kidney 0 0 1 1

Men’s health 20 7 5 32

Mental health 7 2 0 9

Muscles 5 2 3 10

Neurological
health

36 15 5 56

Skin 62 23 12 97

Throat 22 5 4 31

Vascular 8 2 1 11

Women’s health 41 22 7 70
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Figure 5.6: Label count and distribution of manually annotated (human-labelled)
dataset

Table 5.1 shows the distribution of labels across various health categories. The

General health category contains the most claims, and a significant fraction of

them are SUPPORTED. The Skin category has many claims, with a fairly bal-

anced distribution among the three categories. The categories Blood, Neuro-

logical health, and Women’s health have moderate amounts of claims, showing

regions where evidence is relatively concentrated. This precise breakdown al-

lows us to better understand the focus of claims within various health areas and

where the evidence is strongest or where additional investigation is required.

According to subsection 5.3.5, we also label the categories of various claims in

our dataset. We first find the top 10 categories in our dataset to perform analysis

on the same. As denoted by Figure 5.7, the category General health consists of

159 claims, followed by 97 Skin claims. The third category is Women’s health,
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comprising 70 claims. In the 8th, 9th and 10th positions are Cardiovascular

health, Men’s health and Throat comprising 35, 32 and 31 claims, respectively.

Figure 5.7b demonstrates the distribution of labels within the top ten categories

of claims. We observe that the General Health category has the highest number

of claims with a diverse label distribution. At the same time, Skin and Women’s

health also show a similar variety of labels. This distribution helps us under-

stand the areas where there is substantial supporting evidence and where there

are more refuted claims or insufficient information.

To further verify the label counts, we utilised the Gemini 1.0 Pro and GPT-4 mod-

els to annotate the claims, and the results of Gemini are presented in Figure 5.8.

Most claims were labelled as SUPPORTED, which aligns with our manual anno-

tations.
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(a) Top ten categories of claims in the dataset

(b) Distribution of labels in the top ten categories of claims

Figure 5.7: Top categories of claims and their label distributions
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Figure 5.8: Count of the different claim labels annotated by Gemini Pro model

The analysis of label distribution among categories and a comparison of man-

ual and model-generated annotations lays the groundwork for processing the

dataset. This will guide the use of algorithms in the following phases of this

study, ensuring that our approach is both informed and effective.

This chapter elaborated a detailed look into the construction of the MediClaim

dataset and also looked into some of its distributions. The next chapter shows

how we can use this dataset to build an automated veracity classification sys-

tem. A more in-depth analysis/evaluation of the annotations will be discussed

in Chapter 7.
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Automating Evidence Selection and Veracity

Classification

The subsequent phase involves the selection of evidence and the classification

of veracity, following the conclusion of the dataset creation which was discussed

in Chapter 5. This chapter provides an in-depth breakdown of the implementa-

tion of these two stages in our system.

6.1 Evidence Selection Automation

To answer Research Question RQ2, we explore mainly the various chunking tech-

niques in combination with a retriever and re-ranker. This process of splitting

documents in the corpus and retrieving these sentences or groups of sentences

is called chunking. The steps involved in this evidence selection approach are

explained in detail in the next subsections.

6.1.1 Sentence-Level chunking

In sentence-level chunking, we load the corpus of documents we extracted and

split it into sentences. These sentences are split based on delimiters such as ex-

clamation mark (!), question mark (?), period (.), and new line breaks (/n). Once

split, these sentences are encoded with our retriever and the retrieved sentences

are passed on to the re-ranker to get the top-3 most relevant sentences for the

claim. The process of retrieval and re-ranking are explained in detail in further

sections.

79
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CLASSIFICATION

6.1.2 Semantic-Level Chunking

The process of semantic chunking involves breaking down documents into sen-

tences and embedding them with an embedding model, finding the similarity

between these sentences based on a chosen metric, and subsequently com-

bining the most similar sentences. This was explained in detail in subsection

4.2.1. This process is seen in Algorithm 4. We use Llama-Index 1, a multi-

purpose framework specifically for Generative AI applications such as Retrieval

Augmented Generation. As seen in the first step of the algorithm, we install

packages such as llama-index-embeddings-openai, llama-index-readers-file,

and semantic-text-splitter-0.8.1. We must also get the API key from OpenAI in

order to get the embeddings of the corpus for the purpose of semantic chunking.

To do this, we must first create an account in OpenAI2 and then add credits to it

by providing our bank information. After doing the same, we go to Dashboard

» API Keys » Create new secret key and create a new secret key by providing a

name and full permissions. We use the generated key to get the embeddings of

the corpus. The OpenAI model we choose to generate embeddings is GPT-3.5

Turbo, as it is the most cost-effective.

The SemanticSplitterNodeParser method processes a sequence of documents

by iterating through each one. For every document, it first splits the text into

sentences using a sentence splitter function. Then, it builds sentence groups,

likely combining neighbouring sentences based on a buffer_size. This then

proceeds to generate embeddings for these combined sentences using the Ope-

nAI embeddings. It then calculates the distances between consecutive sen-

tence groups. Based on these distances, it constructs chunks of text, which

likely group semantically similar sentences together. The method uses a break-

point_percentile_threshold to determine where to split the text into chunks.

This threshold represents the percentile of cosine dissimilarity that must be

exceeded between groups of sentences to form a new node. A lower thresh-

old will result in more nodes being generated. The final step involves creating

nodes from these chunks. This entire process is repeated for each document

in the input sequence, ultimately returning a complete list of nodes. This ap-

proach results in document nodes grouped by semantic similarity rather than

1 https://www.llamaindex.ai/
2 https://openai.com/api/

https://www.llamaindex.ai/
https://openai.com/api/
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any arbitrary length, which can be more meaningful than regular sentence-level

chunking. Finally, we also split these chunks up to 300 tokens as seen in Algo-

rithm 4 because we need to perform veracity classification using models like

PubMedBERT which were fine-tuned with Natural Language Inference(NLI)

datasets and they can process only up to 512 tokens.

Algorithm 4 Semantic Chunking Algorithm

Input : input_files, output_dir, max_tokens=300
Output : Semantically chunked documents
function SEMANTIC_CHUNK(documents, embed_model)

splitter = SemanticSplitter(
buffer_size=1,
breakpoint_percentile=95,
embedding_model=embed_model

)
chunks ← []
for doc in documents do

sentences ← split_into_sentences(doc)
embeddings ← embed_model.embed_texts(sentences)
groups ← create_semantic_groups(sentences, embeddings)
for group in groups do

token_chunks ← split_by_tokens(group, max_tokens)
chunks.extend(token_chunks)

end for
end for
return chunks

end function
Main Execution:
embed_model ← initialize_openai_embeddings()
docs ← load_documents(input_files)
chunks ← semantic_chunk(docs, embed_model)
for i, chunk in enumerate(chunks) do

save_chunk(chunk, f"output_dir/chunk_i.txt")
end for

We see an example of semantic chunking from one instance in our corpus below.
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Example 6.0: Example of Semantic Chunk 1

Chunk 1: Thyroid disorders are one of the most common medical condi-

tions worldwide. Iodine deficiency is a major cause of thyroid disorders. It

is estimated that about one-third of the world population lives in an iodine-

deficient area, and over 190 million suffer from iodine deficiency disorders.

If left untreated, thyroid disorders may lead to complications that may im-

pact the patient’s quality of life. The clinical symptoms of a thyroid disorder

mainly depend on the type of the disorder and may affect different systems

of the body. Furthermore, since most of the symptoms are not specific, thy-

roid disorders can be easily missed or confused with other medical condi-

tions. Thyroid disorders are one the most under-diagnosed and neglected

medical conditions, and the lack of general knowledge among patients may

be of considerable concern . A previously done study in 2019, the central

region of Saudi Arabia (KSA), shows a general lack of knowledge in the re-

gion despite the increasing prevalence of the condition. Knowledge of thy-

roid disorder can help many people who have thyroid dysfunction, and they

are not aware of their problem .In general, lack of knowledge and compre-

hension of the thyroid gland and its symptoms will lead patients to go un-

diagnosed. There is a limited number of studies in Saudi Arabia that assess

knowledge and correlation to the diagnosis of thyroid disorders among the

general population, particularly on the regional level [88].

The semantic chunk 1 example is a chunk from a document which talks about

thyroid disease across the globe.
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Example 6.0: Example of Semantic Chunk 2

Chunk 2: Hence, this study aims to figure out general knowledge about thy-

roid disorders manifestations, risk factors, and preventive behaviors among

the Eastern Province population of Saudi Arabia. This cross-sectional

study was conducted among 882 participants in the Eastern province of

Saudi Arabia from July 2020 to October 2020, were selected randomly. A

self-administrated online questionnaire translated into Arabic was used to

gather information on the following variables: socio-demographics, knowl-

edge of the thyroid gland, its function, its disorders, risk factors affecting

thyroid disorders, and past medical history of thyroid disorders. The ques-

tionnaire was subjected and tested using the Cronbach alpha test to ensure

its reliability and validity. The criteria for the knowledge regarding thyroid

disease was drawn from 17 questions where "yes" coded as 1 "no/I don’t

know" coded as 0 were the answer options. The total knowledge score has

been calculated by adding all questions. A possible score range from 0 to 17

has been generated, which indicates that the higher the score, the higher the

knowledge regarding thyroid disease, and by using 50% and 75% of the total

score, participants were classified as having low knowledge if the score range

was from 0 to 8 points, 9 to 12 points were classified as average knowledge,

and 13 to 17 points were considered as high knowledge. Descriptive statis-

tics are presented using numbers, percentages, median (min-max), mean

and standard deviation, whenever appropriate [88].

The second chunk is from the same document and it talks exclusively about the

study conducted for thyroid disorders.
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Example 6.0: Example of Semantic Chunk 3

Chunk 3: The most common risk factors of thyroid diseases were insuffi-

cient or excess iodine intake (61.3%), followed by pregnancy and the post-

partum period (61.1%) and radiation exposure (57.4%), while the most fre-

quently mentioned symptoms were fatigue (81.7%), followed by neck lump

(70.6%) and feeling cold and weight gain (68.9%).The overall mean knowl-

edge score was 8.67 (SD 3.69), with 44.7%, 41.2%, and 14.2% were classified

into low, average, and high knowledge, respectively. By comparing the mean

knowledge score among the socio-demographic profiles and previous his-

tory of thyroid disease, the current study shows that being a female, living

in Al Ahsa, being a student, those with a previous history of thyroid disease,

family history of the disease, and those who underwent thyroid gland ex-

amination were significantly more associated with having better knowledge

toward thyroid diseases [88].

The final chunk from the same document talks about the risk factors of thyroid

disease.

These three example chunks demonstrate how Semantic-Level Chunking di-

vides documents depending on the context, providing full information while

doing veracity classification, as discussed in the next sections. These pieces are

then sent on for retrieval.

6.1.3 Proposition-Level Chunking

The third selection method is proposition-level chunking, which aims to de-

compose complicated statements into simpler sentences while preserving their

meaning and named entities. Section 4.2.1 provided a detailed explanation

of this concept. Algorithm 5 explains the step-by-step procedure to perform

proposition-level chunking. We use client.chat.

completions.create, which is OpenAI’s Chat Completions API with the prompt

given below. The input_prompt given in Algorithm 5 is stated below and was

introduced by Chen et al. [76].
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Proposition decomposition prompt [76]

""" Decompose the "Content" into clear and simple propositions, ensuring

they are interpretable out of context. 1. Split compound sentences into sim-

ple sentences. Maintain the original phrasing from the input whenever pos-

sible. 2. For any named entity that is accompanied by additional descrip-

tive information, separate this information into its own distinct proposition.

3. Decontextualize the proposition by adding necessary modifier to nouns

or entire sentences and replacing pronouns (e.g., "it", "he", "she", "they",

"this", "that") with the full name of the entities they refer to. 4. Present the

results as a clean text to write to a text file. Example: Input: Title: ¯Eostre.

Section: Theories and interpretations, Connection to Easter Hares. Con-

tent: The earliest evidence for the Easter Hare (Osterhase) was recorded in

south-west Germany in 1678 by the professor of medicine Georg Franck von

Franckenau, but it remained unknown in other parts of Germany until the

18th century. Scholar Richard Sermon writes that "hares were frequently

seen in gardens in spring, and thus may have served as a convenient ex-

planation for the origin of the colored eggs hidden there for children. Al-

ternatively, there is a European tradition that hares laid eggs, since a hare’s

scratch or form and a lapwing’s nest look very similar, and both occur on

grassland and are first seen in the spring. In the nineteenth century the in-

fluence of Easter cards, toys, and books was to make the Easter Hare/Rabbit

popular throughout Europe. German immigrants then exported the custom

to Britain and America where it evolved into the Easter Bunny." Output: The

earliest evidence for the Easter Hare was recorded in south-west Germany

in 1678 by Georg Franck von Franckenau. Georg Franck von Franckenau

was a professor of medicine.The evidence for the Easter Hare remained un-

known in other parts of Germany until the 18th century.Richard Sermon was

a scholar.Richard Sermon writes a hypothesis about the possible explana-

tion for the connection between hares and the tradition during Easter. Hares

were frequently seen in gardens in spring. Hares may have served as a con-

venient explanation for the origin of the colored eggs hidden in gardens for

children.There is a European tradition that hares laid eggs. A hare’s scratch

or form and a lapwing’s nest look very similar. Both hares and lapwing’s nests

occur on grassland and are first seen in the spring. In the nineteenth cen-

tury the influence of Easter cards, toys, and books was to make the Easter

Hare/Rabbit popular throughout Europe. German immigrants exported the

custom of the Easter Hare/Rabbit to Britain and America. The custom of the

Easter Hare/Rabbit evolved into the Easter Bunny in Britain and America.

"""
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Algorithm 5 Proposition-Level Chunking Algorithm

Input : input_dir, output_dir, model="gpt-3.5-turbo", max_tokens=16385
Output : Decomposed propositions in text files
function DECOMPOSE_TEXT(text, llm)

system_prompt ← "Decompose the content into clear and simple propositions..."
messages = [

{"role": "system", "content": system_prompt},
{"role": "user", "content": text}

]
response ← llm.chat.completions.create(

model=model,
messages=messages

)
return response.choices[0].message.content
if ContextLengthError then

parts ← split_into_parts(text)
decomposed ← []
for part in parts do

decomposed.append(decompose_text(part, llm))
end for
return " ".join(decomposed)

end if
end function
Main Execution:
llm ← initialize_openai_client()
for file in input_dir do

if file.endswith(".txt") then
text ← read_file(file)
propositions ← decompose_text(text, llm)
save_to_file(propositions, output_dir/file)

end if
end for

As stated in Algorithm 5, the prompt, along with the document, is inputted into

the model and invoked. This outputs the decomposed proposition. If the docu-

ment exceeds the context window of gpt-3.5-turbo-0613 of 16,385 tokens, then

we break down the input into smaller parts until it fits in the context window

of the model. Context window is the model’s input token limit when it gener-

ates responses. We can see from the example that complex sentences are bro-
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ken down into simpler sentences whilst retaining the named entities in the sen-

tences. An example of proposition-level chunking is shown below. Here, we see

that the input comprises multiple compound statements that have been divided

into simpler ones. The first sentence, "Traditionally, soft cold foods have been

recommended after tonsillectomy to aid comfort and haemostasis but, more

recently, rougher foods have been advocated to promote physiologically nor-

mal deglutition"[89] has been broken into three distinct propositions:

"Traditionally soft cold foods have been recommended after tonsillectomy." "Soft

cold foods after tonsillectomy were recommended to aid comfort and haemosta-

sis." "More recently rougher foods have been advocated to promote physiologically

normal deglutition after tonsillectomy."

The decomposition maintains a significant portion of the original wording from

the input, as directed. For instance, "150 patients due to undergo tonsillectomy

were prospectively randomized to 1 of 3 diets" is kept mostly intact. The prompt

requires creating statements that can be understood without any surrounding

context. This is accomplished by incorporating essential modifiers or substitut-

ing pronouns. For instance, the term "tonsillectomy" is reiterated in multiple

statements to guarantee clarity without the inclusion of further details.
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Example 6.0: Example of Proposition-level chunking [89]

Input : Traditionally, soft cold foods have been recommended after tonsil-

lectomy to aid comfort and haemostasis but, more recently, rougher foods

have been advocated to promote physiologically normal deglutition. This

trial was designed to discover whether post-tonsillectomy dietary advice

has any influence on recovery. 150 patients due to undergo tonsillectomy

were prospectively randomized to 1 of 3 diets: mainly rough food, mainly

soft food, and no advice except to eat regularly. Food consumption, anal-

gesia intake and pain levels were recorded daily by each patient. Tonsillar

fossa slough and secondary haemorrhage were evaluated 1 and 2 weeks af-

ter surgery. Results of 137 patients were obtained.

Output : Traditionally soft cold foods have been recommended after ton-

sillectomy. Soft cold foods after tonsillectomy were recommended to aid

comfort and haemostasis. More recently rougher foods have been advo-

cated to promote physiologically normal deglutition after tonsillectomy. A

trial was designed to discover whether post-tonsillectomy dietary advice

has any influence on recovery. 150 patients due to undergo tonsillectomy

were prospectively randomized to 1 of 3 diets. The three diets were mainly

rough food mainly soft food and no advice except to eat regularly. Each pa-

tient recorded their food consumption analgesia intake and pain levels daily.

Tonsillar fossa slough and secondary haemorrhage were evaluated 1 and 2

weeks after surgery. Results of 137 patients were obtained.

These propositions are stored and then split into sentences to perform retrieval

for each claim. This is explained in detail in the next subsection.

6.1.4 Evidence Retrieval

The next part of the three evidence selection techniques is to retrieve the evi-

dence sentences after chunking the corpus. We use a bi-encoder all-MiniLM-

L6-v2 to encode the corpus and pass each encoded claim independently. As

seen previously in Figure 4.4, the cosine similarity is computed between the

encoded corpus and the claim and the sentences with the highest cosine sim-

ilarity are retrieved. We use a cut-off for the similarity score of 0.6 instead of

choosing k directly. Here "k" is the number of sentences/chunks we want the
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retriever to return. This is then passed on to a re-ranker or cross-encoder ms-

marco-MiniLM-L-6-v2 to get the top-k’ most relevant results. Here k’ is the

number of sentences/chunks we want the the re-ranker to return. The k doc-

uments(sentences/paragraphs) are given as input to the re-ranker and it gives

out k’ documents back. We choose k’ as 3 to create a dataset with more diverse

labels, for instance, evidence, which also does not provide enough information

such that the veracity classification model has enough instances to classify this

label accurately. The process of evidence retrieval is explained in more detail in

Algorithm 6.

Algorithm 6 Evidence Retrieval and Re-ranking

Input : query, evidence_documents, bi_encoder, cross_encoder, similar-
ity_threshold=0.6, k’=3
Output : Top-k’ retrieved document chunks
Encode query using bi_encoder ← query_embedding
Encode all evidence_documents using bi_encoder ← doc_embeddings
Compute cosine similarities between query_embedding and doc_embeddings
Filter documents where similarity > similarity_threshold ← candidate_docs
if candidate_docs is not empty then

score_pairs ← cross_encoder.predict([(query, doc) for doc in candidate_docs])
Sort candidate_docs by score_pairs
Return top k’ documents

else
Return empty list

end if

Thus, we create three different automated datasets from the three evidence se-

lection techniques. It is very important to check the accuracy of the evidence-

label pairs after breaking up the corpus into chunks and choosing evidence. Au-

tomated evidence selection can sometimes produce information that doesn’t

match or is missing pieces, which need to be reviewed and fixed by hand. The

next part discusses how we corrected the labels to keep the high-quality data for

fine-tuning the model.
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6.2 Correcting labels after Evidence Selection

Initially, for the evidence sentence or chunk acquired, we match the current hu-

man labels of every claim after automatic evidence selection. This suggested

that there could be evidence sentences or chunks lacking sufficient informa-

tion to categorize the claims as SUPPORTED or REFUTED. From the example

given below, we can see that Evidence 1 does not provide enough information

about the claim while the other two evidences support the claim. Thus, the

necessity to correct the claim-evidence label pair arises so that the models are

fine-tuned in the next step of veracity classification to capture the right seman-

tic information. We manually relabel the claim-evidence pair according to the

guidelines specified in section 5.3. We correct the labels for all three datasets we

produced during the automated evidence selection, therefore producing high-

quality training data for veracity classification.

Example 6.0: Example for correcting the evidence label

Claim : Oily skin causes acne.

Evidence 1: Many other plant-derived therapies, such as basil oil and sea-

weed derivatives, have demonstrated some positive effects against acne le-

sions [90]. Label: NOT ENOUGH INFORMATION

Evidence 2: Other predisposing factors for acne include genetic predisposi-

tion, obesity, oily/seborrheic skin, higher skin surface pH, emotional stress,

and exposure to excess sunlight [90]. Label: SUPPORTED

Evidence 3: Oily skin presents clinical signs like open pores comedones and

acne due to excessive oiliness [91]. Label: SUPPORTED

Once the evidence labels are corrected to ensure their accuracy, they serve as

a reliable foundation for veracity classification. This guarantees that the model

is trained with the correct semantics, minimizing errors during classification.

The following section outlines the approach we used to fine-tune models for

effective veracity classification.

6.3 Veracity Classification of the claims

Once the labels have been corrected after automated evidence selection, it is

necessary to fine-tune the models to classify veracity. Thus, in this section,
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we provide a detailed analysis of the process of preparing the dataset for fine-

tuning, extracting features, and ultimately fine-tuning the models. Sentence-

level retrieval-based veracity classification is the automated veracity classifi-

cation performed on evidence selected through sentence-level chunking. Sim-

ilarly, Semantic-level retrieval-based veracity classification and Proposition-

level retrieval-based veracity classification are the automated veracity classifi-

cation processes performed on evidence selected through semantic-level and

proposition-level chunking, respectively.

6.3.1 Dataset preparation

Given that three evidence sentences/chunks are obtained for each evidence se-

lection approach, and these sentences/chunks may have different labels, it is

essential that these three claim-evidence pairs are included in the same split.

The dataset is divided into three splits: the train split, the test split, and the val-

idation split. This splitting is done to ensure that fine-tuning is done correctly

and to avoid improper fine-tuning. Therefore, we initially divide the data based

on distinct claims and then add the remaining two claim-evidence pairings to

the split. This guarantees that each split possesses distinct claims. As seen in

Section 6.3.1, we split the train, validation and test dataset in the ratio 70, 20,

10. With the dataset prepared, the next step involves extracting features that will

help the model better process the nuances of the claims and evidence. Feature

extraction ensures that the most relevant aspects of the text are highlighted, aid-

ing the model’s veracity classification process.

6.3.2 Feature Extraction

Feature extraction involves transforming raw text into numerical or categorical

features that may be processed by machine learning algorithms. The objective

of this is to extract the most relevant information from the text data. Named

Entity Recognition (NER) can serve as a valuable feature in veracity classifica-

tion. For instance, the presence or absence of specific entity types can be used

as binary features or the number of each entity type in a document can be a nu-

merical feature. We first explain the model we use for Named Entity Extraction

followed by the process of feature extraction.
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GliNER

GLiNER [92], is a small-sized NER model that has been trained to accurately rec-

ognize entities of any kind. It utilises a Bidirectional Language Model (BiLM)

and accepts entity-type prompts and a sentence/text as input. As a result, it en-

ables the extraction of parallel entities, which is advantageous compared to the

slower sequential token generation of Language Models (LLMs). Every entity

is delineated by a token that has been acquired through learning, denoted as

[ENT]. The BiLM generates token-level representations. The entity embeddings

are inputted into a FeedForward Network, while the input word representations

are inputted into a span representation layer to calculate embeddings for each

span. Ultimately, the authors calculate a matching score by taking the dot prod-

uct of entity representations and span representations and then applying a sig-

moid activation function.

Extraction of Named Entities using GLiNER

The extraction process of presence/absence and count of named entities in a

claim and evidence using GliNER is explained below.

1. In order to obtain the named entity features, we employ GLiNER. We

utilise the "urchade/gliner_large_bio-v0.1" model due to the large num-

ber of biomedical elements in our claims and evidence. GLiNER enables

us to define the named entity categories. We define these categories with

the following labels: "disease", "treatment, "causative agent", "body

fluid", "lipid", and "food". Our objective is to extract two distinct features:

the identification of entities in the claims and evidence, and the count of

each entity’s occurrence in the claims and evidence.

2. We iterate through each claim-evidence and check if the model correctly

assigns a label to each token, categorising it by fitting into one of the prede-

fined categories or none. If an entity is identified, the count of occurrences

for that specific claim-evidence is increased and the presence is recorded.

This process continues until all the claims and evidence are subjected to

named entity recognition.
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After extracting the necessary features, it is important to select suitable mod-

els that can effectively classify the veracity of the claims. The following section

details the models used in this study, all of which are well-suited for natural lan-

guage inference tasks.

6.3.3 Models employed in this study

The models used in this study are explained below. These model checkpoints

which were already trained for downstream NLI tasks using the datasets ex-

plained in Section 2.8.2 are used for fine-tuning on our dataset. We first explain

the architectures of these models and then proceed to explain the fine-tuning

method using these models.

PubMedBERT

PubMedBERT [93], is a domain-specific language model designed for biomedi-

cal natural language processing. It is built upon the BERT (Bidirectional Encoder

Representations from Transformers) architecture and employs the BERT-BASE

configuration with 12 transformer layers and approximately 100 million param-

eters. An enhancement in PubMedBERT’s architecture is its domain-specific

vocabulary, consisting of 30,000 subword units derived solely from PubMed

abstracts. This specialized vocabulary enables better representation of biomed-

ical terms and concepts. The model is pre-trained using the Masked Language

Model (MLM) objective with whole word masking, which masks entire words

rather than subword tokens, thereby forcing the model to capture more con-

textual semantic dependencies. The input processing involves a lexical encoder

that combines token, position, and segment embeddings through element-wise

summation. The transformer layers then generate contextual representations

for tokens using self-attention mechanisms, with the final layer outputting rep-

resentations that integrate information from the entire text span. PubMed-

BERT’s training process involves 62,500 steps with a batch size of 8,192 and a

maximum sequence length of 512 tokens. It utilises the Adam optimizer with

a slanted triangular learning rate schedule. PubMedBERT has exclusive pre-

training on biomedical text (PubMed abstracts), allowing it to capture domain-

specific linguistic patterns and knowledge. This domain-specific approach in

both vocabulary and pretraining corpus enables PubMedBERT to grasp the nu-
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ances of biomedical language better, resulting in superior performance across a

wide range of biomedical NLP tasks compared to mixed-domain models.

DeBERTa-v3-base

DeBERTav3 [94] enhances the original DeBERTa model by including an ELECTRA-

style pre-training approach that involves gradient-disentangled embedding

sharing. The method replaces masked language modelling (MLM) with replaced

token detection (RTD) in order to improve the efficiency of pre-training. It also

addresses the issue of conflicting directions in token embeddings between the

discriminator and generator in ELECTRA, which is commonly referred to as

"tug-of-war" dynamics in embedding sharing. Gradient-disentangled embed-

ding Sharing (GDES) resolves the problem of competing gradients by inhibiting

the discriminator’s ability to modify the generator’s embeddings. This allows

for the advantages of embedding sharing to be maintained without experienc-

ing any negative consequences. This approach enhances both the efficiency

of the training process and the quality of the pre-existing models. The DeBER-

TaV3 Large model attains an average score of 91.37% on the GLUE benchmark,

surpassing the performance of prior models such as DeBERTa and ELECTRA.

The GDES approach has been confirmed to be efficient and effective in NLU

benchmarks, with DeBERTaV3 models routinely surpassing baselines in several

tests. GDES exhibits accelerated convergence, enhanced embedding quality,

and higher performance on tasks such as MNLI and SQuAD v2.0.

bioformer-8L

Bioformer [95] is a compact BERT-based language model specifically designed

for biomedical text mining. It comes in two variants: Bioformer8L (8 trans-

former layers, 512 hidden sizes, 8 attention heads) and Bioformer16L (16 layers,

384 hidden sizes, 6 heads). We use Bioformer8L for our fine-tuning. Both vari-

ants significantly reduce model size, containing only 40-43 million parameters

compared to 110 million in BERT-Base models, representing a 60% reduction.

Bioformer utilizes a custom 32,768 token WordPiece vocabulary trained on

PubMed abstracts and PubMed Central full-text articles. The model is pre-

trained from scratch using Masked Language Modeling with whole-word mask-

ing and Next Sentence Prediction objectives on a large corpus of 33 million
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PubMed abstracts and 1 million PubMed Central full-text articles. The pre-

training process involves 2 million steps with a batch size of 256 and maximum

sequence lengths of 512 or 1024 tokens for Bioformer8L and Bioformer16L,

respectively. It has an optimized model depth and width for the biomedical

domain, with Bioformer16L being deeper but narrower than typical BERT mod-

els, and the use of a domain-specific vocabulary. This architecture enables

Bioformer to achieve comparable performance to larger biomedical BERT mod-

els while being 2-3 times faster for both training and inference, with the two

variants offering different trade-offs between accuracy and speed.

Electra-base

ELECTRA [96] has a self-supervised pre-training task for language representa-

tion learning called replaced token detection. The model architecture consists

of two main components: a generator and a discriminator, both primarily based

on Transformer encoder stacks. The generator is a smaller masked language

model, which takes a sequence with some tokens masked out and predicts re-

placements for those tokens using a softmax layer. The discriminator, which is

the main ELECTRA model used for downstream tasks, takes the input sequence

(potentially with some tokens replaced by the generator) and predicts whether

each token is "real" or replaced using a sigmoid output layer. To improve effi-

ciency, the generator and discriminator share embedding layers, with the dis-

criminator’s hidden state size typically larger than the generator’s. The training

objective combines masked language modelling for the generator and a binary

classification task for the discriminator, optimizing both networks jointly. ELEC-

TRA comes in various sizes, from Small (12 layers, 256 hidden size, 4 attention

heads) to Large (24 layers, 1024 hidden size, 16 attention heads). Its architecture

includes learning from all input tokens rather than just masked ones, using a

learned generator to produce replacements, and framing the pre-training task

as binary classification instead of generation. This architecture enables ELEC-

TRA to learn effective representations more efficiently than masked language

modelling approaches like BERT, particularly for smaller model sizes, with the

discriminative pre-training aligning well with many downstream classification

tasks.

The fine-tuning process of these models is explained in the next subsection.
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6.3.4 Fine-tuning Pre-trained Natural Language Inference Models

As mentioned earlier, we use models which were already fine-tuned on Natu-

ral Language Inference such that they can capture the information required to

perform veracity classification. The process of fine-tuning is explained below.

1. The method starts with loading the respective dataset with the load_dataset

function. Train, validation, and test sets are then created from this dataset

depending on a "split" column found in the data. A DatasetDict is gener-

ated to effectively arrange these splits. We choose each chunking dataset

for the fine-tuning process.

2. To filter the dataset and retain only the most important data, the crucial

columns are limited to the "claim", "evidence", "label", and the required

features. A list comprehension is employed to determine all columns that

are not included in this set of essential columns. Next, employing a loop

that sequentially goes through each split in the dataset, these unnecessary

columns are eliminated, simplifying the data for the fine-tuning process.

3. Standardising and encoding labels are essential for fine-tuning the model.

A label mapping is established to transform the initial labels (

"SUPPORTED", "REFUTED", "NOT ENOUGH INFORMATION") into a

standardised format ("entailment", "contradiction", "neutral"). Subse-

quently, dictionaries are employed to generate numeric encodings for

these labels. A user-defined function is created to implement this map-

ping and encoding for each instance in the dataset. Afterwards, this func-

tion is implemented in all splits of the dataset utilising the map method.

4. A custom MediClaimDataset class is designed to optimise data handling

during fine-tuning. This class inherits from

torch.utils.data.Dataset and implement key methods like init, len, and

getitem. The getitem method is particularly important as it handles the

tokenization of "claim" and "evidence" texts using the model tokenizer,

and prepares the input_ids, attention_mask, and labels for each item in

the dataset.

5. To proceed, the next step is to load a pre-trained model and its correspond-

ing tokenizer checkpoint. Next, the model is set up for sequence classifi-
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cation, with three output labels that match to the three classes in our task.

Ultimately, the model is transferred to the designated CUDA device in or-

der to facilitate GPU acceleration throughout the training process. A com-

pute_metrics function is defined to assess the performance of the model

both during and after training. This function computes essential perfor-

mance metrics such as accuracy, precision, recall, and F1 score. These

metrics provide a view of the model’s performance across different aspects

of the classification task.

6. The configuration of the training process is done by utilising the Train-

ingArguments class from the transformers library. This involves setting up

different hyperparameters, such as the output directory, the number of

training epochs, the batch sizes for training and evaluation, the learning

rate schedule, and the evaluation strategy. We can choose our hyperpa-

rameters for model training. This can be done using a framework called

Optuna 3 which can be used for hyperparameter tuning. We give the

highest and lowest values for numerical hyperparameters and to choose

specific values like batch size, we ask it to suggest categorical features by

giving the specific values. Subsequently, a Trainer object is instantiated

using these arguments, in addition to the model, datasets, and the pre-

viously specified compute_metrics method. Once all preparations have

been completed, the fine-tuning process begins by invoking the train()

function on the Trainer object. Throughout this procedure, the model

will undergo training for the designated number of epochs while also un-

dergoing periodic evaluations on the validation set to track progress and

mitigate the risk of overfitting.

7. Once the training process is over, the model undergoes a final evaluation

using the validation set. To accomplish this, the evaluate() function is in-

voked on the Trainer object. This method applies the model to the val-

idation data and calculates the metrics that were described before. The

last stage involves keeping the model that has demonstrated the highest

performance together with its corresponding tokenizer. This is usually the

model checkpoint that achieved the highest performance on the valida-

tion set during the training process. The model and tokenizer are stored in

3 https://optuna.org/#key_features

https://optuna.org/##key_features
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the designated directory, facilitating effortless reloading and subsequent

utilisation of the fine-tuned model for future tasks like evaluating test sets

or deployments.

Once the models have been fine-tuned, it is critical to assess their classification

process. Understanding why the model makes specific predictions is critical for

verifying its performance and assuring that it is trustworthy, particularly in sen-

sitive domains such as biomedical veracity classification. The following section

outlines the approaches used to explain model predictions, and their results are

explained in Chapter 7.

6.4 Explainability of Model Predictions

To help understand the model’s decisions during inference, we can use explain-

ability techniques. Explainability is the process of making humans understand

the outputs of machine learning models through various approaches. In this

thesis, we use an open-source package called Transformers-Interpret4, which

is exclusively used to explain Transformer model predictions. Transformers-

Interpret has a function to explain Natural Language Inference results. This

function is called PairwiseSequenceClassificationExplainer. The PairwiseSe-

quenceClassificationExplainer is intended to provide insights about the predic-

tion of two linked input texts, such as a claim and its evidence. It identifies which

words or phrases in the claim and evidence pair had the greatest influence on

identifying the relationship, whether entailment, contradiction, or neutral. This

is accomplished by creating visual explanations in the form of heatmaps, which

show the impact of individual tokens on output classification. For example, if a

certain term in the evidence strongly supports the claim, it will be highlighted

in a separate colour to show its importance. If a word contributes positively to

the prediction, it is green; otherwise, it is red. The colours become darker when

the positive or negative contribution is greater. If there are no colours on a

word, then there is no positive or negative contribution. It calculates attribution

scores for each token using Captum’s Layer Integrated Gradients (LIGAttribu-

tions) [97], exposing each word’s contribution to determining whether the texts

are connected (e.g., entailment, contradiction). Layer Integrated Gradients cal-

4 https://github.com/cdpierse/transformers-interpret

https://github.com/cdpierse/transformers-interpret


6.4. EXPLAINABILITY OF MODEL PREDICTIONS 99

culates attribution scores by determining how a layer’s activations contribute

to model output, using an integral of gradients along a path from a baseline

activation to the actual activation [98]. This explainer tokenises the input pair,

computes attributions by comparing tokens to a reference, and then visualises

token-level impact using colour-coded heatmaps to better understand how the

model makes its judgement. Beyond explaining model decisions, it is critical to

evaluate the robustness of these models by examining how they manage fluc-

tuations in input. The next section covers the method used to produce input

perturbations that test the consistency of the model’s predictions.

6.4.1 Generating Input Pertubations

Input perturbations are primarily modified inputs that can/cannot change the

meaning of the inputs. To test the model’s consistency, we can modify the inputs

to the model without changing the meaning of the input sentences for this the-

sis. These modified inputs, which hold the same meaning, can be of two types

:

1. Synonym replacement : Replacing words with their synonyms in the evi-

dence sentences without altering the meaning and also without replacing

medical or technical terms.

2. Voice Replacement : Changing the voice of the evidence sentences from

active to passive or vice versa without changing the meaning.

To generate these input perturbations, we perform the following steps:

1. To produce input perturbations, we use all three automated chunking ap-

proaches discussed in Section 6.1 to acquire evidence sentences. To be-

gin, sequentially input individual evidence sentences into the provided

prompts.

2. Subsequently, we initialise the OpenAI client by providing the API key

and utilising the client.chat.completions.create function with the gpt-

3.5-turbo-0125 model. We then provide the prompt with the evidence

sentence(s).
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3. The process is executed individually to acquire input perturbations for

synonym replacement and voice replacement by passing the prompts in-

dependently.

Prompt for Synonym Replacement

""" Perform a synonym replacement given the premise for an NLI task by

creating a variation while maintaining the original meaning. Please replace

keywords with their synonyms, ensuring that the overall meaning of the text

remains unchanged.

Original Premise: {premise}

Ensure that each replacement is contextually appropriate and preserves the

coherence and grammatical structure of the original text. The goal is to gen-

erate a variation that retains the same message or information conveyed by

the original text. Only output the modified premise. """

Prompt for Voice Replacement

""" Perform a voice replacement on the following text to convert it from ac-

tive to passive voice, or from passive to active voice, depending on the orig-

inal construction. Ensure that the overall meaning of the text remains un-

changed.

Original Premise: {premise}

The goal is to rewrite the sentence(s) in a different voice without altering

the meaning or context. Ensure that the rewritten text preserves the coher-

ence and grammatical structure of the original text. Output must only be

the rewritten premise. """

After fine-tuning and evaluating the models, it is critical to make the results

available to users in an interactive manner. To accomplish this, we combined

our models and visual explanations into a user-friendly interface using Stream-

lit.
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6.5 Streamlit Integration

To present our results, we use Streamlit, which is explained in the next subsec-

tion 6.5.1 and the process of integration is explained in the subsequent subsec-

tions.

6.5.1 Introduction to Streamlit

Streamlit5 is a Python-based visualisation tool used for developing applications.

The system is organised in a client-server architecture—the Python backend

of our application functions as the server. The frontend is accessed via a web

browser and functions as the client. When an application is developed locally,

the computer serves as both the server and the client. When the app is accessed

over a local or global network, the server and client operate on separate ma-

chines. Understanding the client-server structure is crucial when developing an

app that is meant to be shared or deployed in order to prevent frequent mistakes.

Streamlit offers several features, including caching, which ensures that the app

remains efficient even while importing data from the web, handling enormous

datasets, or executing resource-intensive computations. The system stores the

outcomes of resource-intensive function calls and retrieves the stored result

when the same inputs are encountered again. This prevents the function from

being executed multiple times with identical input values.

The visualisation tool also enables the creation of charts and graphs using the

st.line_chart function. Additionally, it enables seamless integration with Python

visualisation tools like Matplotlib and Plotly. Widgets like st.slider, st.button,

and facilitate the selection of inputs. The st.selectbox function is utilised to

choose an input value from a sequence. One has the option to pass either an

array or a data frame column or to customise the values. To incorporate lengthy

computations into an application, one might employ the st.progress function to

provide real-time progress updates. As the application expands, it becomes ad-

vantageous to arrange its components onto multiple pages. This enhances the

app’s manageability for developers and its usability for users. Streamlit offers a

method for developing applications with several pages. To create Python files

for each page, it is necessary to establish a folder named pages. To execute the

5 https://streamlit.io/

https://streamlit.io/
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main Python file located outside the pages folder, use the command streamlit

run main_file.py.

6.5.2 HuggingFace repository

To show how the model makes its decision for the veracity classification, we

use Transformers Interpret as explained in Section 6.4. To dynamically view the

results using the Streamlit interface, we can load the model to HuggingFace6,

which is a platform for uploading model checkpoints. We upload each model’s

checkpoints and, using huggingface_hub, list models by just referring to the au-

thor attribute.

6.5.3 Visualization using StreamLit

After uploading and loading all the models using HuggingFace, we load all

datasets created by the three automated chunking methods. The dataset split

type (train, test, validation) can be filtered using a Python lambda function. We

use the st.selectbox function to choose the split type, the chunking type and

the feature type. This helps in choosing the claims from various datasets and

passing them to different models. The model, tokenizer and claim-evidence

pair are passed on to PairwiseSequenceClassificationExplainer and visual-

ized on Streamlit by formatting using HTML. We can also load the correspond-

ing input perturbations for each claim and analyse how these changes affect

the model’s prediction and attributions. Once the model is selected, we use a

load_model_and_tokenizer function to load the selected model and tokenizer

into memory. This function is cached using Streamlit’s caching mechanism

to avoid reloading models unnecessarily and optimize performance. Simi-

larly, datasets were loaded based on the selected evidence type (sentence-level,

semantic-level, or proposition-level chunking).To get model predictions, users

must select a single claim from the dataset. The choose_claim function allows

users to pick a specific claim for analysis. The interface has options for selecting

various input perturbation types. The function predict_and_explain selects a

claim and evidence pair, runs it through the model, and produces attributions

for each word in the input text. These attributions describe each token’s con-

tribution to the final classification decision (e.g., "SUPPORTED", "REFUTED",

6 https://huggingface.co/

https://huggingface.co/
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"NOT ENOUGH INFORMATION"). In addition to claim and evidence selec-

tion, users can add features such as Named Entity Recognition (NER) counts

and presence information to either the claim, evidence, or both. The features

are added as supplementary tokens, separated from the main text by [SEP] to-

kens. This explains how diverse factors influence model predictions. Finally,

the actual and predicted labels are displayed, together with a clear indication of

whether the prediction was correct. A visual heatmap also shows the attention

weights or attributions, indicating which tokens were most influential in the

model’s choice.

Chapter 6 describes the methodologies and processes utilised to implement

three automated evidence selection approaches and their accompanying verac-

ity classification models. We addressed the issues encountered and judgements

taken during the implementation phase, laying the technical groundwork for

the following step—evaluation. In this chapter, we will evaluate these selection

strategies and veracity models using various metrics, analyse the consistency

of our dataset’s annotations, and explain the outcomes of the tests. This chap-

ter also discusses whether the thesis successfully addresses the research ques-

tions raised earlier.





7
Evaluation and Results Discussion

Chapter 5 shows how the dataset was created and Chapter 6 shows the imple-

mentation of the three automated evidence selection techniques and the verac-

ity classification for these three automated approaches and also for the gold ex-

planations or evidence collected by the human annotator. Model validation is

an essential aspect of machine learning, whether it is used to determine a suit-

able model or evaluate the performance of a specific model [99]. Thus, in this

chapter, we evaluate the veracity classification for our fine-tuned models and

how they differ from each other in the automated techniques and also compared

to the human-labelled data. We also evaluate the annotation of our dataset by

comparing the labels with foundation model-generated labels. The sections dis-

cussed in this chapter are:

• The first section, 7.1 explains the metrics used for the evaluation of the

dataset and fine-tuned models and the process of evaluation.

• The subsequent section 7.2 discusses the results of the dataset comparison

with foundation models and fine-tuning. It also elaborates on the results

obtained by using explainability techniques using TransformersInterpret

as explained in section 6.4

• Finally, we discuss the three research questions in detail and see if this

thesis has addressed them.

Thus, we begin by discussing the evaluation fundamentals in the next section.

105
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7.1 Evaluation Setup

The evaluation setup for this thesis can be divided into two parts to answer the

three research questions. 1. Evaluation of the Dataset, 2. Evaluation of the Ve-

racity Classification. We dive in detail about what are the necessary evaluation

metrics in the following subsections.

7.1.1 Evaluation Metrics for Dataset

Inter-annotator agreement metrics, such as Cohen’s Kappa and Fleiss’ Kappa,

are crucial in annotation tasks to measure the consistency and agreement be-

tween different annotators. These metrics are especially relevant in contexts

where subjective judgment is involved, as they help quantify the extent to which

annotators concur on their assessments. This thesis involving one human anno-

tator and two foundation models (GPT-4 and Gemini) requires these metrics as

they are essential for evaluating the alignment between human expertise and

automated systems, providing insights into the reliability and accuracy of the

foundation models’ outputs. We define these metrics below.

Cohen’s Kappa

Cohen’s Kappa [100] (κ) measures the agreement between two annotators, cor-

recting for chance agreement. It is defined as:

κ= Po −Pe

1−Pe

where:

• Po is the observed agreement between the two annotators.

• Pe is the expected agreement by chance.

Cohen’s Kappa values range from -1 to 1, where: 1 indicates perfect agreement,

0 indicates agreement equivalent to chance, and negative values indicate less

agreement than expected by chance. While Cohen’s Kappa is typically used for

two annotators, in this thesis, it can be applied separately to assess the agree-

ment between the human annotator and each of the foundation models. This di-

rectly compares how well each foundation model aligns with human judgment.
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Fleiss’ Kappa

Fleiss’ Kappa [101] (κ) extends Cohen’s Kappa to multiple annotators. It is calcu-

lated as:

κ= P̄ − P̄e

1− P̄e

where:

• P̄ is the average observed agreement among the annotators.

• P̄e is the expected agreement by chance.

Fleiss’ Kappa values also range from -1 to 1, with interpretations similar to Co-

hen’s Kappa. It measures the degree of agreement among multiple annotators,

correcting for the agreement expected by chance. In this thesis, Fleiss’ Kappa

is particularly relevant as it allows for the evaluation of agreement among the

human annotator and the two foundation models collectively. This provides an

overall measure of consistency across all annotators.

The algorithm 7 calculates Cohen’s Kappa and Fleiss’ Kappa to assess the inter-

rater reliability among a human annotator and two foundation models across

multiple categories. It begins by preprocessing the data, replacing any miss-

ing values with ‘UNKNOWN’. For each category, it computes Cohen’s Kappa be-

tween the human and each foundation model to measure pairwise agreement

and then prepares the data for Fleiss’ Kappa by identifying unique labels and

constructing a count matrix to assess overall agreement among all three annota-

tors. The outputs are the Kappa scores for each category, indicating the consis-

tency of the annotations.
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Algorithm 7 Calculation of Cohen’s Kappa and Fleiss’ Kappa

Input : Three sets of annotations: Human Labels (Lh), Gemini Labels (Lg), GPT-4
Labels (Lgpt4)
Output : Cohen’s Kappa and Fleiss’ Kappa for each category
Step 1: Preprocessing
for each annotation set L in {Lh, Lg, Lgpt4} do

for each label in L do
if label is NaN then

Replace NaN with ’UNKNOWN’
end if

end for
end for
Step 2: Per Category Calculations
for each category C do

Filter the data for category C
Calculate Cohen’s Kappa
Compute Cohen’s Kappa between Lh and Lg using:

κ= Po −Pe

1−Pe

Compute Cohen’s Kappa between Lh and Lgpt4 using the same formula.
Prepare for Fleiss’ Kappa Calculation
Identify unique labels across all annotators in C to create a label set U
Map each label in U to an index
Construct the Count Matrix
Initialize an empty matrix MC for category C of dimensions n ×|U |
for each item i in C do

Initialize a row ri with zeros, length |U |
for each annotator’s label l for item i do

Increment the corresponding index in ri

end for
Append ri to MC

end for
Calculate Fleiss’ Kappa
Compute Fleiss’ Kappa for category C using the matrix MC with the formula:

κ= P̄ − P̄e

1− P̄e

Where P̄ is the average proportion of agreement and P̄e is the expected agreement
by chance.
end for
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The next subsection explains how we can evaluate the veracity classification and

enables us to choose the best approach for automated veracity classification.

7.1.2 Evaluation Metrics for Veracity Classification

We perform evaluations to gain insight into how a model can perform in a real-

world setting. This is a common practice in machine learning. We present the

model with data it has never seen before and check how well the model captured

the nuances in the data. This is done using the test split, which we discussed in

subsection 6.3.1. The model’s output can be compared with the true labels (in

our case human labels) and falls under these four categories : 1. True Positive,

2. True Negative, 3. False Positive, 4. False Negative. We explain the above in the

context of Veracity Classification:

True Positive : These are instances where the model correctly predicts the re-

lationship between the claim and the evidence. That is, the model correctly

predicts the actual class. For instance, the model correctly predicts that the ev-

idence supports the claim and the claim according to the human label. This is

the same for NOT ENOUGH INFORMATION and REFUTED.

True Negative : These are instances where the model correctly predicts that the

relationship between the claim and the evidence does not belong to a particular

label or class. Example: The model correctly predicts that the claim does not be-

long to the label SUPPORTED and it belongs to NOT ENOUGH INFORMATION

or REFUTED. This scenario is the same for NOT ENOUGH INFORMATION and

REFUTED.

False Positive : Instances where the model predicts a relationship between the

claim and the evidence which doesn’t correspond to the human label are called

false-positive instances. Example: When the model predicts the relationship be-

tween the claim and evidence as SUPPORTED but it is NOT ENOUGH INFOR-

MATION or REFUTED according to the human label.

False Negative : Instances where the model fails to predict a relationship that

does exist are defined as False Negative. Example: The model predicts there is

not enough information from the evidence to support or refute the claim (NOT

ENOUGH INFORMATION) but it is actually SUPPORTED. In the case of NOT
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ENOUGH INFORMATION, the model incorrectly predicts SUPPORTED or RE-

FUTED. The same follows for REFUTED.

In our case, the manually annotated labels for each of the evidence selection

methods as discussed in Section 6.2 are considered to be the true labels for the

veracity classification of the respective evidence selection method. With the four

instances discussed above, we can prepare our evaluation metrics for veracity

classification. From the literature discussed in Chapter 3, we see that the met-

rics commonly used to evaluate a veracity classification or Natural Language

Inference model are: 1. Accuracy, 2. Precision, 3. Recall, 4. F1-Score.

We use the following table, 7.1, to explain our evaluation metrics. TP (True Posi-

tive) represents correct predictions for each class (e.g., TPS for SUPPORTED). FN

(False Negative) represents misclassifications (e.g., FNSR means SUPPORTED

was misclassified as REFUTED).

Actual
Predicted

SUPPORTED REFUTED NEI

SUPPORTED TPS FNSR FNSN

REFUTED FNRS TPR FNRN

NEI FNNS FNNR TPN

Table 7.1: Confusion Matrix for Veracity Classification

We can use weighted-average metrics as our dataset is imbalanced. This is done

by taking the support per class. Support is defined as the number of occurrences

of the label in the true/human label. The weighted-averaged metrics for our

veracity classification task are calculated as follows:

Precisionweighted =TPS +FNSR +FNSN

Ntotal
· TPS

TPS +FNRS +FNN S
+

TPR +FNRS +FNRN

Ntotal
· TPR

TPR +FNSR +FNN R
+

TPN +FNN S +FNN R

Ntotal
· TPN

TPN +FNSN +FNRN

(7.1)



7.2. RESULTS AND DISCUSSIONS 111

Recallweighted =TPS +FNSR +FNSN

Ntotal
· TPS

TPS +FNSR +FNSN
+

TPR +FNRS +FNRN

Ntotal
· TPR

TPR +FNRS +FNRN
+

TPN +FNN S +FNN R

Ntotal
· TPN

TPN +FNN S +FNN R

(7.2)

F1weighted =TPS +FNSR +FNSN

Ntotal
· 2TPS

2TPS +FNSR +FNSN +FNRS +FNN S
+

TPR +FNRS +FNRN

Ntotal
· 2TPR

2TPR +FNRS +FNRN +FNSR +FNN R
+

TPN +FNN S +FNN R

Ntotal
· 2TPN

2TPN +FNN S +FNN R +FNSN +FNRN

(7.3)

where Ntotal = TPS +TPR +TPN +FNSR +FNSN +FNRS +FNRN +FNN S +FNN R

where TP stands for True Positive and FN for False Negative, and the subscripts

S, R, and N, represent SUPPORTED, REFUTED, and Not Enough Information,

respectively.

Scikit-learn 1 provides the capability to perform weighted average evaluations

using its average parameter in sklearn.metrics. In the next section, we see the re-

sults of the proposed evaluations for both the dataset and veracity classification

and also discuss them in detail.

7.2 Results and Discussions

We had initially done an Exploratory Data Analysis of the constructed dataset in

Section 5.5. This was a preliminary analysis to gain insights into the dataset. We

further explore the results of inter-annotator agreement between models and

humans. We also discuss some patterns which were found in the foundation

models’ predictions and the need for human-annotated labels.

1 https://scikit-learn.org/stable/modules/generated/sklearn.metrics.f1_score.html

https://scikit-learn.org/stable/modules/generated/sklearn.metrics.f1_score.html
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7.2.1 Dataset

This thesis aimed to evaluate the consistency and reliability of annotations from

humans, Gemini, and GPT-4 models across various categories, employing Co-

hen’s Kappa and Fleiss’ Kappa as metrics for inter-annotator agreement. Table

7.2 shows the Cohen’s Kappa scores between Human-Gemini, GPT-4-Human,

GPT-4-Gemini and also the Fleiss Kappa between Human-GPT-4-Gemini. The

findings revealed a moderate level of agreement overall, with Cohen’s Kappa

scores of 0.41 for Human-Gemini, 0.47 for Human-GPT-4 and 0.44 for GPT-4-

Gemini comparisons. These scores, falling within the range of moderate agree-

ment, suggest a reasonable but imperfect concordance between the human la-

bels and models, indicating that while the human and models generally agree,

there are significant instances of divergence in their classifications. Notably, the

Fleiss’ Kappa score of 0.52, representing the agreement among all three annota-

tors, corroborates this moderate level of consistency. This score underscores the

presence of some alignment across the humans and models but also highlights

considerable discrepancies.

The per-category analysis shows variability in agreement levels, with categories

such as ‘COVID’ and ‘Mental Health’ showing relatively high agreement (Cohen’s

Kappa around 0.71 and Fleiss’ Kappa at 0.75, respectively). Conversely, cate-

gories like ‘Kidney’, with notably lower or even negative Kappa values, indicate

poor agreement. The discrepancy in agreement across categories signifies that

some areas are inherently more challenging to predict for models consistently,

possibly due to their complexity or the nuanced nature of the content. For GPT-

4-Gemini, there is high agreement in categories such as COVID, Throat, Cardio-

vascular Health and Eye. The lowest performing category is Skin, with scores of

0.532, which itself shows moderate agreement.

These are the detailed results of the evaluation of dataset creation. Addition-

ally, it is important to understand why some values have nan. In the case of

GastroIntestinal Health, we have only one claim and GPT-4 and Gemini both

produced the same label as the human annotation. In the case of Cancer, there

is no variability in the label. That is, all the labels in Cancer are SUPPORTED

and Gemini and GPT-4 also make the same predictions. Thus, since there is no

variability in the labels for these categories, they do not provide a score. For GPT-

4-Gemini Cohen’s Kappa, the category Kidney has nan even though it was not
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nan in other scores. This is because there is only one claim instance and both

GPT-4 and Gemini support the claim leading to no variability.

Category Gemini Cohen’s Kappa GPT-4 Cohen’s Kappa GPT-4-Gemini Cohen’s Kappa Fleiss Kappa

Overall 0.41 0.47 0.44 0.52

Skin 0.38 0.53 0.532 0.47

General Health 0.37 0.48 0.733 0.52

Vascular 0.15 0.27 0.459 0.28

Throat 0.55 0.61 0.914 0.68

Neurological health 0.41 0.36 0.560 0.42

Bone health 0.32 0.30 0.772 0.45

Women’s Health 0.46 0.50 0.701 0.55

Diabetes 0.45 0.58 0.459 0.46

Men’s health 0.42 0.38 0.654 0.46

Cardiovascular Health 0.52 0.47 0.822 0.60

Ear 0.27 0.29 0.699 0.41

Gastrointestinal Health nan nan nan nan

Fitness 0.31 0.36 0.845 0.46

Blood 0.56 0.59 0.574 0.57

COVID 0.71 0.71 1.0 0.80

Eye 0.17 0.31 0.838 0.41

Dental Health 0.01 0.37 0.574 0.30

Cancer nan nan nan nan

Muscles 0.29 0.01 0.592 0.22

Hair 0.39 0.45 0.789 0.54

Kidney 0.00 0.00 nan -0.50

Mental Health 0.74 0.73 0.769 0.75

Table 7.2: Cohen’s and Fleiss’ Kappa Scores for Different Categories

Negative Kappa scores indicate that the agreement among models and human

labels was worse by chance, suggesting systematic disagreement. To be more

precise, we just have one claim instance from the category ‘Kidney’, and they

are SUPPORTED by both the models, but the human labels it as NOT ENOUGH

INFORMATION. This can occur due to ambiguous or complex data, such as in

medical categories like ‘Kidney’, where the models might interpret symptoms

and conditions differently.
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Discussions about Dataset
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Figure 7.1: Comparison between Human Labels and Foundation Model Labels

This heatmap in Figure 7.1 provides a visual comparison between the labels as-

signed by us, Gemini, and GPT-4. The x-axis represents the different combina-

tions of labels assigned by Gemini and GPT-4 (the first field is the Gemini Label

and the second is the GPT 4 Label), while the y-axis represents the labels as-

signed by us.

The colour intensity indicates the frequency of occurrences of the labels, with

darker shades representing higher frequencies. The numbers within each cell

show the exact count of instances where a particular combination of labels oc-

curred. For example in Figure 7.1, the dark blue box with 382 means that there

are 382 instances SUPPORTED by both Gemini and GPT-4 which was also SUP-

PORTED by the human. Similarly, just above it is a yellow box with 28 which

means both Gemini and GPT-4 have predicted it as SUPPORTED but the human

has labelled it as REFUTED.
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There is strong agreement between the human labels and both Gemini and GPT-

4 when the label is SUPPORTED or REFUTED, as shown by the darker cells

along these categories.

For the category, NOT ENOUGH INFORMATION there are more variations, with

some cases being labelled as SUPPORTED or REFUTED by the models, indicat-

ing potential differences in interpretation.

Claim Human La-
bel

Gold Explana-
tion/Evidence

Gemini Label Gemini Explanation GPT-4 Label GPT-4 Rationale

Eating chocolate
will cause acne.

SUPPORTED The chocolate con-
sumption group had a
statistically significant
increase in the number
of acne lesions [102].

REFUTED There is no scientific
evidence to support the
claim that chocolate
causes acne.

REFUTED A study published in the
Journal of the American
Academy of Dermatology
found no link between
chocolate consumption
and acne.

You can get a cold
from being in the
rain.

SUPPORTED Exposure to cold has
often been associated
with an increased inci-
dence of respiratory in-
fections [103].

REFUTED The common cold is
caused by viruses, not
by being exposed to cold
weather or getting wet.

REFUTED Colds are caused by
viruses, not by exposure
to cold or rain.

You can prevent
acne by washing
your face more of-
ten.

NOT
ENOUGH
INFORMA-
TION

Washing and over-
the-counter cleansers
are commonly recom-
mended, but evidence
on effectiveness is
limited [104].

REFUTED Washing your face more
often does not prevent
acne; it may help reduce
oil but not prevent break-
outs.

REFUTED Although washing your
face can help remove ex-
cess oil, it does not pre-
vent acne, which is influ-
enced by multiple factors.

Varicose veins can
be treated with ra-
diofrequency abla-
tion.

NOT
ENOUGH
INFORMA-
TION

The level of evidence
for the use of radiofre-
quency ablation in vari-
cose veins is still being
evaluated.

SUPPORTED Radiofrequency ablation
therapy is a minimally in-
vasive procedure proven
to effectively treat vari-
cose veins.

SUPPORTED Eventually causing the
vein to collapse, close off,
and be reabsorbed by the
body, which is an effec-
tive treatment.

Table 7.3: Comparison of Human, Gemini, and GPT-4 Labels with their Explanations

Table 7.3 shows some differences between the human and the foundation model

labels. For instance, the first claim in Table 7.3 is REFUTED by both GPT-4 and

Gemini models because it could not find enough evidence supporting the claim.

According to Section 5.3.6, using the prompt instructions given for the founda-

tion models, it should then have annotated the claim as NOT ENOUGH INFOR-

MATION. This shows its inability to follow instructions to the fullest extent. It is

seen in the Table and also in Figure 7.1 that Gemini and GPT-4 tend to bend to-

wards SUPPORTED or REFUTED with only a minority number of claims being

predicted as NOT ENOUGH INFORMATION. In the second instance from the Ta-

ble, the model explains its prediction by stating contradiction. Since we found

research papers while annotating the claim that supports it, this can be a clas-

sic example of hallucination in foundation models. This is because foundation

models predict the next token based on the patterns it learnt during pre-training
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that is closest to the context, as seen in Section 2.3. In this case, we do not re-

fute that viruses cause the common cold in humans but that rain and exposure

to cold climates may be influential factors for respiratory infections according

to the human annotations. Thus we can see from these examples where foun-

dation models lag and the huge need for human-annotated labels to fine-tune

Natural Language Inference models for the purpose of veracity classification in

order to classify health-related / medical claims. Using these human-annotated

labels and extracted corpus, we use several retrieval strategies to retrieve evi-

dence from the corpus to build an automated system and annotate them again

to correct errors during retrieval to get a clean dataset while fine-tuning the mod-

els. We see how the veracity classification varies for each selection strategy and

discuss if certain models work particularly well or vice-versa for evidence ob-

tained through a particular strategy in the next subsection.

7.2.2 Veracity Classification

We evaluate the veracity classification using the various automated selection

techniques discussed in Chapter 6. We discuss in detail the performance of each

model for the evidence selection methods and see which models perform best

for each technique. We first also get the metrics for the manually annotated gold

evidence/explanation by performing zero-shot veracity classification using our

selected models. We discuss this in detail in the following subsection.

Human-level Retrieval-Based Veracity Classification

The choice of models can be made by first experimenting with it through a zero-

shot classification and ideally choosing it for fine-tuning. This would then be

helpful for taking the best models for the automated approach. We, therefore,

choose models which already perform Natural Language Inference as they have

been fine-tuned on the relevant datasets such that they can be used for zero-

shot classification. The models evaluated include PubMedBERT-mnli-MEDNLI,

DeBERTa-v3-base-mnli-fever-anli, DeBERTa-v3-base-mnli-fever-docnli-ling-

2c, Bioformer-8L-mnli, and Electra-base-mnli. All models were tested without

additional features, and their performance was measured based on accuracy,

precision, and F1-score.
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Figure7.2 shows the various metrics for the zero-shot veracity classification.

PubMedBERT-mnli-MEDNLI achieved a balanced overall performance, with

an accuracy of 0.7080, precision of 0.6621, and F1-score of 0.6783. DeBERTa-

v3-base-mnli-fever-anli demonstrated a significantly higher precision (0.7361),

but a relatively low accuracy (0.5917). This indicates a trade-off, where the

model exhibits strong precision at the cost of lower recall, as seen by a lower

F1-score of 0.6446. DeBERTa-v3-base-mnli-fever-docnli-ling-2c performed the

best overall, with the highest accuracy (0.6835) and precision (0.7498) among

the evaluated models for two labels, SUPPORTED and NOT SUPPORTED. This

balance is also reflected in its F1-score of 0.6905, making it the most reliable

model across all experimented models. Bioformer-8L-mnli underperformed

relative to the other models, with an accuracy of 0.5814, precision of 0.6848, and

F1-score of 0.6081. Electra-base-mnli displayed the highest precision (0.7969),

but with significantly lower accuracy (0.5388) and F1-score (0.6098). In con-

clusion, the DeBERTa-v3-base-mnli-fever-docnli-ling-2c model emerges as the

most robust across the tasks, combining high accuracy and precision with a

strong F1-score. PubMedBERT also provides competitive performance, particu-

larly in domain-specific applications. Conversely, Bioformer and Electra models

exhibit weaknesses in maintaining a balance between precision and recall, as

reflected in their lower F1 scores and accuracies. We thus use these models and

see if our fine-tuned models perform better than Gemini and GPT-4.
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Figure 7.2: Model Metrics for Human-Level Retrieval-Based Veracity Classification

The next subsections discuss in detail the results of the automated techniques

we use for veracity classification.

Sentence-level Retrieval-Based Veracity Classification

In evaluating the performance of sentence-level veracity classification models,

we focused on key metrics such as precision, recall, accuracy, and F1-score as

seen in Figures 7.3, 7.4, 7.5 and 7.6. The models analysed include DeBERTa-v3-

base-mnli-fever-anli, DeBERTa-v3-base-mnli-fever-docnli-ling-2c, Electra-base-

mnli, PubMedBERT-mnli-MEDNLI, and bioformer-8L-mnli, with various feature

sets including "NER Presence and Count in Both", "NER Presence and Count in

Claim", "NER Presence and Count in Evidence", and "No Features". We see in sec-

tion 4.3.2 the need for performing feature extraction using Named Entity Recog-

nition. This was mainly to break down complex medical claims to improve the

models’ performance metrics. In this section, we see if this feature extraction

has helped improve the veracity classification task.

The DeBERTa-v3-base-mnli-fever-anli model consistently outperformed other

models across all metrics. This model achieved the highest precision at 0.75, re-

call of 0.74, the accuracy of 0.74, and F1 score of 0.73 when using the feature
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set "NER Presence and Count in Both". This indicates its superior overall perfor-

mance in correctly classifying the veracity of claims and evidence.

The DeBERTa-v3-base-mnli-fever-docnli-ling-2c model showed slightly lower

but comparable results, with precision, recall, accuracy, and F1-scores all around

0.73. This consistency suggests that both variations of the DeBERTa-v3 model

are robust, particularly when utilising the "NER Presence and Count in Both" fea-

ture set. It should also be noted that this model is more suitable for two labels,

namely SUPPORTED and NOT SUPPORTED because of the DocNLI dataset

used for fine-tuning.

The Electra-base-mnli model demonstrated slightly lower performance with pre-

cision, recall, and accuracy scores all around 0.68 with the "NER Presence and

Count in Claim" feature set.

The PubMedBERT-mnli-MEDNLI model also performed well with its best results

using the "NER Presence and Count in Both" feature set, achieving an accuracy

of 0.67, precision of 0.67, recall of 0.67, and F1 score of 0.66. These metrics high-

light its effectiveness, particularly in medical and scientific contexts, although it

does not outperform the DeBERTa models.

In contrast, the bioformer-8L-mnli model exhibited lower performance across

all metrics, with precision, recall, accuracy, and F1 scores ranging from 0.60 to

0.66. This suggests that the bioformer-8L-mnli model is less effective for veracity

classification tasks compared to the other models analysed.

The metrics underscore the impact of feature selection on model performance.

The "NER Presence and Count in Both" feature set consistently enhanced model

effectiveness, particularly for the DeBERTa-v3 models. These findings estab-

lish the DeBERTa-v3 models as the most reliable for sentence-level veracity

classification tasks in this study. We can verify how the features impact the

performance of models by using the TransformersInterpret library. We see how

the models make predictions by showcasing their word importance and gen-

erating an attribution score. As explained in Section 6.4, this attribution score

can be positive or negative. The higher the score, the darker the colour. Neg-

ative scores are red, positive scores are green and neutral scores do not have

any colour. The darker the colour, the more contribution it provides, posi-

tively or negatively, to the model’s prediction. Figures 7.7, 7.8, and 7.9 show

DeBERTa_v3_base_mnli_fever_anli fine-tuned models with no features. They
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are of the format "Evidence[SEP]Claim". Figure 7.7 shows an example of a RE-

FUTED claim. As seen in the Figure, we can understand that the model correctly

has higher weights on the words maybe in the claim and cannot in the evidence

showing refutation. This shows that the model correctly processes the words

by providing the right amount of importance to these words. In Figure 7.8, we

can see that the word problem and the word weakness have the highest word

importance. These words have a close relation but do not have the same mean-

ing, thus resulting in the decision of NOT ENOUGH INFORMATION from the

model. In Figure 7.9, we can see that the model correctly places its attention

towards "tended to have higher" in the evidence and "more likely" in the claim.

The highest word importance is given to the word twice, which makes the claim

SUPPORTED. This validates that the DeBERTa_v3_base_mnli_fever_anli model

processes the words correctly to perform veracity classification. The strengths

of this model include its previous fine-tuning on several renowned Natural Lan-

guage Inference datasets. Although the other models have also been trained

on these datasets, DeBERTa performs better due to its disentangled attention

mechanism where it separates word content and position information. Also, it

incorporates an enhanced mask decoder during pre-training, as explained in

subsection 6.3.3. We also analyse the contribution of the Named Entity Fea-

tures from Figures 7.10, 7.11 and 7.12. To make this comparison, we use the

DeBERTa_v3_base_mnli_fever_anli model and fine-tune it, including all the fea-

tures for both claim and evidence. After comparing several instances in the

dataset, we can see that the features do not contribute much, as seen from the

attention weight explainability diagrams. Also, it is important to note that there

is only a 0.03 to 0.04 variation between the metrics having no features and all

features.



7.2. RESULTS AND DISCUSSIONS 121

DeBERTa-v3-base-mnli-fever-anli

DeBERTa-v3-base-mnli-fever-docnli-lin
g-2c

Electra-base-mnli

PubMedBERT-mnli-MEDNLI

bioformer-8L-mnli

Model

0.0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

Ac
cu

ra
cy

0.74
0.71

0.64 0.67

0.61

0.71 0.73

0.68

0.64 0.65
0.71

0.69

0.65
0.64 0.66

0.71 0.73

0.66

0.63 0.64

Accuracy

Features
NER Presence and Count in Both
NER Presence and Count in Claim

NER Presence and Count in Evidence
No Features

Figure 7.3: Model Accuracy for Sentence-Level Retrieval-Based Veracity Classification
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Figure 7.4: Model Precision for Sentence-Level Retrieval-Based Veracity Classification
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Figure 7.5: Model Recall for Sentence-Level Retrieval-Based Veracity Classification
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Figure 7.6: Model F1-Score for Sentence-Level Retrieval-Based Veracity Classification
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Figure 7.7: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
with REFUTED Label

Figure 7.8: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
with NOT ENOUGH INFORMATION Label
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Figure 7.9: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
with SUPPORTED Label

Figure 7.10: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features model
with REFUTED Label
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Figure 7.11: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification ofDeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features model
with NOT ENOUGH INFORMATION Label

Figure 7.12: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features model
with SUPPORTED Label

To dive a little deeper, we can check the attention weights for some misclassi-

fied labels to identify if they show any pattern for misclassification. From Figure

7.13, we can infer that the evidence is a title and does not provide complete

information about the claim. Thus, this should have been NOT ENOUGH IN-

FORMATION but this is misclassified as SUPPORTED. This could be mainly due

to the overlap of words such as "blood", "clots" and "prevent" as explained in
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Table 7.4. One more example from Figure 7.14, shows the model’s inability to

process sentences with abbreviations and technical terms. The words "HDL",

"VLDL", "IDL" and "LPL" cause the model to classify as REFUTED instead of

NOT ENOUGH INFORMATION.

We can also see from Figure 7.15, the number of correctly classified and misclas-

sified claims in our test dataset. It also showcases the ratios as per the claim

category because the test set does not have the same number of claims for ev-

ery category. From this, we can see that the top-performing categories in the

DeBERTa_v3_base_mnli_fever_anli fine-tuned model are Mental Health, Can-

cer, Dental Health and COVID. On taking a closer look at our dataset, we can

infer that for the category Cancer, the labels were always SUPPORTED. This

may be a limitation to the dataset because the model may predict all Cancer re-

lated claims as SUPPORTED. In other cases, the model seems to perform well

for all the labels. The model performs the worst for the category Skin. As seen

in the last two instances in Table 7.4, the category performs the worst because

of the overlapping words between claim and evidence and also a large number

of technical terms.

Figure 7.13: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
for misclassified instance 1
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Figure 7.14: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
for misclassified instance 2
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Figure 7.15: Classification Result Ratios based on Categories of Sentence-Level Retrieval-
Based Veracity Classification for DeBERTa_v3_base_mnli_fever_anli with No Features

We also see in Figure 7.16 and Figure 7.17 that the models correctly predict even

if there are input perturbations like synonym replacement and change in voice

from active to passive or vice-versa.
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Claim Evidence Actual Label Predicted La-
bel

Reason for Misclassifica-
tion

Blood clots can be pre-
vented.

Prevent blood clots and
improve survival.

NEI SUPPORTED The model likely in-
terpreted the evidence
as strongly supporting
the claim because of
overlapping words such
as "blood", "clots", and
"prevent" and positive
words like "improve".

Nearly 1 in 5 people expe-
rience some type of anxi-
ety disorder.

The study reported
that women suffer from
anxiety disorders al-
most twice that of men,
and about one-third of
women may suffer from
anxiety disorders once in
their lifetime [105]

NEI SUPPORTED The statistical nature of
the premise was misinter-
preted as strong support
for the claim, resulting in
misclassification.

The liver converts VLDL
into HDL.

The liver produces very
low-density lipopro-
teins (VLDL), which
is then converted into
intermediate-density
lipoproteins [106].

NEI REFUTED The model likely misun-
derstood the technical
details, seeing a contra-
diction where there was
none.

Fairness creams can help
to even out skin tone and
reduce the appearance of
dark spots.

Individuals with darker
skin tones may feel pres-
sure to conform to beauty
standards that favour fair
skin or may use SLPs
to address skin damage
caused by sun exposure
[107].

NEI SUPPORTED Overlap of words such as
"fair", "skin" and "dark".

You can tighten your skin
with a skin tightening ex-
ercise.

Skin tightening is
achieved through phys-
ical shortening of the
collagen fibers with
preservation of the heat-
stable intermolecular
hydrogen bonds, which
leads to an increase in the
rubber elastic properties
of the collagen polymer
and stimulation of new
collagen formation [108].

NEI SUPPORTED Overlap of words such as
"skin tightening" and the
word "exercise" is closely
associated with the word
"physical". Also com-
plex words such as "in-
termolecular", "collagen"
and "polymer".

Table 7.4: Comparison of Actual and Predicted Labels with Reasons for Misclassification.
Here NEI stands for NOT ENOUGH INFORMATION.
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Figure 7.16: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
for input perturbations with synonym replacement

Figure 7.17: Visualization of Attention Weights - Sentence-Level Retrieval-Based Veracity
Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features model
for input perturbations with voice replacement

Thus, from this section, we can conclude that the best-performing models for

Sentence-level retrieval based Veracity Classification are

DeBERTa_v3_base_mnli_fever_anli for three labels and DeBERTa-v3-base-mnli-
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fever-docnli-ling-2c for two labels. Although it lacks areas where there are tech-

nical terms, abbreviations, and overlapping words, it performs better than the

other models utilised in this thesis. We can also check if giving more context

to the model, such as a semantically chunked group of sentences, can improve

model performance and overcome these limitations. These are discussed in the

next section.

Semantic-level Retrieval-Based Veracity Classification

This section examines the performance of various semantic-level retrieval-

based veracity classification models, focusing on key metrics such as preci-

sion, recall, accuracy, and F1-score using different feature combinations: No

Features, NER Presence and Count in Claim, NER Presence and Count in Ev-

idence, and NER Presence and Count in Both. The models analysed include

PubMedBERT-mnli-MEDNLI, DeBERTa-v3-base-mnli-fever-anli, DeBERTa-v3-

base-mnli-fever-docnli-ling-2c, bioformer-8L-mnli, and Electra-base-mnli same

as in sentence-level veracity classification. Figures 7.18, 7.19, 7.20 and 7.21 show

the various metrics accuracy, precision, recall and F1-score of the above models

with various features.

Without additional features, the DeBERTa-v3-base-mnli-fever-docnli-ling-2c

model achieved the highest accuracy (0.7179), precision (0.7089), recall (0.7179),

and F1-score (0.6978), indicating robust performance across all metrics.

PubMedBERT-mnli-MEDNLI and Electra-base-mnli also demonstrated strong

results, with PubMedBERT achieving an accuracy of 0.6795 and Electra achiev-

ing 0.6624. In contrast, bioformer-8L-mnli lagged with an accuracy of 0.6453

and significantly lower precision (0.4164).

When incorporating the presence and count of Named Entity Recognition (NER)

in claims, DeBERTa-v3-base-mnli-fever-docnli-ling-2c again outperformed oth-

ers with an accuracy of 0.6923 and precision of 0.6808. PubMedBERT-mnli-

MEDNLI and DeBERTa-v3-base-mnli-fever-anli showed similar but slightly

lower performance. Electra-base-mnli and bioformer-8L-mnli displayed re-

duced effectiveness in this feature set, with bioformer-8L-mnli showing the

weakest results.

For NER presence and count in evidence, PubMedBERT-mnli-MEDNLI achieved

the highest accuracy (0.6923) among the models but with slightly lower preci-
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sion (0.6520) compared to its performance without features. DeBERTa-v3-base-

mnli-fever-anli and Electra-base-mnli performed average, whereas bioformer-

8L-mnli again showed lower performance.

Lastly, when considering NER presence and count in both claims and evidence,

DeBERTa-v3-base-mnli-fever-docnli-ling-2c remained the top performer with

an accuracy of 0.7094 and precision of 0.7008, highlighting its robust adaptabil-

ity to additional linguistic features. PubMedBERT-mnli-MEDNLI and Electra-

base-mnli showed good performance, but bioformer-8L-mnli continued to un-

derperform across all metrics.

As we analysed the instances in our dataset with the top-performing model

for Sentence-level Retrieval-Based Veracity Classification, we can do the same

for Semantic-level Retrieval-Based Veracity Classification. In this, the top-

performing model is DeBERTa-v3-base-mnli-fever-docnli-ling-2c. Unfortu-

nately, the TransformersInterpret explainability always crashed for this method

because of the size of the evidence document. Thus, we go through the infer-

ence outputs, which we store manually, to see patterns in which the model

correctly classifies or misclassifies the label.
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Figure 7.18: Model Accuracy for Semantic-Level Retrieval-Based Veracity Classification
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Figure 7.19: Model Precision for Semantic-Level Retrieval-Based Veracity Classification
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Figure 7.20: Model Recall for Semantic-Level Retrieval-Based Veracity Classification
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Figure 7.21: Model F1-Score for Semantic-Level Retrieval-Based Veracity Classification

From Table 7.5, we can see some patterns where the model correctly predicts

the labels. The column "Evidence (part of the semantic chunk)" means the sen-

tence presented in this column is a part of the semantic chunk. We chose this

sentence as a representative to compare and understand the reasoning behind

the model’s decision on the classification. All the instances given in this table

were correctly classified by the model at inference and also possible reasoning

behind the model’s prediction. We can also infer from these examples that al-

though DeBERTa-v3 performs better than other models, the one fine-tuned on

the DocNLI is more suitable here because it is a dataset for document-level (long

text) Natural Language Inference. Table 7.6 shows examples where the model

performs poorly. In the first instance, the model does not perform well when

there is a large number of numerical data in the evidence. Also, the model does

not perform well on abbreviations such as "s", which stands for seconds. The

second instance was misclassified due to a large number of technical terms such

as "onychomycosis" and "dermatophytes". We also try to analyse the category-

wise misclassifications and correct classifications as shown in the image.
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Figure 7.22: Classification Result Ratios based on Categories of Semantic-Level Retrieval-
Based Veracity Classification for DeBERTa_v3_base_mnli_fever_anli with No Features

We can also see from Figure 7.22 that COVID, Ear, Throat and Neurological

Health are the categories where the model has classified all the veracities of the

claims in the test dataset correctly. The worst-performing category is Vascular,

which has all incorrect classifications.
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Claim Evidence (part of se-
mantic chunk)

Label Reasoning for Classi-
fication

Earwax is pro-
duced to protect
the ear canal
and prevent
infection.

Pressure effect and
obsessive cleaning of
ear canals may re-
duce this protective
effect [109].

SUPPORTED The evidence sup-
ports the claim, and
the model correctly
identifies words
like "may reduce
the protective ef-
fect", "protect", and
"prevent".

Varicose veins
can be prevented
by wearing
compression
stockings.

Effect size: based
on relative risk or
odds ratio, compres-
sion therapy showed
a reduction in the
development of vari-
cose veins [110].

SUPPORTED The evidence directly
supports the claim by
providing evidence
that compression
therapy is effective in
preventing varicose
veins, and the model
correctly processes
these words.

Vision therapy is
only for children.

There remains con-
siderable controversy
in the medical com-
munity regarding
the efficacy of vision
therapy, especially for
adults [111].

NOT SUPPORTED The evidence intro-
duces doubt about
the general efficacy
of vision therapy,
particularly in adults,
which directly does
not address children,
so the model classi-
fies this correctly as
NOT SUPPORTED.

You need to exer-
cise every day to
lose weight.

Exercise recommen-
dations vary, and
weight loss can also
depend on diet, sleep,
and other factors.

NOT SUPPORTED The words "vary",
"also" and "other"
may influence the
model to decide
that it is NOT SUP-
PORTED.

Table 7.5: Claim and evidence instances which are a part of the evidence semantic
chunk to reason model’s decisions behind the predicted label
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Claim Evidence Actual
Label

Predicted
Label

Reason for Misclassi-
fication

Removing
germs from
the entire
surface of
one’s hands
requires at
least 15-30
seconds of
scrubbing
with soap
and warm
water.

A quick rinse followed by shak-
ing the hands to remove wa-
ter could loosen up the mi-
croorganisms. People tend to
perform a quick rinse with-
out soap. Few consumers
were seen to perform proper
hand washings during cook-
ing. Only 10% washed their
hands for the recommended
duration of 20 s. 23.9% did not
use soap, and 75.8% did not
rub their hands with soap for
20 s. Some researchers consid-
ered that a 10-s hand wash was
more representative of actual
practice [112].

S NS The numerical data
like 20-30 seconds in
the claim and the
large number of nu-
merical data in the ev-
idence could be a rea-
son. Also, "seconds"
is used as "s" in the ev-
idence.

Fungal nail
infections
are a sign
of poor
hygiene.

Fungal nail infections can
cause nails to become brit-
tle, change colour and shape.
They are referred to as "ony-
chomycosis." The infection
usually starts at the front or
side edge of the nail, less com-
monly at the base. It can cause
white patches on the nail sur-
face. Fungal nail infections are
usually caused by fungi that in-
fect the skin (dermatophytes).
They are more common on
toenails and can be difficult to
treat due to slow nail growth
[113].

NS S Technical terms such
as onychomycosis
could have possibly
led to misclassifica-
tion.

Table 7.6: Claim and Evidence instances which were misclassified and the reasoning for
misclassification. S in both actual and predicted labels stands for SUPPORTED and NS
in both labels stands for NOT SUPPORTED
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Thus, from this section, we can conclude that the best-performing model for

Semantic-level Retrieval-Based Veracity Classification is

DeBERTa-v3-base-mnli-fever-docnli-ling-2c for two labels "SUPPORTED" and

"NOT SUPPORTED". We stick to two labels for the semantic level as it was

also fine-tuned on DocNLI for long texts. Although it lacks in areas where there

are technical terms and abbreviations, it performs better than the other models

utilised in this thesis. We can also check if making the evidence more straightfor-

ward by breaking it into smaller components and giving it to the model, such as

propositions, can improve model performance and overcome these limitations.

These are discussed in the next section.

Proposition-level Retrieval-Based Veracity Classification

This section evaluated several models across different feature sets to assess their

performance in proposition-level retrieval-based veracity classification. The

models tested include PubMedBERT-mnli-MEDNLI, DeBERTa-v3-base-mnli-

fever-anli, DeBERTa-v3-base-mnli-fever-docnli-ling-2c, bioformer-8L-mnli, and

Electra-base-mnli. Each model was tested with various feature sets: No Fea-

tures, NER Presence and Count in Claim, NER Presence and Count in Evidence,

and NER Presence and Count in Both. Figures 7.23, 7.24, 7.25 and 7.26 show

the various metrics accuracy, precision, recall and F1-score of the above models

with various features.

The DeBERTa-v3-base-mnli-fever-docnli-ling-2c model consistently outper-

formed other models across different feature sets. This model demonstrated su-

perior performance, particularly when leveraging named entity recognition fea-

tures in the claim. When no additional features were used, the model achieved

an accuracy of 0.7222, precision of 0.7241, recall of 0.7222, and an F1 score of

0.7201. These scores indicate a strong base performance, suggesting that the

model’s architecture is well-suited for the task even without additional feature

engineering. This model supports only two labels.

For three labels, DeBERTa-v3-base-mnli-fever-anli and PubMedBERT-mnli-

MEDNLI also performed well, with accuracies of 0.6709 and 0.6026, respectively.

In contrast, bioformer-8L-mnli lagged, showing weaker results with an accuracy

of 0.6197 and lower precision (0.5817).
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Figure 7.23: Model Accuracy for Proposition-Level Retrieval-Based Veracity Classifica-
tion
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Figure 7.25: Model Recall for Proposition-Level Retrieval-Based Veracity Classification
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Figure 7.26: Model F1-Score for Proposition-Level Retrieval-Based Veracity Classifica-
tion
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To decide on the best-performing models and not only rely on the metrics, we

manually go through some of the instances from our test dataset to see the

model’s performance at inference. From Figure 7.27, we can see that the model

processes the word "only" correctly, which is the main reason for it to be clas-

sified as REFUTED. Figure 7.28 shows high word importance for the word "ev-

ery day", leading to the label NOT ENOUGH INFORMATION. From Figure 7.29,

there is a high overlap of words such as "arthritis" and "disability", but the word

"can" and "leading" has a slightly higher importance, making the model cor-

rectly predict the label as SUPPORTED. From Figures 7.31, 7.30 and 7.32, we

can see that the presence of additional NER features causes the model to either

misclassify the claim or has negative or little word importance.

Figure 7.27: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
model with REFUTED Label

Figure 7.28: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
model with NOT ENOUGH INFORMATION Label
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Figure 7.29: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
model with SUPPORTED Label

Figure 7.30: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features
model with NOT ENOUGH INFORMATION Label



142 CHAPTER 7. EVALUATION AND RESULTS DISCUSSION

Figure 7.31: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features
model with SUPPORTED Label

Figure 7.32: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with All Features
model with REFUTED Label
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Claim Evidence Actual
Label

Predicted
Label

Reason for Misclas-
sification

Blood clots
can be pre-
vented.

PREVENT CLOT is a multicen-
ter, randomized practical clinical
trial evaluating thromboprophy-
laxis [114].

NEI Supported Overlap of words
such as "prevent",
"clot"

Joint noises
are always
painful.

Physiological noise in the knee is
common, usually painless, and
should not cause concern [115].

NEI Refuted Overlap of words
such as "noise" and
also words such as
"painful" and "pain-
less" contradict each
other.

Wearing or-
thotics can
help to re-
duce pain
and improve
walking.

Foot orthoses have been sug-
gested as a treatment for foot
pain and walking difficulties.

NEI Supported The model could not
identify the intricate
difference between
the suggestion and
result of wearing the
orthotics, thus mis-
classifying it because
of overlapping words

Table 7.7: Misclassifications in Proposition-Level Retrieval-Based Veracity Classification

Further, we also perturbed the input evidence by changing its voice from ac-

tive to passive without changing the meaning and also swapping synonymous

words. The model performs consistently in the examples experimented with

and produces the same result with and without perturbations. These perturba-

tions are seen in Figure 7.35 and Figure 7.36.
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Figure 7.33: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification ofDeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
Misclassified 1

Figure 7.34: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
Misclassified 2
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Figure 7.35: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
model for input perturbations with synonym replacement

Figure 7.36: Visualization of Attention Weights - Proposition-Level Retrieval-Based Ve-
racity Classification of DeBERTa_v3_base_mnli_fever_anli fine-tuned with No Features
model for input perturbations with voice replacement
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Figure 7.37: Classification Result Ratios based on Categories of Proposition-Level
Retrieval-Based Veracity Classification for DeBERTa_v3_base_mnli_fever_anli with No
Features

To dive a little further, we see some misclassified instances and try to identify the

reason for misclassification. Table 7.7 shows some instances where the model

has misclassified the veracity of the claim. In the first instance, due to the over-

lap of words, the model seems to have misclassified the veracity as SUPPORTED.

The word "PREVENT CLOT" is the name of an organization, but the model mis-

interprets it here. In the second instance, the main words for misclassification

could be antonyms, "painful" and "painless" in the claim and evidence, respec-

tively. In the final instance, the model could not correctly decipher between a

suggestion and the result of using orthotics. From Figure 7.33, we see that the

overlap of words like "biotin" is the reason why the model has misclassified the

veracity. Similarly, in Figure 7.34, the model misclassifies the veracity because

of the overlapping words like "Animal lice" and "lice from pets". We also try

to evaluate the correctly classified and misclassified veracities of the claims in

the test dataset. As seen in Figure 7.37, Men’s Health, Throat and Mental Health
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have high correct categorisation rates and categories such as hair, blood, and

skin perform poorly, showing difficulty in precise classification.

Thus, from this section, we can conclude that the best-performing models for

Proposition-level Retrieval-Based Veracity Classification are

DeBERTa_v3_base_mnli_fever_anli for three labels and DeBERTa-v3-base-mnli-

fever-docnli-ling-2c for two labels. Although it lacks in areas where there are

overlapping words, it performs better than the other models utilised in this the-

sis for the proposition-level method. Each chunking strategy has advantages

and disadvantages, and we choose the best strategy based on the document cor-

pus and dataset. In all three methods, DeBERTa-v3 shows the best performance.

In the next section, we answer the research questions we discussed in Chapter 1

using the results we discussed in this chapter.

7.3 Answering the Research Questions

With the help of the results discussed in the previous sections, we can answer

our research questions. We go through each research question one by one and

conclude the findings of this research.

7.3.1 How can diverse sources of biomedical claims be systematically col-
lected and annotated to construct a dataset for automated fact verifi-
cation?

This research question was the basis of forming our dataset. We compiled a

novel dataset named "MediClaim" by collecting images from the internet with

texts embedded inside them as well as claims from books, as shown in Chapter

5. We then extract these texts from the images and pre-process them using the

Gemini 1.0 Pro Vision foundation model, which acts as a good Optical Charac-

ter Recognition technique as it requires minimal manual correction. We then

manually annotate these claims using well-established rules for annotation as

discussed in Chapter 5 and use renowned scientific journals to build a corpus

of documents which serve as a basis for the evidence. We also decided to label

the claims into three categories - SUPPORTED, REFUTED and NOT ENOUGH

INFORMATION. Although foundation models, like Gemini, were suitable for

extracting texts, we see from subsection 7.2.1 that these models (Gemini and
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GPT-4) do not have a good inter-annotator agreement with the human anno-

tations. In cases where different research papers have distinct outcomes on

claims and do not reach a proper verdict leading to the human label being NOT

ENOUGH INFORMATION, the foundation models give a prediction of either

SUPPORTED or REFUTED. Thus, this leads to building other automated tech-

niques that could retrieve information from our corpus and make predictions

for these claims. We also categorize the claims in our dataset into various health

categories and see the performance between the foundation model labels and

human labels for every category. The top-performing categories were COVID

and Mental Health. Finally, it is important to note that the dataset must be

enriched with an equal number of instances in each category to gain more in-

sights, which could be a possible limitation of this dataset. Also, splitting claims

which have to verify multiple components inside them would be another scope

for improvement. Thus, we answer this research question by building a well-

structured dataset consisting of the claim, its gold label, the evidence behind

the label and the category of the claim. Now that we have established a dataset,

we can see if we can build an automated approach that performs better than the

foundation models.

7.3.2 What automated techniques can be employed to retrieve evidence for
each claim from a biomedical corpus?

From our previous research question, we can see the need for why we need

better-automated solutions than general-purpose foundation models / large

language models. We, therefore, experiment with three chunking strategies and

retrieve these evidence chunks for each claim with the help of the bi-encoder

all-MiniLM-L6-v2 and cross-encoder ms-marco-MiniLM-L-6-v2. Our chunk-

ing strategies include sentence-level chunking, semantic-level chunking and

proposition-level chunking, all combined with the mentioned bi-encoder and

cross-encoder. Each method has its own advantages and disadvantages, as dis-

cussed in Section 7.2.2. The sentence-level method has single sentences similar

to the other Natural Language Inference datasets and, therefore, has the highest

performance metrics. It has disadvantages such as bad performance on abbre-

viations, overlapping words, less context and more complex sentences, thus

leading to misclassification. It also performs poorly on statistical claims due

to a lack of context. To give more context, we experiment with semantic-level
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method. It overcomes the issue of overlapping words. It performs poorly in

technical terms and statistical features due to the large amount of numerical

data in the context. It also does not perform well on abbreviations. To make the

sentences less complex, we go for the proposition-level method. This method

works well with abbreviations and technical terms but lags at overlapping word

problems. Thus, we can use a method of choice based on the purpose as all

three methods have similar performance metrics.

7.3.3 How can this evidence be used to predict the veracity of the claim?

We finally answer the main research question of how this evidence can be

used to predict the claims’ veracity. We evaluated our models first with the

human labels and chose the best models. Compared with the human labels, the

DeBERTa-v3 models show the best performance in both two and three labels.

In all three automated veracity classification strategies, DeBERTa-v3 consis-

tently performed the best. We also see that DeBERTa_v3_base_mnli_fever_anli

and other models which have been trained on short text NLI datasets do not

perform the best with semantic-level retrieval-based veracity classification be-

cause they were not fine-tuned to perform Natural Language Inference for long

documents unlike DeBERTa-v3-base-mnli-fever-docnli-ling-2c which was fine-

tuned on the DocNLI dataset for long document NLI. Sentence-level retrieval-

based veracity classification uses individual sentences as evidence while mim-

icking typical NLI datasets. This enabled the models to perform classification

tasks comparable to short-text NLI tasks. We also extracted features for the

claim and evidence using a named entity recognition model called GLiNER but

they do not seem to show much contribution when we checked their atten-

tion weights using the Transformers-Interpret explainability library. The top-

performing model, DeBERTa-v3-base-mnli-fever-anli, achieved an accuracy

of 0.7094, precision of 0.7138, recall of 0.7094, and an F1-score of 0.7003 using

this method. Semantic-level Retrieval-Based Veracity Classification provided

greater context by categorising sentences based on semantic meaning. This

strategy offered the model more nuanced classification details, mitigating some

of the challenges of the sentence-level method like abbreviations and overlap-

ping words. The DeBERTa-v3-base-mnli-fever-docnli-ling-2c model, designed

explicitly for long-text NLI tasks, outperformed this semantic-level approach

with accuracy, precision, recall and F1-score being 0.7320, 0.7245, 0.7318,
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and 0.7136 respectively for two labels, SUPPORTED and NOT SUPPORTED.

Thus for semantic-level retrieval-based veracity classification, we stick to two

labels. For the last and final approach, Proposition-level retrieval-based verac-

ity classification, again the DeBERTa_v3_base_mnli_fever_anli emerges as the

top performer with accuracy of 0.6496, precision of 0.6631,recall of 0.6496,

and F1-score of 0.6240. This method overcomes issues with abbreviations and

technical words but still has the problem of overlapping words. We also check if

the models change their predictions when they are presented with input pertur-

bations such as a change in voice from active to passive or a replacement with

synonymous words in a couple of instances from our dataset. In these cases, the

models were consistent with their predictions of veracity. As a future step, we

can incorporate the calculation of the faithfulness of these models. Thus, this

thesis has answered all the established research questions and discussed their

results in detail. In the next chapter, we conclude this thesis and discuss the

limitations and opportunities for future work.



8
Conclusions and Future Work

This is the final chapter of this thesis and focuses mainly on what we have

achieved in this master thesis, the limitations of this work and some methods

to overcome these limitations in future work. The next section concludes the

entire thesis and describes what we can learn from this thesis.

8.1 Conclusions

In today’s time of generating synthetic labels, human labelling proves to have a

higher level of significance because of the possibility of hallucination in Large

Language Models or Foundation Models. From Chapter 7, we can conclude

that foundation models, although widely used for many tasks such as writ-

ing summaries, coding, and image processing, cannot be considered the best-

performing for common health-related claims. They showed significant incon-

sistencies in labelling NOT ENOUGH INFORMATION in this task of veracity

classification. Although they are not the best for fact-checking tasks, we have

proved in our thesis that Foundation Models like Gemini 1.0 Pro Vision, through

its image processing capabilities, stand as state-of-the-art for text extraction

from images irrespective of the layout of the image. We were optimally able to

filter and extract the required texts through efficient prompting techniques like

Chain-of-Thought Prompting. Notably, the post-processing efforts required for

this text extraction were minimal. Thus, we can effectively build a dataset by

scraping images from the internet and processing them to extract the text em-

bedded inside them to fact-check them and prevent misinformation. This can

be widely used in various domains such as politics, current affairs and many

more and could be a method to tackle misinformation spreading widely on so-
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cial media. The dataset we built also has a Fleiss Kappa score of 0.52 among the

three annotators, human, Gemini and GPT 4. It is also noteworthy that manual

labels compare many research papers and do not generate conclusions from

the patterns learned during pre-training based on probability, such as Large

Language Models/Foundation Models. Thus, many NOT ENOUGH INFORMA-

TION labels from the human annotation were classified as SUPPORTED or

REFUTED by Gemini and GPT-4 which may be adverse to the decision. The

annotation of the categories helps us take a deep dive into the type of labels and

the complexity of claims and evidence in each category.

To automate the process of manual evidence selection and veracity classifica-

tion, we try three approaches of evidence chunking combined with retrieval and

then veracity classification. Among all three approaches, the DeBERTa-v3 mod-

els performed the best across all metrics because of their architecture and the

fine-tuning from Natural Language Inference(NLI) datasets. Each method has

advantages and disadvantages and can be chosen according to the corpus or

claims. Finally, we also look into some of the limitations we identified during

this thesis and the possibilities for future initiatives in the next sections.

• Limited number of human annotators: While we established a defined

set of rules, the labelling of claims ultimately relies on human interpreta-

tion. Individual perspectives in applying these rules can vary. Increasing

the number of annotators could provide more diverse insights.

• Handling of complex claims: Some claims contain multiple components

requiring verification. Although our current rules address this by deciding

based on majority support or refutation, a more nuanced approach would

involve breaking down such complex claims into individual components

for separate verification.

• Imbalanced distribution of claims: The dataset exhibits two main imbal-

ances:

– A disproportionately large number of SUPPORTED claims.

– Uneven distribution across claim categories.

To address this, we could leverage our existing pool of Google Images to

incorporate more claims in underrepresented categories and labels.
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• Limitations in veracity classification models: As identified in Chapter 7,

our current models struggle with claims containing abbreviations, statis-

tics, and technical terms, particularly in Semantic and sentence-level

retrieval-based veracity classification. Future work could explore more

advanced techniques such as Retrieval Augmented Generation (RAG) to

improve performance on these types of claims.

While the limitations discussed in this section highlight areas for improvement

in our current research, they also present opportunities for future work and

advancement in the field of automated veracity classification. The following

section outlines several promising directions for extending and refining our ap-

proach, addressing the identified limitations, and exploring new avenues for re-

search.

8.2 Future Work

The research described in this thesis has provided major insights into the field of

veracity classification, especially in the context of health misinformation. While

much progress has been made, the inherent complexity and frequently chang-

ing nature of misinformation continue to provide significant issues that require

additional exploration. This section describes how we could improve this area

of research through the following techniques:

8.2.1 Extendability of the Dataset

The current dataset built by extracting claims and evidence from images pro-

vides a solid foundation for automated veracity classification. However, the

dataset is limited in terms of its scope and size. One of the next steps would

be to use the already extracted images and extract more claims from them to

generate a bigger dataset. They could be annotated and included to correct the

current imbalance in claim distribution. This would help to improve the model’s

performance metrics.
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8.2.2 Multimodal PubMed Corpus

Relying solely on text-based sources constrains the extent of verifiable informa-

tion. A viable future option involves the creation of a multimodal corpus utilis-

ing findings from PubMed research articles. This dataset may integrate images,

text from research papers, and graphs and charts to facilitate more intricate,

multimodal veracity classification tasks.

8.2.3 Bias Analysis of the dataset

As with any dataset, it is important to look at any biases that might come from

the sources that were used to gather claims or from the people who annotated

them. In the future, there could be a detailed analysis of bias to make sure that

the dataset is not biassed in any way, especially when it comes to sensitive topics

like health. Finding and fixing biases in both data gathering and model predic-

tion would help make veracity classification systems that are more accurate and

fair.

8.2.4 Impact Analysis using News Articles

A future direction involves evaluating the real-world efficacy of the veracity clas-

sification models by implementing them on misinformation in news reports.

This entails extracting claims from diverse news sources, verifying them using

the models, and thereafter assessing the reach and engagement of misinforma-

tion before and during the model’s implementation. By evaluating the efficacy

of the models in real-time situations, we can determine their performance be-

yond controlled study environments and assess their capacity to curtail the dis-

semination of misinformation.

8.2.5 Advanced Techniques for Evidence Selection

In our work, we looked at different chunking and retrieval techniques for choos-

ing data that either supports or refutes claims. The outcomes of these meth-

ods were good, but they could be much better if more modern techniques like

Retrieval-Augmented Generation (RAG) were used.
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The future work mentioned provides numerous chances to develop and im-

prove automated veracity classification. By improving the dataset, better re-

trieval techniques, and real-world impact assessments, we can help to develop

more robust, fair, and successful models for combating misinformation across

multiple domains of health. With these conclusions and future directions, we

hope this thesis serves to tackle misinformation in health and medicine and

also help fact-checkers with the process of claim verification.

The source code for this master thesis is present in the following repository for

which access will be provided on request: https://github.com/jeffyelson/
MasterThesis_JeffyElson.

https://github.com/jeffyelson/MasterThesis_JeffyElson
https://github.com/jeffyelson/MasterThesis_JeffyElson
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