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Abstract

Requirements engineering plays a vital role in the software development process as
it involves collecting and examining stakeholder needs to create a complete set of
requirements and categorizing them based on software product characteristics. It is
however error-prone and time-consuming to classify requirements manually. Several
approaches based on natural language processing (NLP) have been proposed to solve
this problem. However, a significant challenge in this process is the limited access to
public datasets that can be used to train machine learning models for automated
requirement classification. To address this issue, it is essential to utilize various
learning techniques to maximize the effectiveness of the available data. This thesis
aims to address the challenge of limited access to public datasets from diverse domains
in requirement engineering by exploring the use of Continual Lifelong Learning (CLL)
to transfer knowledge across datasets while retaining previous information for the
purpose of requirement classification. Our approach involves comparing CLL with
other forms of learning, such as transfer learning, to determine the extent of knowledge
transfer and the effectiveness of the method. Additionally, we integrate a knowledge
graph as a knowledge base into the CLL technique with the state-of-the-art BERT
model to facilitate the task of requirement classification. Our results demonstrate that
CLL achieves promising outcomes in maintaining knowledge and provides support
with the requirement classification process. Overall, this research highlights the
importance of leveraging different learning techniques to overcome the challenges
associated with limited access to public datasets in requirements engineering. By
implementing CLL and integrating a knowledge base, we provide a comprehensive
and effective solution for requirement classification, which can significantly improve
the quality of the software development processes.
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1. Introduction

As technology continues to advance, the use of machines has become increasingly
important in both our personal and professional lives. Each machine is equipped with
specific software designed to streamline and automate various tasks. Creating such
software is a complex and time-consuming process that involves extensive planning
and careful execution of the software development life cycle to ensure that user
expectations are met and translated into an effective application.

The software development life cycle (SDLC) is a methodical process that strives to
produce software of exceptional quality while keeping costs low and completing the
project in the most efficient time frame possible. Its primary objective is to create
software that meets and exceeds the expectations and requirements of customers,
ensuring their satisfaction. It starts with the planning phase or also known as the
requirement analysis phase where engineers collect all the requirements from the
stakeholders and determine a plan to design a system. A system is devised and put
into action, followed by a testing phase to assess its functionality. As the system
progresses, its performance and quality are evaluated, and new requirements are
generated, restarting the cycle from the initial phase and continuing the iterative
process. Figure 1.1 represents the general idea about SDLC.

Requirement analysis is the first and the most important phase that determines
user expectations for a new or a modified product. This phase requires frequent
communication with stakeholders and end-users to define expectations, address
conflicts, and thoroughly document all key requirements. Requirements are mainly
written in natural language (textual format), expressing a condition or capability
possessed by the system to solve a real-world problem. The problems can be
automating a part of a system or correcting shortcomings of an existing system. For
example, if we look at the requirement ‘The system shall refresh the display every
60 secs’, it refers to automating the refresh function of the system after a given
particular time period.

In the development and testing of quality software, important decisions related to
planning, estimating, and managing resources are tied to the correct and timely
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Figure 1.1: Software Development Life Cycle Source

identification of system requirements. Especially for large systems, the process of ana-
lyzing the customer requirements, such as classifying them into software requirement
categories, is often lengthy and error-prone. The process of classifying requirements
is essential for the requirements engineer to enable tracking and verification of these
requirements during subsequent development activities. Classification of requirements
helps the engineers to prioritize the necessary and urgent requirements and can assign
them to the specific team in a timely manner.

Requirements can be categorized into two different categories, i.e., functional and
non-functional requirements. Functional requirements are described as a feature
that a system or component must be able to perform. These requirements describe
the interaction of the system with its environment, for example being able to allow
some modification of the display. On the other hand, non-functional requirements
are related to system attributes such as availability, performance, and security.
Non-functional requirements should be accomplished by the system to make it
perform efficiently. According to ISO/IEC 25010 standard!, requirements can be
related to eight different quality characteristics. Figure 1.2 gives an insight into ISO
software product quality and its characteristics. A requirement can be a part of
multiple categories, this makes the requirement classification a multi-label multi-class
classification problem.

Thttps://is025000.com/index.php/en/iso-25000-standards /iso-25010
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1.1 Motivation

Manual classification of the requirements into their pre-defined categories by an
engineer is a very time-consuming and error-prone process. It requires the engineer
to understand the domain knowledge beforehand and go through each of the re-
quirements to manually annotate them. Since the requirements can be written by
multiple stakeholders or users, there can be an inconsistency in the text structure
across different requirements that might lead to confusion and may result in a wrong
annotation. A better way to classify these requirements is to use a machine learning
approach that automates the process and saves time and is efficient.

Several approaches based on machine learning (ML), deep learning (DL), and natural
language processing (NLP) have been proposed in the literature to classify require-
ments. Most implementations are based on supervised learning and utilize standard
machine learning models, for example, Naive Bayes and Support Vector Machines
[6, 86]. The problem that arises with machine learning is the dataset limitation.
To train any machine learning model, we require a good amount of data. Though
the size of the data is considerably large for manual annotation, it is not enough
to train a machine learning model and as most industry data is confidential, it is
not publicly available. Since software development is a life cycle process, not all
requirements needed to manage software are available at the same time, and we know
from industry experience that it provides a very wide range of software requirements
from different business areas. This leads to data with a different domain and different
text structure, and each set of data may introduce new categories that were not
available at a previous time step. Given a set of data at each time step, which may
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vary across different domains, a more comprehensive approach is required to transfer
knowledge both within and across these domains and it is not feasible to collect data
every time and use it with the newer set. While online learning has been found to
be suitable when data is not available simultaneously, its effectiveness is limited to
cases where the data is originate from similar domains[40]. This is where transfer
learning can come into play, improving performance by enabling knowledge transfer
across domains.

Despite the benefits of transfer learning, it poses a potential issue known as catas-
trophic forgetting, wherein the network forgets information from the previous dataset
and becomes more focused on the current dataset. “Catastrophic forgetting is the
well-known Achilles’ heel of deep neural networks, that the knowledge learned from
previous tasks will be forgotten when the networks are retrained to adapt to new
tasks.” [42]

There is a need for a technique that can facilitate the transfer of knowledge between
similar and cross-domains while also preventing catastrophic forgetting of information
from previous datasets. Continual lifelong learning is an approach that may be
beneficial in achieving these goals.

Continual lifelong learning (CLL) is a part of machine learning which helps in
continual learning of the same or different task by accumulating past knowledge and
use it for future learning and knowledge reasoning [15]. CLL attempts to imitate this
characteristic of humans by acquiring and storing knowledge in a knowledge base and
using it to understand new tasks without forgetting previous tasks [5, 15]. With this
approach, it might be possible to reduce the risk of catastrophic forgetting and enable
efficient cross-domain knowledge transfer, as the problem of catastrophic forgetting
is of great importance in the field of deep learning as it limits the performance of
neural networks.

1.2 Main Contributions

The main contributions of this thesis are summarized as follows:

1. This thesis presents a comprehensive analysis of various learning paradigms that
can be used for knowledge transfer in requirements classification, highlighting
their unique features and limitations.

2. In this work, we introduce the first-ever application of continual learning in
requirement classification, which enables the model to adapt to new requirements
and changes in the domain over time.

3. We present a study of different approaches to mitigate the strong class imbal-
ance in requirements datasets, introducing different class weights that enhance
the performance of the model in accurately predicting minority classes while
maintaining a high-level score for the majority classes.

4. This thesis proposes a novel continual learning approach that combines a BERT
model with a self-designed knowledge graph, retaining prior knowledge and
providing a kind of explainability of the results.
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5. We conduct a rigorous evaluation of different techniques for requirement classifi-
cation using advanced metrics that help in providing a better understanding of
their performance and effectiveness.

1.3 Thesis Structure

The following chapters of the thesis are structured as follows:

e Chapter 2 covers the background of requirements engineering and natural lan-
guage processing methods, and defines all necessary terms related to this thesis.

e Chapter 3 provides an overview of all the approaches currently used in litera-
ture with regard to requirement classification and continual learning in natural
language processing.

e Chapter 4 formulates the research question in context to this thesis.

e Chapter 5 explains in detail the methodology of the new novel approach in
continual learning with the integration of a knowledge base.

e Chapter 6 gives a detailed overview of the datasets and experimental setup to
answer the research questions.

e Chapter 7 evaluates the performance of all the knowledge transfer approach.

e Chapter 8 concludes this thesis by discussing the benefits and drawbacks with a
possible future work.






2. Background

In this chapter, we present an overview of background knowledge that aims to provide
context and foundation for this thesis.

e Section 2.1 gives insight about the requirements engineering domain.

e Section 2.2 describes how natural language processing works in terms of a
classification problem.

e Section 2.3 defines and explains different paradigms of learning in artificial
intelligence and how they are different from each other.

e Section 2.4 represents different kinds of knowledge bases.

e Section 2.5 gives details about how to process graph information using a graph
neural network.

e Section 2.6 states and defines the purpose of different types of evaluation metrics.

2.1 Requirements Engineering

A requirement describes a necessary property of a system [123]. It is commonly
written in a textual format that describes a system’s characteristics or qualities that
express customers’ or users’ expectations. Many believe that software development
consists mainly of programming work, but industry experience shows that most of
the time and effort is spent on activities related to requirements [123]. Once all the
important requirements are sorted, it becomes easier to develop software with proper
time management.

Requirements Engineering (RE) is associated with the documentation, analysis,
prioritization, and agreement of requirements, as well as the subsequent control of
changes and communication with relevant stakeholders. It is a common process in
the software engineering domain and is a part of the first phase of the SDLC. It is a
continuous process throughout a project. The process of RE involves two steps [71].
The first step is problem analysis, which involves generating ideas and interviewing
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individuals to identify existing constraints and problems. The second step is the
system description, which involves documenting the expected behavior of the system.

Requirement classification is a part of requirements engineering that helps in assigning
the requirements into functional and non-functional categories, which helps the
engineers to prioritize important requirements. Based on the current research and the
availability of the datasets, for example, Hey et al. [38] utilizes a dataset (PROMISE)
[96] that contains requirements that can be classified based on 12 different types
of categories i.e., Functional, Availability, Fault Tolerance, Legal, Look & Feel,
Maintainability, Operational, Performance, Portability, Scalability, Security, and
Usability. Table 2.1 shows the different types of requirement categories with an
example that describes their purpose.

Table 2.1: Standard requirement categories [96]

Category Example
Functional The system shall allow modification of the display
Availability ...be available during normal business hours
Fault Tolerance | ...in the event of a failure
Legal ...shall be in compliance with ...
Look and Feel The user interface...
Maintainability | ... updated during scheduled maintenance hours
Non- . -
Functional Operational The system shall operate within...
Performance The product shall respond fast...
Portability The product is expected to run on...
Scalability ...able to support multiple remote users
Security ...it can only be accessed by authorized users
Usability ...able to use the system after one day of training

RE is a long and tedious process that involves a lot of planning, refining and
restating, communication with the stakeholders, analyzing, categorizing, allocating
resources, prioritizing, testing and validating, etc. In this paper, we focus on the
categorization aspect of RE, which can help engineers save time and manage the rest
of the requirements engineering process.

2.2 Text Classification

Data written in natural language text contain rich sources of information, but
extracting insights from these data can be a lengthy process due to their unstructured
and ambitious nature. However, given the advancement of natural language processing
(NLP) and machine learning, it is getting easier to analyze and process these data.
Text classification is a part of NLP which is the process of assigning a label(s) to a
given instance of text data with the help of a machine learning approach. It is one of
the primary tasks in NLP with a broad range of applications, for example, sentiment
analysis, spam detection, etc. In this thesis, we use it to recognize the characteristics
of requirements.

In this section, we will present how a text can be represented so that it can be used
for further processing, i.e., machine learning and deep learning-based approaches
that are used for classification problems.
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2.2.1 Text Representations

Machine learning methods work with numerical data, and in order to process the text
using the ML approach, we need to convert the natural language into a numerical
format that captures the essence of the text and helps in further analysis of the
data. Text data can be represented in two different ways, one as a count model
representation where we consider the statistical number of individual words or
alphabets, and the other as a learning-based representation where a model is trained
to capture the semantic meaning of the text.

2.2.1.1 Count Model Representations

The text represented using a count model approach performs statistical methods to
determine the count or the position index of the word in a text. There are 3 different
ways to represent a text.

One-Hot Encoding converts a word in a text into a vocabulary size vector and then
combines all the word vectors to form a 2-D array that represents the whole text. It
assigns the value 0 to all elements except for one. For example, if we consider the
text ‘The system shall display activities’; it can be represented as The - [10000],
system - [01000], shall - [00100], display - [00010], activities - [00001] and the
whole text would be [[10000], [01000], [00100], [00010], [00001]]. It is easy to
understand and implement. However, the size of the vector keeps on increasing as
long as the vocabulary is increasing. It creates a high-dimensional sparse matrix that
leads to memory problems.

Bag of Words is similar to one-hot encoding. Instead of a representation for each
word, we have a vector of fixed vocabulary size that stores the number of occurrences
of each word in the text. First, the vocabulary list is created in alphabetical order,
and then the count of each word in the text is determined and placed in the respective
location in the vector. For example, 'The system shall display system activities’ can
be represented as [11121]. It is simple and has a fixed-size representation, but when
it encounters a new word that is not in the vocabulary list, it discards it and only
considers the words that are present in the list. Since the vector corresponds to the
size of the vocabulary, not every text would consist of the entire vocabulary, thereby
still causing the sparse matrix problem and does not consider the order of the text
[80].

TF-IDF stands for Term Frequency-Inverse Document Frequency [103]. This is an
advanced approach of Bag of Words, where each text is represented by a vector of
fixed vocabulary size, but instead of the count, the weight of each word is stored. It
weights words according to the frequency with which they occur in the text. Words
that occur less frequently are weighted more heavily, while words such as prepositions
that occur more frequently are weighted less. Two terms determine the weighting
- TF and IDF. TF, known as Term Frequency [70], is calculated as the number of
occurrences of a word W in a text (d) divided by the total number of words in the
text shown by Equation 2.1. IDF [103], known as Inverse Document Frequency, is
calculated by taking the logarithm of the total number of texts (V) divided by the
total number of texts containing the word W (df(W)) as shown in Equation 2.2.
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_ fW,d
TF = S (2.1)
N
TF-IDF = TF - IDF (2.3)

2.2.1.2 Learning-Based Representations

Although count model representations are very useful, e.g. for information retrieval,
they still have some disadvantages. They are very sparse and depend on the size of
the vocabulary. They do not take into account the order of words and consider each
word independent from other words and do not take into account the contextual
meaning of the text. On the other hand, learning-based representation can overcome
all the above problems and capture the context of the text by encapsulating the
text into a dense vector representation when trained using a sufficiently large corpus.
There are two approaches to computing learning-based embeddings.

Static embeddings, as the name suggests, give a static, dense representation of a
word. They are obtained by training a machine learning model with unsupervised
learning. Some of the most commonly used static embeddings are Word2Vec [75],
GloVe [85], and fastText [7], which have proven useful in many NLP applications
[80]. Word2Vec [75], for example, uses two different neural models to obtain the
representation, Continuous bag of words (CBOW) and Skip-gram. CBOW predicts
the current word based on its neighboring words, while Skip-Gram uses the current
word to predict the neighboring words. Figure 2.1 shows the two implementations
of Word2Vec. The problem with these embeddings is that they provide the same
representation for a word used in different contexts [80]. This brings us to contextual
representations.

Contextual embeddings are generated from large language models created with
transformers (explained in the section 2.2.3.1). They represent a word based on
its context and can create a separate vector for similar words used in different
contexts, and have shown significant improvements in NLP applications [80]. The
most commonly used models are BERT[24], ELMo[88], and GPT-2 [91]. Their inner
representations of words are called contextual representations because they are a
reflection of the whole input data [29]. The representation obtained from these
models is context-specific and produces an anisotropic representation [29, 68|.

2.2.2 Machine Learning

With the selection of a suitable representation, we can now train machine learning
models. Machine learning (ML) is a sub-field of artificial intelligence that imitates
the capabilities of human behavior. The most popular traditional machine learning
algorithms that are majorly used for requirements text classifications are Naive Bayes
(NB) and Support Vector Machine (SVM) [6].
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Figure 2.1: Word2Vec Implementation [75]

Naive Bayes is a probabilistic classification model that uses Bayes’ theorem to
calculate conditional probability. It is called naive because it assumes that the
variables are independent. Although NB is easy to compute and performs quite well
with a small amount of training data [32], the assumption of independence is not
easy to find in text data because the meaning of a text is based on the dependency
of words on each other.

Support Vector Machine determines a hyperplane for separating data of different
classes. Regardless of the dimensionality of the feature space, SVMs have the
capability to learn. Rather than focusing on the number of features, SVMs evaluate
the complexity of hypotheses based on their ability to separate data with a margin.
As a result, even when dealing with a vast number of features, generalization is
possible as long as the data can be separated by features in the hypothesis space
with a wide margin [47].

2.2.3 Deep Learning

Deep learning (DL) is a part of machine learning that uses an artificial neural network
with a brain-like structure to mimic human behavior. The architectures that can be
used for text classifications are Convolutional Neural Networks (CNN), Recurrent
Neural Networks (RNN), and Transformers.

Convolutional neural networks are a type of neural network used for data that can
be represented by an array. It consists of filters that capture spatial and temporal
dependencies with weight-sharing parameters. It is mainly used for image data
as it is represented by a 3-dimensional array. Text can be described by an array,
where each word is represented by a vector and all vectors are combined into a
2-dimensional array. Although CNNs have been shown to be effective for NLP tasks
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[64], they prioritize local structures where related features are located close to each
other, whereas, in the case of textual data, related words may not necessarily be
adjacent. Figure 2.2 shows a sample CNN architecture [53] which indicates the local
structure dependencies.
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n x k representation of Convolutional layer with Max-over-time Fully connected layer
sentence with static and multiple filter widths and pooling with dropout and
non-static channels feature maps softmax output

Figure 2.2: A sample convolutional neural network architecture [53]

Recurrent neural networks are sequential models that have a “memory” that remem-
bers information about what has been computed. A typical feedforward network
involves the unidirectional movement of data, whereas, in RNN, the data is processed
one word at a time and considers both the present and past information during
processing. Figure 2.3 illustrates the working of RNN encoder which encodes textual
information into a single representation, where x; indicates current data at timestep
t, A indicates the model, and h; shows the hidden representation at time ¢. They can
handle arbitrary text sequence lengths and follow the concept of backpropagation
through time which helps in passing information along the entire text sequence. The
encoded information can then be passed to a decoder, which can be used for further
downstream tasks such as text generation. There are several types of RNNs that can
capture different aspects of memory and long-term dependencies, such as bidirectional
RNNs [97], Long Short Term Memory (LSTM) [39], and Gated Recurrent Units
(GRU) [18].
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Figure 2.3: Recurrent neural network encoder architecture [82

RNNSs are also useful for text classification [64], but if the input texts are long, they
cannot capture the long-term dependencies and can also cause problems such as the
vanishing gradient [84]. As RNNs propagate back over time, the gradient can become
very small and the model would not update its weights. Vaswani et al. [111] proposed
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transformers that use the attention mechanism to shorten the path lengths between
the encoder and decoder, thereby avoiding the problem of long-range dependencies
in RNNs. The following subsection describes the transformers in detail.

2.2.3.1 Transformers

A transformer [111] is an encoder-decoder based architecture with parallel computa-
tion. Figure 2.4 shows what transformers architecture looks like. It is designed to
handle sequence-to-sequence tasks that rely on self-attention mechanisms to compute
representations. The encoder’s task is to traverse the input time steps and transform
the entire sequence into a constant-length vector known as the context vector. On
the other hand, the decoder is responsible for processing the output time steps by
utilizing the context vector as a reference.
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Figure 2.4: Transformers Encoder(left)-Decoder(right) Architecture [111]

The input text is first broken down into individual tokens. These tokens are then
converted into embeddings by passing them into a learned embedding layer, to
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which a position encoding is then added to determine the position of each token
in the sequence. The resulting representation is then passed through the encoder
blocks. The encoder block consists of a layer with multi-head attention, followed
by another layer with a feed-forward neural network with residual connection and
a normalization layer. Conversely, the decoder incorporates a masked multi-head
attention mechanism. The encoder and decoder blocks are to be considered as several
identical encoders and decoders stacked on top of each other. Vaswani et al. [111]
proposed transformers with 6 blocks of encoders and decoders.

Attention Mechanism can be considered as the bottleneck that focuses on a few
elements and assigns importance to those elements. To accomplish this, a query
Q) (extracted from the target text) is paired with the most closely related keys K
that correspond to the values V' (taken from the source text) and are expressed in
dimension n. The query-key-value concepts come from the information retrieval
system. When you search for a query, the system maps the query to the key set and
presents the best matching results. Attention is calculated based on Equation 2.4.

Ol

attention(Q, K, V') = softmax ( ) -V (2.4)
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Figure 2.5: Attention Layer [111]

Figure 2.5 shows how attention is calculated in transformers. The scaled dot prod-
uct attention is utilized as it helps to eliminate small gradient updates for larger
dimensions n. The attention mechanism is used in three different places in the
transformers.
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o Multi-head Attention in Encoder - The input text sequence pays attention to
itself, which is known as self-attention so that the encoder can observe all
positions of the tokens in the prior layers of the encoder

o Masked Multi-head Attention in Decoder - Self-attention on the output text
sequence which attends to the past token of the sequence by masking the future
tokens so it should focus on the past tokens and not the future tokens while
generating sequence of new tokens.

o Multi-head Attention in Decoder - During token decoding, the decoder prioritizes
the crucial tokens in the encoder, enabling all decoder positions to attend to
every position in the input sequence.

Transformers are widely employed in the development of various language mod-
els. Two of the most well-known examples include (i) the Generative Pre-trained
Transformer (GPT) [90], which leverages the decoder stack of transformers that
masks future tokens in the attention layer while focusing on past tokens, and (ii) the
Bidirectional Encoder Representations from Transformers (BERT) [24], which uses
the encoder stack and pays attention to both past and future tokens.

2.2.3.2 BERT

Devlin et al. [24] introduced BERT (Bidirectional Encoder Representations from
Transformers) which is a masked language model that is based on the encoder part
of the transformer architecture. It is pre-trained in an unsupervised manner using
the combination of next sentence prediction (NSP) and masked language modeling
(MLM). It can be further fine-tuned with an additional layer to different downstream
tasks such as classification.

NSP Mask LM Mask LM \ /@/@ SQuAD Start/End Span
& %® ‘ [

BERT

|

Masked Sentence A Masked Sentence B \ Question Paragraph
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Unlabeled Sentence A and B Pair Question Answer Pair

Pre-training Fine-Tuning

L) Clle]]) - (W]

BERT

Figure 2.6: BERT Architecture [24]

The objective of the two-phase training approach is to initially train publicly available
pre-trained models on a vast number of documents, followed by a second phase of
fine-tuning, which involves relatively straightforward training using smaller datasets.
To handle unknown words, BERT employs sub-word tokenization, which involves
dividing a token into several parts. For instance, if a word like ‘explanatory’ is
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unknown, BERT splits it into known sub-words with a prefix ## like ‘ex’, “##pl’,
‘#H#ana’, and ‘##tory’. The model is trained with a pair of sentences with two
additional tokens i.e., [CLS] and [SEP]. The token [SEP] is used to separate the
two sentences and [CLS] which is short for ’classification” and can be considered as
the sentence-level representation.

o Next Sentence Prediction - The model receives a pair of sentences and predicts
if the second sentence is the ‘next sentence’ using [CLS] representation.

o Masked Language Modeling - To understand the context of the token, BERT
performs MLM objective to randomly mask the tokens with [MASK] in the input
sentences. It randomly masks 15% of the tokens in each sentence.

BERT was originally implemented for the English language in two different model
sizes: (1) BERT-Base: 12 encoders with 12 bidirectional self-attention heads leading
to 110 million parameters, and (2) BERT-Large: 24 encoders with 16 bidirectional
self-attention heads with 340 million parameters. Both models were pre-trained
with the BooksCorpus (800 million words) and the English Wikipedia (2,500 million
words).

Although there are many different transformer-based architectures with multiple
encoders and a higher number of parameters, BERT and its variants are still widely
used for various downstream tasks and have achieved state-of-the-art results [77]. In
this thesis, we will consider BERT as the base model for the downstream task of
requirements classification.

2.3 Different Paradigms of Learning

Learning paradigms describe how to train any machine learning model based on
the available information from the dataset. The three primary methods to train a
machine learning model are as follows:

o Supervised Learning - The dataset contains both input and output values to
guide the models to correlate input data with the corresponding output value.
A function is mapped using input-output pairs.

o Unsuperuvised Learning - In this case, the data contains only the input and the
model attempts to identify a pattern in the data in order to develop a learning
function based on it.

o Reinforcement Learning - The model interacts with its environment and learns
based on the positive or negative reward function.

Text classification is a supervised learning approach to classify texts into their given
predefined categories. Training a model with only a single dataset can be referred
to as single-task learning. There are several techniques that can be used to train a
model based on the availability of multiple datasets or several tasks or information
that a dataset contains. The following section describes different learning techniques
that can be used to train a model based on available dataset information without
the intervention of any human feedback (i.e., active learning, prompt learning).
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2.3.1 Multi-Task Learning

The goal of multi-task learning (MTL) is to improve the model’s generalization
performance by leveraging the information distributed across different tasks for a
single dataset. Crawshaw [20] defines MTL as follows

Definition 2.1: Multi-Task Learning

Multi-task learning is a training paradigm in which machine learning models are
trained with data from multiple tasks simultaneously, using common representa-
tions to learn the shared ideas between related tasks.

MTL offers several features, such as enhanced data efficiency, less overfitting due
to shared representations, and fast learning by using additional information [20].
There are two different ways to achieve MTL [94] : (1) Hard sharing of parameters -
sharing of the hidden representation by all tasks shown by Figure 2.7a and (2) Soft
sharing of parameters - where each task has its own representation (parameters) with
a regularization method to promote equality of parameters as displayed in Figure
2.7b.
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Figure 2.7: Multi-task Learning [94]
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2.3.2 Online Learning

Conventional machine learning is referred to as offline learning or batch learning,
which means we have a collection of data and then we train a model. However, when
we have streaming data, we need to perform online learning to update our model
with each new data point and not wait until “the end” to collect all the data and
train again, as that would lead to time and resource costs, and poor scalability as
the model has to be re-trained from scratch. Hoi et al. [40] describe online learning
as follows:

Definition 2.2: Online Learning

Online learning is a type of machine learning method, where a model attempts
to solve some predictive (or any type of decision-making) task by learning from a
sequence of data instances one by one at each time.

It overcomes the problem faced by offline learning and makes the model scalable for
extensive tasks. Online learning is conducted based on the availability of feedback
during the learning process. There are three different options [40]: (1) Full feedback -
Availability of labels (2) Limited feedback - implicit information and (3) No feedback
- No class labels. Figure 2.8 visualizes the workflow of the online learning pipeline.
Though online learning is useful in real-world scenarios, it has its own disadvantages
[56], such as the problem of concept drift?, also more computing power is required
since model improvement always takes place whenever data is available.

update with feedback
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Figure 2.8: Workflow of Online Learning

2.3.3 Transfer Learning

Transfer learning refers to the process of transferring knowledge or information from
a source task to a target task. If there is not enough labeled training data to train

2 “The models become less accurate over time as the distribution of the data changes.” [5, 35]
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your model from scratch for the target task, knowledge transfer from a model trained
on source data similar to the target data would lead to better generalization of the
target task. Goodfellow et al. [35] characterizes transfer learning as follows:

Definition 2.3: Transfer Learning

Transfer learning refers to the situation in which what is learned in one setting
(e.g., distribution P1) is used to improve generalization in another setting (e.g.,
distribution P2).

Transfer of knowledge can be achieved in different ways [120], (1) Instance-based -
weights related to source instance, (2) Feature-based - using the same space for feature
extraction, (3) Model-based - utilizing the source model, (4) Relational-based - uses
rules determining relations between data in the source domain to capture relation
in the target domain. Figure 2.9 shows a model-based knowledge transfer learning
with a shared model across the different tasks. Although it appears to be similar to
MTL, the difference is that MTL focuses on multiple tasks simultaneously without
any source task, whereas transfer learning focuses on specific tasks sequentially with
information about the source/previous task [120]. TL has several advantages, it
saves training time, has better performance, and is not requiring large amounts of
data, but for transfer learning to be possible, the source and target domains must
be connected in some way [114]. The major issue concerning transfer learning is
that after training on the target task, the model tends to forget its source/previous
information. This phenomenon is known as Catastrophic Forgetting. Hua et al. [42]
depict catastrophic forgetting as the Achilles’ heel of deep neural networks as it is
important for artificial intelligence to learn in a sequential manner without forgetting
past information. It was first realized by McCloskey and Cohen [74] and described
as the problem of interference.

Output

Model(shared)

Figure 2.9: Transfer Learning between different task(T("), T(® T®)) with a shared
model
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2.3.4 Continual Learning

Continual Learning (CL) can be considered as a modification of transfer learning
that helps with the problem of catastrophic forgetting and can also be useful for
explainability aspects. It can also be called lifelong learning or continual lifelong
learning. Chen and Liu [15] define continual learning as follows:

Definition 2.4: Continual Learning

Lifelong learning is a continuous learning process where the learner performs a
sequence of N learning tasks (74, Tz, ..., Tiy) that can be of the same type or
different types belonging to the same domain or different domains. When faced
with a (N + 1) task, the learner can use past knowledge in the knowledge base
(KB) to help learn the Ty task.

Figure 2.10 illustrates the pipeline for continual learning. While continual learning
is often linked with online learning, a majority of current research still adheres
to the batch training paradigm [40]. CL mimics the way we humans learn, i.e.
sequentially, by accumulating past knowledge without forgetting it and using that
knowledge for future learning. Properties of CL include retention of knowledge,
forward transfer, backward transfer, and no task boundaries [5]. There are three
different settings in which continual learning can be achieved: (1) Single Incremental
Task - where new batches provide new instances of the previously seen class, (2)
Multi-Task - introduction of new classes with new batches, (3) Multi-Incremental
Task - a combination of both, i.e., new instances of previously seen classes as well
as new classes. The drawback associated with CL is memory since some knowledge
about past tasks must be stored in the knowledge base which in turn increases the
memory size with each task while keeping the model size constant.
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Figure 2.10: Continual Lifelong Learning Pipeline [15]



2.4. Knowledge Base 21

2.3.5 Comparison

Although each type of learning has its own advantages and disadvantages based on
different use cases, Table 2.2 compares learning techniques based on characteristics
related to this thesis. For requirements classification, where we get data in batches
and continuous format, we will compare the learning techniques with respect to the
following properties:

e Multiple Tasks - Can the approach be trained when a new batch of datasets
with new classes (tasks) is available?

e Domain Dependency - Can the approach be trained with the availability of a
new batch of datasets with the different domains®?

e Catastrophic Forgetting - Forgetting of the previous batch information
e Memory - Need for additional disk memory besides the base model

e Explainability - Can the approach explain to the requirements engineer why the
model has assigned a particular label to the requirement text?

Table 2.2: Comparison between different paradigms of learning for requirements
classification

Multi-Task Online Transfer Continual
Multiple Suitable Suitable if | Suitable if | Suitable
Tasks task are | task are

related related

Domain Yes Yes No No
Dependencies
Catastrophic | Yes Yes Yes Less forgetting
Forgetting
Memory No No No Yes
Explainability | No No No KB can be used

Based on this comparison, it is evident that continual learning offers advantages
over other learning techniques, with the exception of the memory issue. As a result,
in this thesis, we employ the continual learning technique to train our base model
(BERT).

2.4 Knowledge Base

Since continual learning requires some kind of knowledge from the dataset to be stored
in the knowledge base, in this section we will look at different types of knowledge that
can be extracted from the text data and that can be useful for further objectives.

Knowledge can be defined as facts or information that represents the understanding
of the concerned topic. Knowledge can be categorized into five types [27]:

3A domain can refer to a specific sector in the industry, a type of application, or a technical
area in software engineering
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e Declarative - It refers to the part of knowledge that stores factual information
such as concepts, facts, and objects.

e Structural - It defines the relationship between concepts and objects that can be
used for problem-solving/reasoning,.

e Procedural - It is responsible for expressing ways to achieve some things which
can comprise rules, strategies, or procedures.

e Meta - It contains knowledge about knowledge such as the source of information,
date and time, authors, etc.

e Heuristic - It represents knowledge acquired by experts in the field of a topic by
solving past situations.

Based on the types of knowledge, four primary methods can be utilized to represent
knowledge [27]:

e Logical Representation - It involves the creation of specific rules using logical
propositions.

e Semantic Network Representation - It presents knowledge in a graphical format
using relationships such as IS-A and Kind-of-relations

e Frame Representation - It stores knowledge in a record-like structure comprising
attributes and their respective values.

e Production Rules - It involves creating rules in the format of “IF condition THEN
action”.

Since the requirements dataset is written in text format and expresses the capabilities
to be maintained by the system, we need to extract information that captures the
essence of the text. Since the requirements may be written by multiple stakeholders,
the structure of the text will be inconsistent throughout the requirements dataset.
Consequently, we need to extract the concepts and the relationships between these
concepts in order to convert the text into a similarly structured format. This
means that we need to extract declarative and structured information, and heuristic
information to symbolize the extracted information. This extracted information
can be represented in the form of a semantic network, which can also be called a
knowledge graph.

2.4.1 Knowledge Graph

A knowledge graph (KG), also referred to as a semantic network, is a knowledge
base [46] that portrays a network of real-world entities, such as objects, events, or
concepts, and illustrates the connections that exist between them. A knowledge graph
is self-explanatory in the sense that it serves as a central repository of information,
allowing users to easily locate and comprehend the content it contains. It provides
context and flexibility to add new knowledge anytime, it is efficient, and can be used
for explainability [83]. We start by describing the schema behind the knowledge
graph before moving on to how to extract entities.
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Schema

A schema provides the framework or a plan on how to portray a knowledge graph. A
KG converts the unstructured data into a structured format using the triple form of
Subject- Predicate- Object also known as a triplet in line with the resource description
framework (RDF)*. For example, if we consider the text ‘The system shall display
events or activities’, it can be broken down into the subject - system, predicate -
display, and object - events, activities. The KG extracted from this text is system-
display-events and system-display-activities. Since a KG is symbolized in directed
graph format, subjects and objects can be viewed as nodes, and predicates describe
the connection between them in the direction from subject to object. Figure 2.11
shows an example of a KG extracted from the three following texts - (1)‘The system
shall display events or activities.”; (2) ‘The system should achieve 95% uptime.’, and
(3) ‘The system shall display events in a vertical table’.

in vertical table

display
959% uptime achieve

display

Figure 2.11: Knowledge Graph Example

Entity Extraction

In this work, we consider the concepts contained in the requirements as entities.
To identify the entities in the triplets, one approach would be to create rules using
part-of-speech and dependency tags, which would allow us to extract the subjects
and objects based on the root verb. Alternatively, we could use a technique called
semantic role labeling, which involves identifying specific arguments in a sentence and
assigning them semantic roles based on their relationship to the verb, thereby enabling
us to determine the relevant entities in the triplet. Another entity extraction method
for KG is named entity extraction (NEE) [2], which identifies and links entities
based on predefined categories. Extracting entities from requirement text using
NEE is problematic because it necessitates domain-specific knowledge [63], which
typically involves manually annotating data and training a model with categories

4https:/ /www.w3.org/TR/1999/REC-rdf-syntax-19990222/
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specific to requirements. In order to circumvent the need for manual work, we explore
grammatical approaches instead.

Part-of-speech and dependency tagging analyzes the grammar of the text. Table
2.3 shows the most commonly occurring tags. It can be extracted using the spaCy?®
library, an open-source natural language processing library. Figure 2.12 shows the
part-of-speech (POS) and dependency (DEP) tags based on the root verb display.
Based on the detected tags, we can make rules such as considering the tags NOUN
and nsubj to extract the subject part of the triplet with predicate as VERB and root
and object as NOUN and dobj. For the aforementioned example, the subject system,
predicate display, and object events can be identified by the above rules with an
additional rule of conj to identify the second object activities. Though it is easy
to understand POS and DEP tags, it would require a lot of effort to create various
rules to extract the information as the structure and style of the text can be different
for each text leading to the formation of numerous rules that would be difficult to
manage.

Table 2.3: Commonly used dependency and POS tags

Part-of-speech tag | Definition

NOUN Noun

ADJ Adjective

ADV Adverb

DET Determiner

Dependency tag Description

nsubj Nominal subject

root Root (verb) of the sentence
dobj Direct object

conj Conjunction

v w v

The system display Events Activities

NOUN NOUN NOUN

Source-https://explosion.ai/demos/displacy

Figure 2.12: POS/DEP Example

Semantic Role Labeling (SRL) is the process of associating semantic roles (relation-
ships) to phrases or words in reference to the verbs present in the text. Table 2.4
shows some of the few semantic roles also known as arguments and the meaning
behind them. The arguments are expressed according to the English propbank
scheme defined by Bonial et al. [8]. Each argument describes the semantic relation

Shttps://spacy.io/models/enften_core_web_sm
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of a word or phrase to the verb with which it is connected. Figure 2.13 displays the
semantic roles based on the verb display. In this case, the subject can be determined
from the argument ARG2, V indicates the predicate and the object can be determined
by ARG1 with an additional splitting of the phrase if they contain conjunctions like
the word ‘and’ or ‘or’.

Table 2.4: Basic arguments based on English Propbank [§]

Argument Role Description
\Y Verb Action
ARGO Agent Who
ARG1 Patient What
ARG2 Instrument /beneficiary | With what/ Who
ARGM-LOC Location Where
ARGM-TMP | Time When
ARGM-NEG Negation Contradiction

The system | |shall Events or Activities

v

Source-https://demo.allennlp.org/semantic-role-labeling

Figure 2.13: SRL Frames Example

By utilizing SRL information, more straightforward and fewer rules are required
in comparison to using POS and DEP tags, since SRL arguments are limited to
just 24 arguments. We assert that even with a comprehensive set of rules, only a
combination of certain distinct SRL arguments would be necessary.

A KG can be used for multiple applications such as node classification and link
prediction [46]. For this thesis, we will consider the knowledge graph as the knowledge
base for the continual learning approach and utilize SRL to extract and identify the
triplets.

2.5 Graph Neural Network

As the knowledge graph is constructed using a directed graph structure, a model
is necessary to process it and update the information within the KG based on the
relationships between its components. This is where a graph neural network comes
into play. Graph neural network (GNN) is a kind of neural network used to analyze
graph-based data and to explore graph connections. GNNs can also be used for
NLP-related tasks such as text classification [121] and question-answering [12]. In
this thesis, we will use GNNs to update the KG representation to capture the relation
between nodes.

GNNs employ a message-passing scheme to update the node representation based
on the aggregation of the neighboring nodes. Let G = (V, E, H, EF, A) be a graph
where V' be a set of nodes, E be a set of edges, H be node features, E'F' be a set of
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edge features and A be the adjacency matrix. Let h; € H represent the feature of
the node i € V', ¢; ; € F represent the edge connection between node ¢ and j which
can be indicated by value 1 or w as edge weight, W be weight matrix, and N; be
the number of neighbors for the node 7. There are different architectures present for
GNNs such as graph convolution, graph attention, and graph autoencoder.

Graph Convolution was presented by Morris et al. [78] which can be computed using
the Equation 2.5 6. Here we aggregate the neighboring information to update the
current node representation which can be achieved using summation or different
aggregation functions such as average or concatenation based on application needs.
It follows the same property as CNN such as shared parameters and captures local
dependencies.

N;
h; = W1 . hz + W2 Z ej,i . h]’ (25)

J=1

Graph Attention Network (GAT) was introduced by Velickovi¢ et al. [112] represented
by Equation 2.6. It uses the attention mechanism (shown by the symbol «) to update
node features illustrated by Equation 2.7 where the symbol || represents concatenation
and T the transpose function. It follows the same property as Graph Convolution
with additional properties such as focusing on different precedence for different
neighbors. Figure 2.14 shows different precedence calculated for each neighbor and
aggregates to the focused node.
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Figure 2.14: GAT - Attention Mechanism [112]

N;
h; = W1 C Qg hZ + Z O[i’jWQ . hj (26)

j=1

Shttps://pytorch-geometric.readthedocs.io/en/latest /generated /torch_geometric.nn.conv.Grap
hConv.html#torch_geometric.nn.conv.GraphConv
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B exp(LeakyReLU (a[W - h;||W - hi||W, - EF};]))
S Vi exp(LeakyRe LU (aT[W - byl |[W - hy||W, - EF;]))

(2.7)

Qi j

Graph Autoencoder (GAE) was introduced by Kipf and Welling [54] which is an
end-to-end trainable graph neural network for unsupervised learning. It is based
on encoder-decoder architecture where the encoder converts the graph data into
conceptual representation and the decoder converts this representation back to its
original adjacency matrix. GAE preserves the graph structure. Equation 2.8 shows
how GAE is computed where we can use any GNN as an encoder to convert the
graph node feature into encoded representation (Z) and use a sigma function to
convert the representation back to adjacency matrix and calculate the reconstruction
loss on the generated matrix.

Z=GNN(H,A), A=o(2 2" (2.8)

Here we use a KG to store dataset information in a structured format. Since we do
not assign any particular label to the node, we use the unsupervised GAE architecture
to update the node representation with GAT as the encoder so that the importance
of each node can be apprehended based on the attention mechanism as well as the
graph structure information is captured.

2.6 Evaluation

Evaluation of results helps in assessing a technique’s worth and significance. Text
classification can be assessed using the most commonly used metrics such as accuracy
and confusion matrix. Accuracy can be calculated as the proportion of correctly
predicted classes divided by the total number of predictions. The confusion matrix
gives a summary of the predictions made by the classification technique which consists
of four terms:

e TP - True Positive - Correctly identified as the positive class
e TN - True Negative - Correctly identified as the negative class
e P - False Positive - Negative class identified as the positive class

e FN - False Negative - Positive class identified as the negative class
Based on these factors, accuracy can be defined as in Equation 2.9.

TP+TN
TP+ FP+FN+TN

Accuracy = (2.9)

Requirements classification is a multi-label multi-class classification problem that
involves an imbalanced set of data. Evaluating the results of a requirement classifi-
cation method based on accuracy can be misleading, because if minor classes are
not predicted correctly and major classes are predicted correctly, this would lead to
higher accuracy, when in fact is not the desired result we need.
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To evaluate the methods for the imbalanced dataset, we use precision, recall, and F1
score. Precision is defined as the number of correctly classified classes that actually
turned out to be positive classes, as shown in Equation 2.10. Recall can be described
as how many of the actual positive classes were correctly classified, as presented in
Equation 2.11. The F1 score is the harmonic mean between precision and recall,
calculated according to equation 2.12.

TP
Precision = ———— 2.10
recision = s (2.10)
TP
= ——— 2.11
Reca TPLFN (2.11)

Fl—9 Precision - Recall

) 2.12
Precision + Recall ( )

Also, since we are using the continual learning approach in this thesis, we need
to assess all approaches not only using the traditional assessment metrics but also
measuring the ability and capacity to use prior knowledge [5]. The following metrics
are utilized to assess continual learning, with F1l-score serving as the primary score
owing to the issue of imbalance.:

o Average F1 Score [5, 26] - We calculate the average F1 score across all the tasks
from the first task to the current task 7'. Here f17,; represents the F1 score of
task ¢ after training on task 7'

T
1

A F1S = — 17, 2.13

verage core = ;1 flr, (2.13)

e Forgetting Measure [5] - It indicates how much the method has forgotten the
past information after training on task 7. The lower the score, the less the
previous information is forgotten. fI is the forgetting on task i after the model
is trained up to task 7'.

T-1
1 .

Forgetting Measure(FM) = 71 g f' where f/ = . {max }flkﬂ- — f1;,
- A S 177.]71

=1

(2.14)

o Backward Transfer [26, 69] - It measures the influence of task 7" on previous tasks.
It calculates the method’s ability to improve and not degrade its performance.

-1
1
Backward Transfer(BT) = T 1 Z flei— fl; (2.15)
i=1
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o Forward Transfer [26, 69] - It measures the influence of task T" on future tasks
where b; is the F1 score for the task 7; at random initialization of the model
used.

T—1
1
Forward Transfer(FT) = — > flpi—b (2.16)
=2

Apart from the metrics mentioned above, it would be interesting to calculate and
determine the model’s memory consumption, the additional memory used for storing
supplementary information, and the time taken to compute the final task.

e Model Size Efficiency [26] - The size of the model should not increase rapidly
with each additional task, compared to the size of the model after learning the
first task. A higher score indicates greater efficiency of the model. 6 represents
the model parameters.

ZT Mem(61)
Model Size Efficiency = min(1, w) (2.17)

e Storage Size Efficiency [26] - It estimates the additional memory used to store
previous data or knowledge, where D determines the data set associated with
all tasks seen, and M, indicates the additional disk memory.

ZT Mem(M;)
Storage Size Efficiency = 1 — min(1, M#MW(D)) (2.18)

e Computation Time” - The time spent(in seconds) on training the final task.

2.7 Summary

This chapter provides an overview of the importance of requirements engineering
in the SDLC and emphasizes the benefits of classifying requirements. We explored
various methods for classification and ultimately chose BERT as the foundation for
our downstream task. To improve performance across multiple datasets from different
domains or time periods, we consider continual learning techniques. Incorporating
knowledge graphs into this process can enhance explainability by storing structural
information. We also discussed different approaches to evaluate the effectiveness of
continual learning, considering various aspects of its performance.

"The absolute values (seconds) depend strongly on the hardware






3. Related Work

This chapter briefly reviews the literature and current research priorities related to
requirements classification, continual learning, and the use of knowledge graphs.

e Section 3.1 addresses current research progress with respect to requirement
classification.

e Section 3.2 describes how continual learning has been used in the natural language
processing discipline.

e Section 3.3 describes ways to extract and represent knowledge graphs.

3.1 Requirement Classification

Requirements classification is still an ongoing research area where state-of-the-art
NLP techniques have not yet been sufficiently applied. Due to limited access to
datasets, much of the research still focuses on keyword-based approaches or traditional
machine learning. The simplest and rather lengthy procedure is to consider keyword-
based techniques [45], where based on a given dataset, we identify keywords that
serve as indicators for the classes, with respect to the information retrieval method.
To avoid this manual work of mining, we can use machine learning to automate the
classification process. Munaiah et al. [79] considered a domain-independent model
that captures a specific requirement category (security) by using a one-class SVM
model to train on only one specific class. The most commonly used traditional
machine learning models are Support Vector Machines (SVM) and Naive Bayes
(NB) [6]. To convert the requirement text into a vector so that it can be passed
to the models, many use TF-IDF vectorization [25, 79, 86] to represent the text,
with additional pre-processing steps such as removing certain entities and time-
related values [86]. Linguistic features that capture the grammar of the text such as
dependency tags [21] and part-of-speech tags [44] are also considered as input to the
models.

There are recent developments that use deep learning models for classification. Dekht-
yar and Fong [23] and Winkler and Vogelsang [115] use a convolutional neural network
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with the help of word2vec embeddings [75] to solve the requirement classification
problem. Recurrent neural networks are also a popular choice in current research
with the use of bidirectional LSTM [34, 48, 92] and bidirectional GRU [3, 92].

In current research on requirements classification, many problems occur due to the
scarcity and imbalanced amount of data [6]. Due to this problem, many researchers
(3, 21, 23, 38, 44] focus only on the classification of requirements into functional
and non-functional classes without considering the subcategories as mentioned in
Table 2.1. There are some studies that account for some non-functional subcategories
with a reasonable amount of data [3, 34, 38, 48, 86]. The lack of an appropriate
standard definition [6] to distinguish between categories also leads to problems such as
ambiguity of the text between functional and non-functional requirements. According
to Glinz [6, 33], for example, consider the requirement ‘ The probability for successful
access to the customer data by an unauthorized person shall be smaller than 0.0005°
which is considered as non-functional. However, if we refine this requirement into ‘ The
database shall grant access to the customer data only to those users that have been
authorized by their user name and password’, it becomes a functional requirement.
This makes classification a very complicated problem. It necessitates a different
path for the classification problem, where different learning techniques have to be
considered to capture more semantic information about the text.

Currently, there is very little research in the area of requirement classification that
focuses on alternative learning techniques and the explainability of the results. One
approach, such as active learning [62], relies on human input to label data instances
with low confidence. Another method, used by Hey et al. [38], involves transfer
learning, where a pre-trained BERT model is utilized for requirement classification.
Dalpiaz et al. [21] evaluated an interpretable ML model that uses a rule-based
approach to link the input to its output to provide an explanation for the results.
More such learning techniques are needed that can capture various relationships of
dependency among the limited datasets and could also help in explaining the results.

3.2 Continual Learning

Continual learning (CL) has made great strides in computer vision such as iCaRL [93]
which performs a class incremental learning with distillation to prevent catastrophic
forgetting or considering a generator model to generate data without storing them
[99]. In the field of natural language processing (NLP), CL is a limited and growing
advancement. Continual learning has not yet been utilized for the requirement
classification task. So in this section, we will look at CL techniques that have been
used for general natural language processing tasks.

CL can be compartmentalized into three different strategies: (1) Replay - Using prior
task instances with current data instances, (2) Regularizer - Soft update of model
weights, and (3) Model Extension - Dynamically expanding model weights.

Replay

Replay stands for experience replay, which can also be called episodic memory, where
we store instances from the previous tasks and merge them with the current dataset.
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Ideally, all old data should be retained, but in practice, this is not possible due to
limited storage capacity. Storage of up to 1% of the data [22, 43] can also be envisaged.
To avoid the growing memory overhead, a generative model can be contemplated that
can create new samples of old data [19, 104, 105]. Performing a sampling method
can help in selecting instances that can be used as a better representation to capture
a lot of relevant information such as Fisher sampling [42] or creating a cluster from
randomly sampled data and selecting data nearest to centroid [113]. d’Autume et
al. [22] carry out gradient-based local adaptation during inference with a number of
samples to yield local parameters. Episodic memory can also be used in combination
with other strategies, such as with regularizers [43], and in complement with model
evolution [113]. Ahrens et al. [1] use episodic memory with a self-organizing neural
network [116, 117] to generate high-quality representations.

Regularizer

Regularization techniques are used to update machine learning models to prevent
over-fitting or under-fitting. This involves penalizing the parameters so that the model
generalizes the data and avoids rapidly changing the distribution of weights to prevent
forgetting information that has already been learned. The general regularization
methods are L1 and L2 regularizers, which reduce the weights to 0 and close to 0,
respectively. Kirkpatrick et al. [55] present a new regularization method called Elastic
Weight Consolidation (EWC), which is designed to overcome catastrophic forgetting
by selectively slowing down the learning of old tasks to remember the weights that
are important for those tasks. Figure 3.1 shows how EWC operates. It works on the
assumption that the next task shares some of the weight distribution with the previous
task and tries to move the current model parameter to the shared space. It has also
been used in continual learning settings [61] to prevent forgetting. A dynamical weight
consolidation method can also be considered for CL [42]. Huang et al. [43] employ
information disentanglement-based regularization on two representation spaces, i.e.,
task-specific and task-generic that is used to train the classifier for the new tasks.

— Low error for task B - EWC
= Low error for task A = L2

) = no penalty
S Q

Figure 3.1: Elastic Weight Consolidation [55]

Model Extension

The model extension can refer either to the consideration of an additional model or to
the scaling up of the model for each new task. When considering an additional model,
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knowledge distillation is used to transfer knowledge from one model to another.
Knowledge distillation is the process of transferring knowledge from one model
(teacher model) to another (student model). The model trained on the previous
task can be viewed as the teacher model, and the model learning the current task
can be seen as the student model [105]. The reverse case can also be considered,
where the teacher model learns the new task and distills the knowledge to a base
model [19]. Wang et al. [113] proposed an embedding alignment process to align
the new representation with the old ones using an alignment model. As for scaling
a model, the weight parameters of a model can be increased to accommodate new
class data by keeping the original weights and initializing new weights randomly [42].
The field of NLP has experienced significant enhancements with the introduction
of Transformers [24, 111]. Further improvements could be achieved by adapting the
CL method with transformers. Ke et al. [49, 51] proposed an approach that involves
adding a CapsNet module [95] which involves adding two modules into each encoder
layer of BERT. Houlsby et al. [41] present adapter modules, which add a few learning
parameters to BERT and train the model by freezing the other BERT parameters.
It can be used for continual learning [28, 50] to prevent catastrophic forgetting and
transfer knowledge across all the tasks.

Although all of this work has helped with catastrophic forgetting, to the best of
our knowledge, there are not many approaches that consider proper knowledge
information. For example, Chen et al. [16] solve sentiment classification with Naive
Bayes by storing knowledge about the counts and probabilities of words based on
the number of times they appear in the document for each label and for all the
past tasks. In this thesis, we study the use of a knowledge base by considering a
knowledge graph to obtain structural information about the text.

3.3 Knowledge Graph

knowledge graphs(KG) have emerged as a prominent area of research aimed at
achieving human-level cognition and intelligence, primarily due to their ability to
depict the structural connections between entities [46]. The KG was popularized
after its use by Google for its search engine [100]. We will divide this section into
three topics: (1) Acquisition - how to acquire knowledge entities, (2) Representation
- representing extracted knowledge, and (3) Reasoning - Use of the knowledge graph.

Knowledge Acquisition

Knowledge acquisition refers to extracting entities and the relations between them.
Part-of-speech tags and dependency tags have been used in context with requirement
formalization to extract entities to convert text into structured format [31, 58, 101].
Entity extraction can also be performed using Named Entity Recognition (NER).
Although many NER models [17, 59, 87] have performed well in entity extraction,
they cannot be used for requirement-based texts because they have their own specific
types of entity categories. It requires manual annotation of requirements based on
the application of specific use cases for each task to create their own categories for
training the model [37, 72, 81]. Pre-trained language models such as ERNIE [106]
that were trained using knowledge graph information can be used to train a NER
model to extract entities [46].
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Knowledge Representation Learning

Knowledge representation learning consists of four elements [46]:

e Representation Space - Entities can be represented using a real-valued vector
space [10, 66], complex vector space [109, 110, 124], Gaussian distribution
[36, 119], or manifold space [4].

e Scoring Function - Plausibility of triplets in a KG can be measured using a
distance-based function [9, 10] or semantic function [11, 67].

e Encoding Models - Structural interactions can be encoded using linear models
[67], transformers [122], and graph neural networks [60].

e Auxiliary Information - Incorporating additional information into a KG

Knowledge Reasoning

A KG can be used to explain results by reviewing relationships, logical rules, and
random walks [14]. A KG has the potential to be used for applications such as
question answering, information retrieval, and recommender systems [125].

In this thesis, we use a rule-based approach for entity extraction to avoid manual
annotation of data, and also because a limited amount of data will not be enough to
train a model. We will use extracted entities with BERT embeddings to form KG in
order to emulate continual learning.

3.4 Summary

In this chapter, we examined the existing research on requirement classification and
identified the need for alternative learning techniques due to limited datasets. We
also explored various continual learning approaches for natural language processing
and emphasized the importance of incorporating knowledge graphs to improve
explainability:.






4. Research Questions

In this chapter, we define our research objective in terms of scientific research
questions for this thesis, based on the current research in the field of requirements
classification and continual learning presented in Chapter 3.

4.1 Research Question 1

As discussed in Section 3.1, requirements classification faces the challenge of limited
data and lack of class definitions, which makes it a difficult task to solve using basic
supervised learning techniques. Transferring knowledge from the source data to
the target data or across the entire dataset makes classification an easier problem.
Continual learning follows the property of solving and transferring knowledge over
multiple tasks with similar and different domains and has not yet been relied upon
for requirement classification. This leads to the first research question, defined as
follows:

RQ 1: Is continual lifelong learning better suited than other paradigms
for cross-domain requirements classification?

Additional learning paradigms such as transfer learning and multi-task learning
facilitate the transfer of knowledge across different domains. To address the main
research question, we aim to address the following sub-questions:

1.1 Which technique is most effective?

Which of the CL techniques provides better results compared to state-of-the-art
transfer learning and multi-task learning techniques?

1.2 Can continual learning help reduce catastrophic forgetting?

As multiple datasets are involved, models tend to forget previous information.
Can continual learning reduce forgetting of the previous dataset for requirements
classification?



38 4. Research Questions

1.3 Can continual learning improve future tasks (zero-shot learning)?

Considering that there are multiple datasets involved, can continual learning
aid in performing future tasks without direct exposure to them? Is it capable
of achieving some form of zero-shot learning that emphasizes learning without
observing a dataset?

4.2 Research Question 2

Requirement classification encounters the issue of unstructured text and many possible
formulations. To address this, the storage of structural information may benefit
continual learning. Furthermore, as outlined in Section 3.2, a viable knowledge base
in a continuous learning environment has yet to be investigated. Consequently, this
prompts the second research question:

RQ 2: Can a knowledge graph be used as a knowledge base for continual
learning for text classification?

By asking this question, we are attempting to answer the following sub-questions.

2.1 Can continual learning with knowledge graph perform better than transfer learn-
mg?
Can a KG achieve better or comparable scores as compared to transfer learning
with minimal forgetting of previous tasks?

2.2 Does it perform better than other continual learning strategies?

How does it perform in comparison to other continual learning approaches in
terms of backward and forward knowledge, and memory size usage?

2.3 Can it be used to explain the results?

Is it possible to enhance the understandability and explanatory power by lever-
aging the knowledge graph by extracting relevant nodes?



5. Methodology - Continual Learning
with Knowledge Graph

In this chapter, we discuss how a knowledge graph with continual learning can be
used to address the classification problem, representing a novel approach to continual
learning.

e Section 5.1 outlines the pipeline used for training and evaluating the model to
achieve continual learning.

e Section 5.2 demonstrates how a knowledge graph can be used to explain the
results.

5.1 Pipeline

In this section, we propose a continual learning pipeline using extracted knowledge
graphs as the knowledge base. A pipeline specifies the flow of information from the
dataset to the model and to the application. We will use Figure 2.10 as a reference
to construct our pipeline. Following Chen et al. [15], the pipeline consists of four
phases as shown in Figure 5.1. Each phase is explained in detail in the following
subsections.

5.1.1 Task Manager

Since continual learning refers to the continuous training of multiple tasks, a task
manager can be used to describe and manage each task. In terms of classification,
a task can be defined as identifying a set of classes. In this work, we refer to each
dataset as a task, and all datasets may contain the same set of classes or a different
set of classes. The task manager maintains metadata related to the datasets, such as
the count of classes identified in prior datasets. It cross-validates this information
with future tasks to determine which classification head to use and also expands the
layer when new classes are introduced.
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Task Manager
T, T2, T3 TNy TN+1, e

Previously Learned Tasks Future Learning Tasks

BERT + Knowledge-

Instance-Based Miner Based Learner
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A

—
Knowledge
Graph

Figure 5.1: Pipeline for Continual Learning with Knowledge Graph

5.1.2 Model and Knowledge-based learner

The next phase is about implementing the base model in the context of knowledge-
based learners. The knowledge-based learner refers to the integration of knowledge
information into the model. In this implementation, we combine the model and
the knowledge-based learner as a single asset by training the model with knowledge
masking.

We consider BERT [24] as the base model for this task. BERT has been shown to
achieve state-of-the-art performance in the NLP domain. BERT is a transformer-
based model that captures contextual meaning [29] and can be useful for knowledge
transfer across different datasets [52]. Here we consider a pre-trained model as a
starting point. It has been demonstrated that in the context of continual learning,
a pre-trained model incurs less forgetting than a model that starts with a random
weight initialization [73], and also due to the limited amount of data, a pre-trained
model contributes to better performance.

For knowledge-based learning, we follow the integration of knowledge from ERNIE.
Sun et al. [106] presented ERNIE, which integrates a knowledge-based masking
approach instead of random masking to train the BERT model. It has been found
to perform state-of-the-art results on a Chinese dataset. It uses entity and phrase-
based masking to perform masked language modeling. It has also been utilized in a
continual learning environment [107].

In our methodology, as we extract knowledge graph information (explained in the later
Section 5.1.3), we use the extracted knowledge to perform entity-based knowledge
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masking when training the model. We perform masking similar to BERT masking by
changing the entity token(s) to [MASK], in addition to training with the classification
task. Figure 5.2 demonstrates an example of knowledge masking. It has been shown
that knowledge masking can improve the representation [106, 108] and should help
with the model performance.

- ™
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Figure 5.2: Knowledge Masking

5.1.3 Knowledge Graph

The third phase involves the extraction and identification of the representation of
the knowledge graph. We extract the relevant information from each instance of the
dataset and use it to update the knowledge graph. This continual process of updating
makes our knowledge graph expand with each subsequent dataset/task, creating a
constantly growing knowledge graph. As discussed in the previous chapters, we use
Semantic Role Labeling (SRL) supported by rules to extract meaningful knowledge
entities with their relationships (which will also be used for knowledge masking) and
use Graph Neural Network (GNN) for representation learning.

5.1.3.1 Knowledge Acquisition

We use the implementation provided by AllenNLP?®, which uses the BERT model
with BiILSTM [98] to achieve the state-of-the-art performance in SRL. The SRL

8https://demo.allennlp.org/semantic-role-labeling
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model outputs frames for a given text, where each frame contains a set of arguments
associated with a verb occurring in the text. Using these identified arguments and
some predefined rules, we extract entities and relationships between them. We explain
this approach using the following requirement text: ‘The solution should provide the
ability to define reports as the formal health record for disclosure purposes.” Extracted
frames obtained from the SRL model are shown in Figure 5.3.

Frames for 2

The solution should the ability to define reports as the formal health record for disclosure purposes | .
v

Frames for -

The solution should provide the ability to reports | |as the formal health record for disclosure purposes | .
v

Source-https://demo.allennlp.org/semantic-role-labeling

Figure 5.3: Extracted frame for each verb detected in the text

The SRL model identified two frames for two verbs in the text, provide and define,
and the phrases associated with each verb. We start with the first frame for the verb
provide. It has 3 arguments marked for this verb, namely ARGO, ARGM-MOD, and
ARG1. ARGO denotes the agent who performed the action (V: verb), ARGM-MOD denotes
the modal verb, and ARG1 refers to the patient on whom the action was performed.
With this information, we can create a rule to identify the triplet as subject: ARGO,
predicate: V, and object: ARG1. The second frame for the verb define has inferred
2 arguments ARG1 and ARG2 where ARG2 indicates the instrument used to perform
the action. This leads to the rule subject: ARG1, predicate: V, and object: ARG2.
Based on such information about the arguments, we can create several rules that
help in generating the triplets present in each text. Table 5.1 presents some rules
that can be applied for entity extraction. If we now look at the extracted frames, we
see that both frames are connected, as the ARG1 of frame 1 is further split to form
frame 2. This requires additional rules to connect both frames. In order to merge
the two frames, we examine the text span of each frame and calculate a similarity
score. If this score exceeds a specified threshold value, we connect the two frames by
replacing the object from the first triplet with the subject of the second triplet. After
extracting all the entities and connecting all the frames, we get the following triplets:

o The solution — provide — reports

e reports — define — the formal health record for disclosure purposes

At this point, we remove stop words such as ‘the, of, for’ and form the final knowledge
graph for the given text as shown in Figure 5.4, which we proceed to update our
growing knowledge graph stored as the knowledge base and use this information for
knowledge masking of the text. Further elaboration of rules and examples can be
found in Appendix A.2.
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formal health record

provide define .
disclosure purpose

Figure 5.4: Knowledge Graph for the given text

Table 5.1: Few rules for SRL arguments to identify triplets

Subject Predicate Object
ARGO \Y ARG1

ARGO \Y ARGM-TMP
ARG1 \Y ARG2

ARG3 \Y ARG4

5.1.3.2 Knowledge Representation Learning

After extracting the entities for the knowledge graph, we need to represent the
knowledge in a representation space and update the representation based on the
structural information of the graph. Knowledge representation learning involves the
four following elements.

1. Representation Space

The nodes and their relationship should be mapped to a representation space, which
is a real-valued space. We use the same BERT model to represent our knowledge
graph entities. This helps us to link our base model with the knowledge graph by
encoding them in the same representation space. We extract token-based embeddings
of each text instance after training the model on the whole dataset and use those
token embeddings to represent the entities extracted for that text instance. In the
case of phrases, we perform an average aggregation over the token embeddings of
the phrase to obtain the phrase embedding. Given a new data set, if we get similar
phrases, we update the old representation with the new representation by taking the
average of these two representations.

2. Scoring Function

Given the triplet subject, predicate, object, the scoring function helps determine the
truthfulness behind the relation by calculating scores based on their representation.
For example, TransE [10] uses the function h + r = t, where h is the subject, r
is the predicate, and t is the object, and the function interprets the triplets as a
translation from subject to object based on the predicate. In our methodology, we
do not explicitly use a scoring function but assume that BERT learns the triplets
representation through knowledge masking and the truthfulness is further encoded
with the encoding model.
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3. Encoding Model

The encoding of structural(entity relationship) information into the entity represen-
tation is accomplished with an encoding model. Graph Neural Networks (GNN) has
been shown to be a good representation-learning approach for graph-based data [13].
Graph Autoencoder (GAE) is a GNN-based architecture that can create a network
embedding by capturing the topological information of a node [118]. In our approach,
we use GAE with Graph Attention Network (GAT) encoder as an encoding model
to capture structural information with attention-based node updates.

4. Auxiliary Information

Auxiliary information refers to the inclusion of additional information to the knowl-
edge graph. In our work, we add the label information of each text to the knowledge
graph as a separate node connected to all its triplets. We represent this label
node with the BERT embedding of the text used for the downstream task. The
above-mentioned requirement example belongs to the label Functional, we add this
particular information to the knowledge graph as shown in Figure 5.5.

disclosure purpose

Figure 5.5: Knowledge Graph for the given text with an additional node

5.1.4 Instance-based Knowledge Miner

The last phase refers to the instance-based knowledge miner, which helps to retrieve
information about text instances. For each text instance, we extract nodes from the
knowledge graph based on a phrase-based keyword node search or similarity search.
We look at the knowledge extracted for the text instance and search for all nodes in
the graph that contain the word(s) present in the extracted knowledge information
or compare the similarity between the text and the nodes. For example, if we look
at the second requirement text ‘The solution should provide the ability to append
corrected unstructured health record information to the original unstructured health
record information.’, the extracted knowledge entities would be as follows:
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e solution — provide — corrected unstructured health record information

o corrected unstructured health record information — append — original unstructured
health record information

Now we look at the available knowledge graph, i.e. Figure 5.5, and search for similar
nodes. The nodes found are solution and formal health record disclosure, because we
have the word ‘solution” and ‘health record’ in the extracted entities and the found
entities. We average the representation of the retrieved nodes and integrate them
with the BERT [CLS] embeddings before feeding them to the classification head.
Figure 5.6 describes the flow for the knowledge miner.
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Figure 5.6: Instance based Knowledge Miner

In addition to the retrieved nodes, we also consider the label of the text instance,
which is the same for the second query instance, Functional, when training the model.
If the label node is already present in the existing knowledge graph, then we compute
a loss function between the BERT embedding and the label node embedding. The
purpose of computing the loss function is to approximate the new BERT embedding
to the already learned label embedding to avoid large changes in updating the weights
of the model.

The updated knowledge graph after incorporating the second requirement text is
shown in Figure 5.7.

5.2 Explainability

The knowledge graph consists of entities and their relationships that were extracted
from the texts used for training the model. During the testing or evaluation stage, we
use this assembled knowledge graph to help engineers understand the results. We will
use an algorithm similar to the approach used in the instance-based knowledge miner.
We perform a similarity-based search on knowledge graph nodes and retrieve the top
5 similar nodes from an understandability perspective. The purpose of this retrieval
is to help the engineer understand the requirement by looking at similar nodes that
have been trained in the past to help them connect the previous requirement to the
current requirement. Besides these nodes, we also retrieve the label nodes that are
associated with the retrieved nodes. In addition to node retrieval, we assume that
when training with the knowledge masking approach, the model assigns a higher
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attention score to important phrases than to random words, which can also be useful
for explainability. For the test instance, we extract the attention score of the last
layer to determine the three highest attention scores.

Consider the following requirement as the text instance, ‘The solution should provide
the ability to provide patients a copy of their protected health information in a covered
entity designated record set’. With similarity-based search, we can extract the node
solution, formal health record disclosure purposes, corrected unstructured health record
imformation, and original unstructured health record information as they are similar
to the phrase protected health information and covered entity designated record set.
In addition to the entity nodes, we also retrieve the label node Functional that
is associated with the retrieved entities. Figure 5.8 demonstrates the extraction
approach for the explainability aspect.

5.3 Summary

In summary, this chapter has provided a comprehensive explanation of the method-
ology employed for continual learning through the use of a knowledge graph. The
information flow from the model to the knowledge base has been outlined in detail,
with examples provided to illustrate how this process works in the context of require-
ments text. Figure 5.9 combines all the components to show the detailed pipeline.
Additionally, considerable attention has been given to the explainability aspect of
this methodology, further emphasizing its practical utility for real-world applications.
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6. Experimental Setup

In this chapter, we provide our experimental setup for both the datasets and models
that help in answering the research questions.

e Section 6.1 provides insight into the dataset that will be used and possible ways
to minimize the imbalance problem.

e Section 6.2 describes the overall architectural design and baselines to be used for
performing the experiments.

e Section 6.3 identifies the experimental design that will be used to answer the
research questions.

6.1 Dataset

In this section, the datasets utilized for conducting the experiments are described,
along with an explanation of how to tackle the issue of imbalance in requirements
classification.

6.1.1 Data Information

Due to the sensitive and confidential nature of industry requirements data, we
conducted experiments using publicly available English datasets that also demonstrate
the effect of limited availability of requirements data. We collect the following five
public datasets:

e SecReq” [57] - Finance and telecommunication based Security-Related Require-
ments - [t contains requirements belonging to security or non-security instances

9http://ctp.di.fet.unl.pt/RE2017/pages/submission/data_papers/


http://ctp.di.fct.unl.pt/RE2017/pages/submission/data_papers/

50 6. Experimental Setup

e CWE! - Common Weakness Enumeration - It contains descriptions of vulnera-
bilities related to software development. It can be considered as an expression
of unrealized security requirements [79]. It is categorized into different types
of security, which can also be referred to as types of consequences or security
sub-characteristics.

e Slankas'! [102] - Health Care Requirements - It comprises requirements from the
health care domain. It contains functional and different types of non-functional
requirements.

e PURE' [30] - Software Requirements from multiple domains - It contains
several requirements documents that need a manual extraction process to extract
requirement texts from them. To avoid the extraction process, we will consider
some already extracted requirements that are publicly available.

e PROMISE" [96] - Software Requirements - It contains functional and various
categories of non-functional requirements created and classified by students.
It is the most commonly used dataset in current research on requirements
classification. In this work, we use the extended dataset [65], which consists of
additional requirements.

Each of the above datasets will be considered an individual task and will be applied
in the manner described above. Table 6.1 summarizes information about the datasets.
Every dataset includes a security label with additional labels, thereby making this a
multi-incremental classification task.

Table 6.1: Requirements Dataset Information

Task Dataset Description Label Count | Instances

Task 1 SecReq Security related require- | 2 511
ments

Task 2 CWE Common Weakness Enu- | 9 929
meration

Task 3 Slankas Health Care Require-| 8 4468
ments

Task 4 PURE Software Requirements 12 951

Task 5 PROMISE | Software Requirements 12 969

6.1.2 Imbalance Problem

An imbalance problem refers to the non-uniform distribution of categories in a
dataset. In each of the datasets mentioned above, there are one or more labels with
a small number of instances compared to other labels. It can be solved using data
augmentation and/or adding weights to each class based on its count.

Ohttps://cwe.mitre.org/data/archive.html
Hhttps://github.com/RealsearchGroup/NFRLocator
2https://doi.org/10.5281/zenodo.1414117

Bhttps: //tinyurl.com /PROMISE-exp
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Data Augmentation

Data augmentation involves the creation of additional data instances with reference
to the available data instances. Text data augmentation replaces words or phrases
with other words of similar meaning. To prevent inflation of artificial data, we limit
the generation of instances to a maximum of 100 for classes with very low numbers.
This is accomplished by utilizing two distinct augmentation methods via nlpaug.

e Synonym - Replacing words of the text with their respective synonyms to create
a new instance.

e Back-Translation - Translating the text from English to German and back to
the original language will create a new instance with reformulated text.

Class Weights

An alternative way to solve the imbalance problem is to assign class weights (CW)
to the loss function based on the number of data. We calculate the class weights
using the sklearn'® library shown by Equation 6.1 where S is the number of samples,
C'is the number of classes and O(c) is the count of occurrence of each class. The
problem that may arise with CW is the large difference in weights that can cause
the model to generalize only for the inferior data. In addition to the calculated class
weights, we also apply normalization to the weights to reduce the large difference.

S
CWhpalanced = C*—O(C) (61)

6.2 Experiments

In this section, we outline all the experiments carried out to evaluate the different
learning techniques.

6.2.1 Architecture Design

Based on the available dataset and labels, we design the model architecture. We
have three different classification schemes: security requirements classification, con-
sequences classification, and requirements classification. In the case of the SecReq
dataset, it comprises of the security and non-security labels, which are part of the
non-functional labels. For non-security instances, since we do not have additional
information about which other requirement labels they belong to, we consider the
security /non-security classification as a single classification head which we name
‘Security Head’. CWE constitutes of labels belonging to different types of security,
which makes the whole dataset a security label dataset. Since it contains different
types of security (consequences), we use a different classification head for conse-
quences, namely ‘Consequence Head’. The remaining three datasets have various
types of labels, as presented in Table 2.1. We use a separate classification head,
named ‘Requirements Head’. Since all of them consist of the security label, we also

Mhttps://scikit-learn.org /stable/modules/generated /sklearn.utils.class_weight.compute_class_w
eight.html
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label the remaining label as non-security and also use the security head to feed the
instances. We introduce each classification head into the model only when the model
encounters the dataset containing those labels, and train only the heads to which
the dataset belongs. For example, if the model encounters the dataset PURE, which
contains security and requirements labels, and the model has already been introduced
to all the heads, we use the label information and train only the two heads and do
not feed any data to the consequence head. Figure 6.1 shows the model architecture
with all its classification heads and Table 6.2 shows the assignment of each dataset
to its corresponding classification head.

Y

4 NEE

1. Security Head

Requirement

2. Consequence Head

A

3. Requirement Head

Y

- v

Figure 6.1: Architecture Design

Table 6.2: Assignment of the dataset to classification heads

Task Dataset Classification Head(s) | Labels
Task 1 SecReq 1 2
Task 2 CWE 1,2 9
Task 3 Slankas 1,3 8
Task 4 PURE 1,3 12
Task 5 PROMISE 1,3 12

We use the BERT base uncased as the base model to obtain the text representation
and feed it to the classification heads. Since we pass the token [CLS] with the text,
the representation of the token [CLS] is intended to capture the essence of the text
and is used for the downstream task.

Due to limited resources, we use the same default hyperparameter setting with
the same architectural design and cross-entropy loss function for all experiments
in this thesis to allow a valid comparison of all approaches. We use the following
hyperparameter setting:

e Batch Size - The number of instances that are passed through in a single training
step. Due to the limited number of instances, we consider the batch size to be 2.

e Epochs - We train the model for 10 iterations.

e Learning Rate - Using a lower learning rate helps the model generalize without
making large jumps in the weight distribution. We used le~® as the learning
rate.
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e Seeds - The seed values help to ensure that the random initialization is the
same so that the results can be replicated. We use three seed values for the
experiments - 1, 22, and 42. We average the scores on all three seed values and
show the results.

6.2.2 Learning Paradigms
This section describes various techniques and the sequence of experiments performed.
Transfer learning

In this thesis, since we focus on knowledge transfer across datasets, we consider
the transfer learning technique as a baseline approach to compare with all other
techniques. We use transfer learning to test the methods for solving the imbalance
problem, i.e., data augmentation and class weights. We start by training the model
with the original dataset in the aforementioned order and subsequently introduce
the augmented data, and the original and normalized class weights. We also explore
whether it would be helpful to freeze the pre-trained BERT weights.

Single-task learning

We also train the model on each individual dataset separately to check the performance
of the model without considering other datasets.

Multi-task learning

In multi-task learning, all datasets are combined as a single dataset to train the
model because each dataset represents a different task, thus making it multi-task
learning.

Continual Learning

We conduct experiments related to continual learning using the following three
strategies:

e Experience Replay - It is the retention of a part of the previous task instances
to be used with the current task. We collect a certain percentage of the data for
each label that was present in the previous task. We run the experiments with
25, 50, and 75 percent of each previous dataset.

¢ Elastic Weight Consolidation (EWC) - EWC is a regularization approach that
helps prevent catastrophic forgetting. Equation 6.2 describes the loss (L) formula
as mentioned by Kirkpatrick et al. [55], where L¢ is the loss function for the
current task, P refers to the number of all previous tasks, F' is the Fisher
information matrix, ¢ refers to the current model parameters, ¢ ; is the model
parameters obtained after training on previous task i and A is the penalty value.
Here )\ is a hyperparameter, so we experiment with 0.4, 0.6, and 0.8 as different
values for \.

LO) = Lo(®) + Y X SR - 6 (6.2)

(2

e Model Extension - For the model extension strategy, we use adapter modules
[41]. We use the implementation provided by AdapterHub [89] to add adapters
to our BERT model.
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Continual Learning with Knowledge Graph

For continual learning with the knowledge graph, we build the knowledge graph (KG)
for each task after training the model with that task, so that the model learns the
representation before employing it in the KG. In addition to the cross-entropy loss
function, we compute a cosine embedding loss represented by Equation 6.4 between
the BERT embedding and auxiliary label nodes present in the knowledge graph
in order to maintain a similar representation and thus avoid forgetting previous
information. Equation 6.5 illustrates the loss function combining both losses, where
B denotes the weight or influence of the cosine loss. We choose to consider § as 0.2
so as not to emphasize the cosine value too much.

TR )

cos(z1,Ta) = ol Tzl (6.3)
Leos = 1 — cos(zq, x2) (6.4)
L(0) = Ler(0) + BLecos (6.5)

We conduct the following experiments to test whether this approach can prevent
catastrophic forgetting:

e Approach 1 - We retrieve similar nodes from the KG based on keyword-based
search and merge them into the BERT [CLS] embeddings before feeding them
to the classification heads as shown by Equation 6.6, where EMBcy refers to the
embedding that will be passed to the classification head(s), AGGR() determines
the aggregation function (which can be summation or average), N is the number
of retrieved nodes and x; represents the extracted node representation.

N

1
EMB¢y = AGGR(BERT ¢, ~ ; ) (6.6)

e Approach 2 - We construct the mean embedding from the BERT embeddings
and compute the cosine similarity with all KG nodes and extract the top five
nodes from the KG and merge them into the BERT [CLS] embedding using the
Equation 6.6.

Explainability

For the explainability aspect, we use the method introduced in Section 5.2, where
nodes with the highest similarity scores with respect to mean embeddings of the
text are retrieved. We calculate the similarity using the cosine score, as shown in
Equation 6.3, between the mean embedding of the instance and all nodes in the
knowledge graph. In addition to this, we extract the highest attention score assigned
to the tokens and highlight them.



6.3. Experimental Framework for the Research Study 55

6.3 Experimental Framework for the Research Study

In this section, we establish a connection between the experimental design discussed
earlier and the research questions to provide answers. Prior to addressing the research
inquiries, we carry out data preprocessing to alleviate the issue of imbalance. Our
approach begins with transfer learning and then incorporates various techniques
to address the imbalance, selecting the one that performs well in all subsequent
experiments.

Research Question 1

As research question 1 deals with different learning paradigms, we will analyze the
following learning methods.

e Single Task Learning
e Multi-Task Learning
e Transfer Learning

e Continual Learning - Experience Replay, EWC, AdapterBERT

Research Question 2

Research question 2 is about the new methodology and if it can support continual
learning. To evaluate the new methodology, we will first compare it with transfer
learning to study knowledge transfer, and then analyze it with the other approaches
of continual learning.

e Transfer Learning
e Continual Learning - Experience Replay, EWC, AdapterBERT
e Continual Learning - KG

6.4 Summary

To summarize, we offer a comprehensive account of the datasets employed in this
study, as well as the specific kinds of experiments conducted, along with their
corresponding architectural design. Additionally, we establish a link between these
details and the research questions being addressed in this thesis.






7. Evaluation and Discussion

In this chapter, we evaluate all the approaches to answer the research questions.

Section 7.1 assesses the initial experiments with regard to the imbalance problem.

Section 7.2 evaluates all methods related to Research Question 1.

Section 7.3 reviews the continual learning approach with the knowledge graph
associated with Research Question 2.

Section 7.4 gives a brief outline about the ablation study.

For the evaluation of the methods we randomly split all datasets in a ratio of 80:20,
utilizing 80% of the data as training data and 20% as test data. We factor in the exact
data split for training and testing all methods to make the comparison reasonable.
Table 7.1 shows the split count between all the datasets.

We use the F1 score as the primary score to quantify the performance of all methods
because it illustrates a harmonic mean between precision and recall. Considering
that this is an imbalanced dataset, we compute the macro and weighted average
F1 scores for each classification head, as the macro average handles each class as
equal and shows whether a method was able to identify all classes, and the weighted
average to check the contribution of higher instances behavior. All methods are
trained on a GPU server.

7.1 Initial Experiments

This section focuses on the initial experiments conducted using the transfer learning
approach as a baseline to handle the imbalance problem. We inspect the F1 score
for each dataset after training the model on the respective dataset and present the
average score across all the datasets and the classification heads.
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Imbalance Problem

Figure 7.1 shows the distribution of classes in each training set. It can be clearly
seen that all datasets contain some classes that are in minority. Table 7.2 presents
the result of the transfer learning approach with the original class distribution. The
difference between the weighted score and the macro score indicates that the correct
classification of minority classes is achieved to only a limited extent as the macro
score is 0.689 and the weighted score is 0.867 which shows the majority classes were
classified more correctly than the minority classes.

SecReq CWE
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[ Access Control
m Availability
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mmm Other
mmm Authentication
B Authorization
= Non-Repudiation
- Accountability

PROMISE
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B Security
mm Usability

Figure 7.1: Class Distribution of Original Dataset

Data Augmentation A common method to solve the imbalance problem is to expand
the data set. We apply the augmentation method described in the experimental setup
to the minority classes. Figure 7.2 shows the class distribution after augmenting
the training data set. The difference in the distribution of classes is clearly evident.
We do not augment the SecReq dataset because the original distribution does not
show a large imbalance between the two labels compared to other datasets. With
respect to the Slankas dataset, which is a multi-label dataset, the Functional class
holds the majority. As we augment the data for lower classes which also apparently
belong to the Functional class, the data count for the Functional class is also elevated
with it, resulting in the distribution being almost the same even after augmentation.
After applying transfer learning to the augmented data, it is evident from Table 7.2
that performance for the imbalance dataset improves with data augmentation for
both macro and weighted F1 scores. In addition, the difference between the two
scores decreases compared to the scores without data augmentation. For all further
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experiments, we will consider the augmented data as the part of training data. Table
7.1 shows the augmented data count for each dataset.
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Figure 7.2: Class Distribution after Data Augmentation
Table 7.1: Train-Test split of the datasets
Task Dataset Train Count | Augmented | Test Count | Instances
Data Count
Task 1 SecReq 408 0 103 511
Task 2 | CWE 742 280 187 1209
Task 3 Slankas 3568 267 900 4735
Task 4 | PURE 760 431 191 1382
Task 5 | PROMISE 775 614 194 1583
Total Count | 6253 | 1592 | 1575 | 9420

Class Weights

The class weights calculated by Equation 6.1 correspond to a higher

weighting of the minority instances and a lower weighting of the majority instances
in the calculation of the loss function, in order to allow the model to focus on the
minority classes as well. The class weights are determined based on the training data.
They can range from 0 to a large value depending on the number of instances. We
look at one of the datasets (CWE) as an example to show the weight distribution.
Table 7.3 reveals the weight distribution for CWE with test instance count for each
label. The initial class weighting ranges from 0.257 to 14.6, which results in the
class with a lower weighting receiving a lower score, for example, the class Integrity
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Table 7.2: Scores using Transfer Learning without and with Data Augmentation

F1-Score Across all heads
Without Data | Macro 0.689+0.012
Augmentation | Weighted | 0.86740.007
With Data Macro 0.7274+0.003
Augmentation | Weighted | 0.875+0.005

with an F1 score of 0.0 means that it could not predict correctly. To avoid the large
differences in the weights, we normalize the score, as it can be seen from the previous
weights that a lower value does not lead to much improvement in performance. In
order to prevent a weight value in the vicinity of 0, we set the default weight as 1
and add the normalized weight to it, shown in Equation 7.1, which results in class
weights in the interval of 1 to 2. We provide another example of class weighting in
one of the other datasets (Slankas) in Appendix A.1.

cw

CWnormalized = 1+ m (71)
Table 7.3: Class Weights Comparison for CWE Test Set

Labels Balanced Normalized Log
Desc. Count | Weight | F1 Weight | F1 Weight | F1
Integrity 97 0.257 0.00 | 1.018 0.75 | 1.228 0.74
Access Control | 50 0.961 0.52 | 1.066 0.63 | 1.673 0.61
Availability 59 3.395 0.59 | 1.233 0.62 | 2.481 0.58
Confidentiality | 79 1.947 0.66 | 1.133 0.67 | 2.081 0.66
Other 55 0.913 0.67 | 1.063 0.66 | 1.648 0.61
Authentication | 4 14.6 0.29 |2 0.33 | 3.747 0.33
Authorization | 3 14.6 0.40 |2 0.00 | 3.747 0.50
Non- 13 11.231 | 0.42 | 1.769 0.27 | 3.504 0.25
Repudiation
Accountability | 4 14.6 0.40 | 2 0.00 | 3.747 0.40

Macro 0.44 0.44 0.52

Weighted 0.44 0.65 0.63

With normalized weights, we decrease the difference within the weights, but it does
not help much to increase the score for the minority class because it is not sufficiently
large. For this purpose, we use log normalization, which is shown by Equation 7.2.
Log normalization for values less than 1 will result in a log value in the negative
range. To avoid a negative value, we add 1 to the original weights and then take the
logarithmic value that could be somewhere near 0, so we add 1 to the log values to
get the range of weights that starts with 1. From Table 7.3 it can be noticed that
with the log weights, we get a compromised F1 score between all the classes and
obtain the highest average macro score and comparable weighted score. Table 7.4
presents the average F1 score for all classification heads and datasets. Log weights
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produce a higher score for both macro and weighted F'1 scores, hence we will consider
combining augmented data with log weights for all future experiments.

CWiog-normalized — I+ log(cw + 1) (72)

Table 7.4: Scores using Transfer Learning with Class Weights

F1-Score Across all heads
Without Macro 0.72740.003
Weights Weighted | 0.875%0.005
Balanced Macro 0.72340.006
Weights Weighted | 0.857%0.003
Normalized | Macro 0.723+0.007
Weights Weighted | 0.87410.003
Log Macro 0.751+0.019
Weights Weighted | 0.885+0.011

7.2 Research Question 1

In this section, we evaluate the experiments related to our research question 1 by
answering each sub-question. In order to answer the research question, we look at
the performance of each method after training the model on the last task (Task 5 -
PROMISE dataset) and evaluating on all the test datasets. We report the combined
score on each classification head and evaluate based on their average value. As there
are no different tasks in single-task learning (trained only on the PROMISE dataset)
and multi-task learning (trained on all datasets), it is not meaningful to measure the
forgetting measure and the backward transfer of information. Finally, to measure the
forward transfer, we consider the models trained until task 4 (PURE dataset) and
test the method on the unseen task 5 dataset (PROMISE dataset) which belongs
to the security and requirement head. Given that there are no other datasets for
multi-task learning, there is no calculation of the forward transfer.

We assign the following acronym to simplify the representation of each method and
metric and avoid confusion.

e Transfer Learning - TL

e Single Task Learning - STL

e Multi-Task Learning - MTL

e Continual Learning - CL

e Experience Replay - ER

e Elastic Weight Consolidation - EWC
e Adapter BERT - Adap

e Knowledge Graph - KG
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e Forgetting Measure - FM
e Backward Transfer- BT
e Forward Transfer - FT

Before we dive into different methods, we first select the hyperparameters for the
different continual learning strategies, i.e., selecting the experience replay percentage
and the lambda value for the EWC setting. Hyperparameters are selected based on
performance in the macro assessment. Table 7.5 displays the results for different
hyperparameter settings. While it was expected that the performance would be
better by increasing the percentage for experience replay, it can be witnessed that
with 25% of previous data, CL-ER was able to achieve comparative results with
a slightly higher score with a smaller amount of data from the previous dataset.
However, in the case of the EWC setting, all hyperparameters resulted in a similar
score even with different penalty values, indicating that assigning different values
does not do much in our scenario. For further comparison with all other approaches,
we will consider the results of 25% of previous data for ER and a lambda value of
0.4 for the EWC setting.

Table 7.5: Scores on different hyperparameters for the continual learning strategy

F1-Score Security Consequence | Requirements| Average
Head Head Head
25% 0.916+0.011 | 0.456+0.035 | 0.4314+0.028 | 0.601+0.025
CL-ER 50% 0.886+0.021 | 0.43840.031 | 0.448+0.034 | 0.591+0.029
75% 0.8984+0.003 | 0.43940.013 | 0.41940.043 | 0.585+0.019
0.4 0.785+0.023 | 0.263+0.031 | 0.374+0.047 | 0.474+0.034
CL-EWC | 0.6 0.7854+0.023 | 0.2634+0.031 | 0.37440.047 | 0.474+0.034
0.8 0.7854+0.023 | 0.2634+0.031 | 0.37440.047 | 0.474+0.034
Discussion

Table 7.6 provides the outcomes of all the different learning paradigms that are used
to answer research question 1. We start by looking at the non-continual learning
approaches. With single-task learning on the Task-5 dataset(PROMISE), it scored
the lowest in comparison to all other methods. Considering that the PROMISE
dataset contains only security and requirement head classes, the consequence head
results in an F1 score of 0.0. Now, if we look at the transfer learning approach,
which involves training the model with one dataset at a time and transferring the
information from one dataset to another, we can see that it performs better than
STL, yielding a cross-data transfer of knowledge. In terms of MTL, where all the
dataset is considered during training, it performed better than TL and STL in all
the classification heads, with the problem being to always consider the entire dataset
at all times.

Among the continual learning approaches, CL-ER actually performed better than
the MTL approach, while CL-EWC performed similarly to the TL approach. For the
CL adapter approach, a lower score was achieved compared to the STL approach. It
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Table 7.6: Scores on the Different Paradigms of Learning
F1-Score Security Consequence | Requirements| Average
Head Head Head

TL 0.78240.036 | 0.266+0.037 | 0.378+0.05 0.4754+0.041
STL 0.683+0.039 | 0.00£0.0 0.202+0.018 | 0.295£0.019

Macro MTL 0.875£0.03 | 0.3914+0.051 | 0.4644+0.013 | 0.577+£0.031
CL-ER 0.916+0.011 | 0.456+0.035 | 0.431+0.028 | 0.601+0.025
CL-EWC | 0.785£0.023 | 0.263£0.031 | 0.3744+0.047 | 0.4744+0.034
CL-Adap | 0.364=£0.001 | 0.308+0.009 | 0.2314+0.016 | 0.30140.009
TL 0.8314+0.031 | 0.4224+0.045 | 0.7914£0.021 | 0.681£0.032
STL 0.769+0.033 | 0.00£0.0 0.603+0.012 | 0.457+0.015

Weighted MTL 0.90940.027 | 0.55140.029 | 0.840+0.008 | 0.767+0.021
CL-ER 0.949+0.007| 0.611+0.014 | 0.8334+0.012 | 0.798+0.011
CL-EWC | 0.833£0.022 | 0.41840.039 | 0.791+0.021 | 0.681%0.027
CL-Adap | 0.61740.001 | 0.45440.007 | 0.62140.006 | 0.564+0.005
TL 0.20140.031 | 0.079%0.022 | 0.137£0.024 | 0.139£0.026
STL - - - -

M MTL - - - -
CL-ER 0.031+0.005 | 0.00+0.004 | 0.051+0.018 | 0.027+0.009
CL-EWC | 0.193£0.023 | 0.084£0.019 | 0.1434+0.029 | 0.1440.024
CL-Adap | 0.00+0.002 | 0.00640.006 | 0.0094+0.011 | 0.005+0.006
TL 0.048+0.036 | 0.0024+0.003 | 0.0214+0.012 | 0.024+0.017
STL - - - -

BT MTL - - -
CL-ER 0.0074+0.003 | 0.008+0.010 | 0.028+0.024 | 0.014+0.012
CL-EWC | 0.041£0.033 | 0.003£0.004 | 0.0194+0.011 | 0.02140.016
CL-Adap | 0.00140.002 | 0.00140.001 | 0.02£0.016 0.00740.006
TL 0.0924+0.008 | - 0.108£0.007 | 0.140.008
STL 0.056+0.004 | - 0.076£0.002 | 0.066£0.003

FT MTL - - - -
CL-ER 0.102+0.001 | - 0.126+0.011 | 0.11440.006
CL-EWC | 0.092+0.008 | - 0.107£0.009 | 0.099+0.009
CL-Adap | 0.012+0.00 | - 0.069+0.004 | 0.041£0.002
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can be observed that freezing the BERT does not contribute to the generalization of
imbalanced datasets (explained in the ablation study 7.4).

Furthermore, if we examine each of the classification heads separately, security data
is present in all tasks, while consequence data is present in only one task and other
requirements data is present in the last three tasks. It is found that CL-ER performs
better on security and consequence data, while MTL performs better on requirement
data.

Knowledge transfer can also be determined by the performance in training the model
with each task. Figure 7.3 plots the training curve for each classification head. We
show the score for each head after the first epoch and after training for each task.
The X-axis shows the task for which the model was trained, and the Y-axis shows the
macro score after the first epoch. Knowledge transfer can be determined by observing
whether the curve increases with each task, which is the case in all instances where
CL-ER achieves a higher score during training. Since consequence labels are only
present in Task 2, we only see the representation in task 2, and the requirement
labels start in task 3.

1.1 Which technique is most effective?

By weighing macro and weighted scores together, it is possible to determine
which approach is the most advantageous. When considering the requirements
head, MTL shows excellent performance, whereas CL-ER proves to be more
proficient in other classification heads. Although MTL produces competitive
results, the scores suggest that including all datasets for every task training
is not necessary, as CL-ER achieved better results with only a small subset of
previous datasets.

1.2 Can continual learning help reduce catastrophic forgetting?

The forgetting measure(FM) is used to evaluate catastrophic forgetting, with
lower scores indicating less forgetting. Based on this measure, it appears that
CL-Adapter exhibits less forgetting. However, upon closer examination of the
macro and weighted scores, it becomes clear that the higher weighted score is
due to the adapter model’s ability to accurately categorize classes with greater
frequency, while it struggles to identify minority classes, as evidenced by the lower
macro score. As it is crucial to correctly identify all classes, we disregard the
CL-Adapter and instead consider the second-lowest FM score as the determining
factor in concluding that CL-ER is less prone to forgetting than other methods.

1.3 Can it improve future tasks (zero-shot learning)?

Zero-shot transfer behavior analysis offers a valuable tool for assessing model
performance without the inclusion of future training data, with forward transfer
(FT) serving as the primary metric. In this regard, CL-ER showcases a more
favorable performance when it comes to transferring knowledge for future tasks,
indicating its potential as a robust and versatile solution. By leveraging its
existing knowledge, CL-ER displays a high level of adaptability, making it an
attractive choice for a wide range of applications and use cases. Overall, the
zero-shot transfer behavior exhibited by CL-ER highlights its ability to provide
reliable and efficient performance in the face of new challenges and tasks.
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After analyzing the three questions mentioned above, it is reasonable to conclude
that continual learning with the experience replay setting outperforms other learning
paradigms across all metrics. As a result, it is evident that continual learning is better
suited for the challenge of requirement classification than alternative techniques.
Additionally, it is worth noting that single-task learning achieves a lower score
compared to other approaches, indicating that utilizing different learning techniques
can lead to improved performance in requirement classification. By combining various
methods and leveraging the strengths of each, it is possible to achieve better outcomes
in a diverse range of tasks and applications. Overall, these findings emphasize the
importance of selecting the appropriate learning paradigm and methodology to ensure
better performance and results.

7.3 Research Question 2

This section addresses the research question related to the novel continual learning
approach with knowledge graph integration and compares it with the transfer learning
approach as the baseline for examining knowledge transfer across each task.

For this research question, we consider the same conditions as for the first research
question, i.e., we study the performance of the method on the last task, and for
the forward transfer, we consider task 4 and test the dataset of task 5. Regarding
the knowledge graph approach, we study three different types of node searches
for instance-based miners. In this context, CL-KG 1 pertains to the node search
technique that employs phrase-based word matching to retrieve all nodes with similar
phrases or words. On the other hand, CL-KG 2 involves similarity-based search,
which entails calculating the average sentence embedding using BERT embedding
and retrieving the top 5 KG nodes based on the cosine similarity value along with
their respective neighbors. Finally, CL-KG C combines the above two methods to
obtain a hybrid approach to retrieve the nodes.

Discussion

Table 7.7 depicts the results of the transfer learning and continual learning approach
with the knowledge graph. To begin, we will evaluate the CL-KG methods before
comparing them with the baseline approach. The main distinction between CL-KG
1 and CL-KG 2 lies in their instance-based mining. After examining the results of
both methods, it is evident that CL-KG 2 outperforms CL-KG 1 in three metrics,
while CL-KG 1 is effective in retaining knowledge from previous tasks. As a result,
we combine the two methods by retrieving both phrase-based matching nodes and
similarity-based top 5 nodes to create CL-KG C, with an assumption to get a good
score in all the metrics.

2.1 Can continual learning with knowledge graph perform better than transfer
learning?

During the comparison of the CL-KG methods with Transfer Learning (TL), it
was evident that CL-KG 1 was unable to outperform the TL method; however,
it was able to retain the previous knowledge by achieving a lower forgetting
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Table 7.7: Score on Continual Learning with Knowledge Graph and Transfer Learning

F1-Score Security Consequence | Requirements| Average
Head Head Head
TL 0.78240.036 | 0.266+0.037 | 0.378+0.05 0.475+0.041
Macro CL-KG 1 | 0.624£0.011 | 0.225+0.047 | 0.207+0.029 | 0.3524+0.029
CL-KG 2 | 0.799+0.018| 0.261+0.021 | 0.398+0.005 | 0.486+0.015
CL-KG C | 0.63640.021 | 0.24940.018 | 0.22140.005 | 0.369+0.015
TL 0.83140.031 | 0.42240.045 | 0.791+£0.021 | 0.681+0.032
Weighted CL-KG 1 | 0.75540.028 | 0.34440.083 | 0.5264+0.088 | 0.542+0.066
CL-KG 2 | 0.850+0.015| 0.424+0.042 | 0.793+0.006 | 0.689+0.021
CL-KG C | 0.77540.044 | 0.39940.029 | 0.58440.039 | 0.586+0.037
TL 0.20140.031 | 0.07940.022 | 0.137£0.024 | 0.139+£0.026
M CL-KG 1 | 0.1314+0.044| 0.033+0.013 | 0.058%+0.011 | 0.07440.023
CL-KG 2 | 0.170£0.021 | 0.056£0.018 | 0.1114+0.006 | 0.11240.015
CL-KG C | 0.13840.051 | 0.03540.007 | 0.039+0.018 | 0.071+0.025
TL 0.04840.036 | 0.0024+0.003 | 0.021£0.012 | 0.024=£0.017
BT CL-KG 1 | 0.081+0.019| 0.005£0.007 | 0.0124+0.008 | 0.033+0.011
CL-KG 2 | 0.037£0.001 | 0.040.0 0.006+0.003 | 0.014+0.001
CL-KG C | 0.018£0.009 | 0.006+0.004 | 0.034+0.001 | 0.01940.005
TL 0.09240.008 | - 0.1084+0.007 | 0.1£0.008
FT CL-KG 1 | 0.043£0.002 | - 0.07840.009 | 0.061£0.006
CL-KG 2 | 0.097+0.002 | - 0.127+0.004 | 0.112+0.003
CL-KG C | 0.04940.007 | - 0.0754+0.006 | 0.062£0.007

2.2

score. On the other hand, CL-KG 2 showed a little better performance than
both the TL and CL-KG 1 methods. Additionally, CL-KG 2 was also able to
retain previous knowledge when compared to TL, but its retention capability
was lower than that of CL-KG 1. In terms of the CL-KG C method, it was
able to outperform CL-KG 1, but it still couldn’t outperform TL except for the
forgetting measure. Overall, the findings suggest that while the CL-KG methods
offer some advantages over the TL method, there is still room for improvement
in terms of their performance, particularly when it comes to achieving better
retention of previous knowledge.

Does it perform better than other continual learning strategies?

To assess the efficacy of CL-KG in comparison to other continual learning settings,
we evaluated various metrics related to knowledge transfer, including FM, BT,
and FT, while also examining factors such as model size, memory size, and
computation time. Our findings indicate that, in terms of retaining knowledge
from previous tasks, CL-KG outperforms TL due to its lower forgetting rate
(FM) and the ability to incorporate knowledge into previous tasks by achieving
a significantly higher score in BT. Furthermore, CL-KG also performed well in
terms of forward transfer scores.

In terms of comparing CL-KG with other continual learning strategies, we
found that it outperformed CL-EWC and CL-Adapter, although it was still
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Figure 7.4: Additional Scores

unable to outperform the CL-ER method. Figure 7.4 depicts the additional
metric score with regard to system performance, including model size efficiency
and storage size efficiency, as well as the computation time required to train
the last task. Regarding model size efficiency, all strategies exhibited similar
performance, while CL-Adapter and CL-EWC were more efficient in terms of
storage and computation time. It is worth noting that CL-KG was not as efficient
as other methods in terms of memory space(with a 0 efficiency score) and higher
computation time.

Can it be used to explain the results?

In order to understand how CL-KG retrieves information from the knowledge
graph, we examined one of the test instances. Specifically, we considered the
requirement text ‘The system shall have high availability every day of the year.
The system must be available for use between 12:00 AM and 6:00 PM all days of
the year.’; which falls under the label Availability. Figure 7.5 shows the result
for explainability.
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Figure 7.5: Explainability for the test example

Through attention-based explainability, the model identified the following words
with the highest scores: ‘system’, ‘available’, ‘year’, ‘must’, ‘use’, ‘##am’,
‘availability’. These scores demonstrate that knowledge masking helped the
model to focus on important phrases and avoid irrelevant words, thus aiding
engineers in explaining why the requirement text belongs to the Awvailability
label as the word availability was highlighted.

To further aid in understandability, we utilized similarity-based analysis to
extract the top 5 nodes from the knowledge graph, resulting in the following:

e usable use 24 hours per day 365 twenty-four hour period per year -> AVAIL-
ABILITY

o 24 time day 800 price free number financial backing -> AVAILABILITY

e contractual agreement internet service provider T3 access 99.9999 availability
-> AVAILABILITY

o 2/ hour 800 toll-free number support -> AVAILABILITY
e available use between hours -> AVAILABILITY

By retrieving nodes similar to the requirement text, along with the labels
associated with those nodes, engineers can better understand why the text
belongs to the Awvailability label based on the nodes generated using training
data. Additional examples of CL-KG’s ability to retrieve nodes and aid in
understandability can be found in Appendix A.4.

Based on the results presented above, it can be inferred that the integration of
knowledge graphs with continual learning is a more effective approach compared to
transfer learning and can be considered with continual learning. Furthermore, in
comparison to other continual learning techniques such as EWC and Adapter BERT,
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CL-KG shows better performance. However, it is noteworthy that experience replay
outperforms all the other approaches. An interesting finding from the CL-KG 1 and
CL-KG C approaches is their ability to retain knowledge from previous tasks even
if their performance is not as good. For instance, when evaluating the SecReq test
set (consisting of security and non-security labels) after training on the CWE train
set (with only security labels), it is expected that the model would lose information
about the non-security label. As shown in Table 7.8, the score for non-security
is 0.0 for all approaches except CL-Adapter, which shows a 0.0 score for security
instead. However, CL-KG 1 and CL-KG C were able to retain information about the
non-security label even without being exposed to such data and achieved a better
macro score.

Table 7.8: Score on SecReq Data after training on CWE

F1-Score Non- Security Macro Weighted
Security
TL 0.00 0.54 0.27 0.20
CL-ER 0.00 0.54 0.27 0.20
CL-EWC 0.00 0.54 0.27 0.20
CL-Adapter | 0.77 0.00 0.39 0.49
CL-KB 1 0.33 0.53 0.43 0.41
CL-KB 2 0.00 0.54 0.27 0.20
CL-KB C 0.24 0.57 0.47 0.44

7.4 Ablation Study

When analyzing a model, an ablation study aims to investigate the various components
or factors that could potentially influence its performance. In this particular thesis,
there may be numerous components that require further experimentation, but for our
study, we concentrated on two distinct components due to the limited time resources.
The first component we examined was the freezing of BERT, and we assessed its
performance relative to Adapter BERT. The second component we scrutinized was
the aggregation function, which is connected to the retrieved nodes and the [CLS]
embedding.

Freezing BERT

In our prior assessment, we noted that Adapter BERT exhibited the poorest per-
formance compared to other methods, even in the case of single-task learning. This
raises the question of what the underlying issue might be, considering that Adapter
BERT involves the addition of supplementary layers for each task while keeping the
entire BERT frozen, except for the newly introduced layers which have demonstrated
good results for other domains. To investigate this further, we attempted a transfer
learning technique where we froze the BERT and examined whether this freezing
could be the cause of the problem. We review the F1 score for each dataset after
training the model on that dataset and present the average scores for all datasets
and the classification heads.
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Table 7.9: Scores on Transfer Learning with Freezing BERT

F1-Score Across all heads
TL - Without Macro 0.751+0.019
Freezing Weighted | 0.88540.011
TL - With Macro 0.324+0.003
Freezing Weighted | 0.586+0.002
Macro 0.323£0.002
CL-Adapter Weighted | 0.5860.001

The outcome of the transfer learning approach using frozen BERT is presented in
Table 7.9. The results demonstrate a noticeable decrease in performance, as evidenced
by the significant difference in the macro and weighted scores, which implies a greater
emphasis on the majority data instances. To illustrate this point, we can consider
the score for the task 5 (PROMISE) dataset shown in Table 7.10. It can be clearly
seen that the model could only detect the classes with higher instances and scored
lower for minority classes, stating that freezing BERT does not help in generalizing
when an imbalanced dataset is involved.

Table 7.10: Adapter BERT scores on PROMISE dataset

Label Count F1 Score
F 96 0.66
A 1 0.10
L 5 0.15
LF 11 0.00
MN 4 0.15
O 11 0.24
PE 15 0.26
US 18 0.23
FT 3 0.00
PO 2 0.40
SC 3 0.15
Macro 0.21
Weighted 0.45

Aggregation

When combining the retrieved nodes from the knowledge graph with the BERT [CLS]
embeddings, there are multiple techniques available for aggregating the resulting
representation. In our study, we explored two aggregation methods: addition and
averaging. Table 7.11 presents the results for the aggregation analysis, indicating
that averaging the representation achieved higher scores and was employed in all
previous evaluations.

7.5 Summary

Based on the analysis presented in this chapter, we can conclude that continual
learning is a promising approach for requirement classification and has been shown to
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Table 7.11: Different Aggregation method for Continual Learning with Knowledge
Graph

Macro F1-Score Security Consequence | Requirements| Average
Head Head Head
CL-KG 1 | 0.624+0.011| 0.225+0.047 | 0.207+0.029 | 0.352+0.029
Average | CL-KG 2 | 0.79940.018 | 0.261+0.021 | 0.398+0.005 | 0.486+0.015
CL-KG C | 0.636+0.021 | 0.24940.018 | 0.221+0.005 | 0.369+0.015
CL-KG 1 | 0.608+0.002 | 0.261+0.006 | 0.198+0.006 | 0.356+0.005
Addition | CL-KG 2 | 0.804+0.005| 0.2344+0.009 | 0.1944+0.139 | 0.41140.051
CL-KG C | 0.647+0.037| 0.260+0.009 | 0.182+0.005 | 0.363%+0.017

outperform the baseline method of transfer learning. Additionally, the incorporation
of a knowledge graph in the continual learning process has been demonstrated
to be beneficial, although further modifications may be necessary to improve its
performance. In summary, our findings suggest that continual learning, particularly
with the integration of a knowledge graph, has significant potential for enhancing
the accuracy and efficiency of requirement classification tasks.



8. Conclusion

The problem of requirement classification is a crucial one in the field of requirement
engineering, and in this thesis, we have attempted to tackle this issue using the
knowledge transfer approach. In doing so, we have explored a variety of learning
paradigms, with a particular emphasis on the continual learning aspect. Addition-
ally, we have also investigated the use of knowledge graphs in a continual learning
environment.

Throughout our research, we have discovered that the use of different learning
paradigms can be beneficial in transferring knowledge from one dataset to another.
With the availability of diverse datasets, we have found that different learning
approaches can be employed to aid in this transfer of knowledge. Continual learning,
which is viewed as a modification of transfer learning with complementary information,
has been shown to achieve better performance with minimal forgetting of prior
information.

Moreover, we investigated the implementation of knowledge graphs in a continual
learning framework, which was found to be effective in terms of performance. Despite
some issues observed during the investigation, such as increased memory usage, we
did observe a lower forgetting rate, indicating that previously learned information
was retained. This indicates that the integration of knowledge graphs can still be a
valuable approach in the future, especially if further work is conducted to improve
its implementation and to identify the most effective methods of incorporating such
graphs into a continual learning environment.

Overall, this work has shed light on some of the challenges and opportunities
associated with the use of knowledge transfer and continual learning in the context of
requirement classification. We believe that our findings have important implications
for the broader field of machine learning and hold great promise for future research
in the area of requirement engineering.
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8.1 Limitations

One of the primary limitations of this thesis is the dataset. As detailed in previous
sections, the dataset available for requirement classification is quite limited in terms of
its size and diversity. This poses a significant challenge for training machine learning
models, which require large amounts of data in order to learn robust representations
and achieve high accuracy.

Given the small size of the available dataset, there is a risk that the models developed
in this study may not be able to fully capture the complexity of the problem being
studied. This could lead to models that are overly simplistic or that fail to generalize
well on new data. As such, it is important to exercise caution when interpreting the
results of this study and to acknowledge the potential limitations of the dataset.

In addition to dataset limitations, there are also some minor issues associated with
the architecture of the models developed in this study. Specifically, the use of multiple
classification heads may pose some challenges in real-life or test-case scenarios where
it may not be clear which classification head a particular input belongs to. This
could make the architecture overly reliant on task-specific information, which could
limit its utility in certain applications.

Despite these limitations, however, the work presented in this thesis represents
an important contribution to the field of requirement classification. By exploring
different machine learning techniques, and by evaluating the performance of these
models on real-world datasets, this study provides valuable insights into the challenges
and opportunities associated with this important problem. Further research is needed
to address the limitations of the dataset and to refine the architecture of the models,
but the findings of this study represent an important step forward in this area of
research.

8.2 Future Work

As a direction for future work, it is recommended to focus on improving the dataset
used in this study. One possible approach would be to utilize publicly available
requirement documents [30, 76] which could provide detailed information about
requirements. These documents could be used to enhance the current dataset by
providing more precise definitions for categories and additional information for data
enrichment.

Regarding the integration of a knowledge graph into continual learning, further
improvements can be made to the extraction of knowledge information. For example,
auxiliary information such as the sentiment of each phrase or requirement text could
be considered to enhance the quality of the extracted knowledge. In this thesis, a
scoring function was not explicitly used to capture the plausibility of the relations in
the knowledge graph, so future work could explore incorporating scoring functions to
improve the precision of related information.

One potential issue with knowledge graphs is storage, as the representation of each
node phrase needs to be stored. To address this, entity alignment [46] could be used
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to group similar phrases together, such as “the system” and “the application,” to
reduce the number of unique phrases that need to be stored in the knowledge graph.

Finally, future research could explore online continual learning approaches [40], which
would be useful in real-world scenarios where data becomes available over time.
This would allow models to continually adapt to new information and improve their
performance over time, rather than requiring retraining with a larger dataset every
time new data becomes available.

By pursuing these directions for future work, the state of the art in requirements
classification can be advanced to develop more powerful and effective machine learning
models for this important problem in requirement engineering.






Appendix

A1

Class Weights

Similar to the class weights displayed during the earlier evaluation, we provide an
example of class weights in the Slankas dataset. Table A.1 illustrates the weights
and F1 score for each class in the Slankas dataset. Through CWE, we noticed that
classes with weights close to 0 had a lower score. However, in the case of Slankas,
despite the weight being low for the Functional class, the high number of instances
did not caused a decrease in score. After integrating the normalized weight and
log weights, we observed an increase in performance for all other classes, leading to
higher macro and weighted scores for log weights.

Table A.1: Class Weights Comparison for Slankas Test Set on Requirement Head

A2

Labels Class Weights Normalized Log
Description Weight | F1 Weight | F1 Weight | F1
Functional 0.151 0.95 | 1.011 0.96 | 1.141 0.97
Availability 5.510 0.12 | 1.414 0.21 | 2.874 0.13
Legal 4.699 0.70 | 1.353 0.66 | 2.740 0.78
Look and Feel | 11.414 | 0.33 | 1.857 0.50 | 3.519 0.75
Maintainability | 2.066 0.60 | 1.155 0.59 | 2.121 0.75
Operational 7.490 0.30 | 1.563 0.56 | 3.139 0.55
Performance 5.268 0.33 | 1.396 0.40 | 2.835 0.46
Usability 13.316 | 0.30 | 2. 0.07 | 3.661 0.00
Macro 0.46 0.49 0.55
Weighted 0.88 0.90 0.92

Knowledge Acquisition

In this section, we show some more examples of knowledge extraction for other
requirement texts. We consider the following three requirements:

e REQ 1: The issuer host must authenticate the card upon the load/unload
request.

e REQ 2: The system shall provide the ability to capture patient history in a
standard coded form.
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Frames for | authenticate| :

The issuer host | | must authenticate | |thecard | |upon the load / unload request
ARGM-MOD

Source-https://demo.allennlp.org/semantic-role-labeling

Figure A.1: Extracted frame for each verb detected in REQ 1

e REQ 3: In case the transition has to be acknowledged and the driver fails to
acknowledge as required, the ETCS shall initiate a brake application.

Figure A.1 illustrates the identified arguments for REQ 1 using the SRL model.
Three arguments were detected for the verb authenticate. As previously described
rules can be applied to generate triplets using these arguments. The argument ARGO
represents the subject, ARG1 the object, and V the predicate. Additionally, since
ARG2 was also identified in the same frame, we create one more triplet for this frame,
where ARG1 serves as the subject, V as the predicate, and ARG2 as the object. This
results in the following two triplets:

e The issuer host — authenticate — the card

e The card — authenticate — upon the load/unload request

Frames for :
The system | |shall provide | |the ability to capture patient history in a standard coded form | _
ARGM-MOD

Frames for | capture|:

The system shall provide the ability to ‘capture \ ‘ patient history \ ‘ in a standard coded form | _

Source-https://demo.allennlp.org/semantic-role-labeling

Figure A.2: Extracted frame for each verb detected in REQ 2

In Figure A.2, frames for REQ 2 are displayed. Two frames were detected for
the verbs provide and capture. The first frame follows the same rule as before
to generate a triplet. With regard to the second frame, we identified a different
argument, ARGM-MNR, which specifies the manner in which the action should be
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performed. To create the triplet, we consider ARG1 as the subject, V as the predicate,
and ARGM-MNR as the object. We observe that the second frame is connected with
the first frame, so we connect them based on additional rules as described before.
This results in the following two triplets:

o The system — provide — patient history

e patient history — capture — in a standard coded form

Frames for | fails|:

In case the transition has to be acknowledged and |the driver toacknowledge as required | | the ETCS shall initiate a brake application
v

Frames for |acknowledge| :

In case the transition has to be acknowledged and |the driver | fajlsto | acknowledge | |asrequired |  the ETCS shall initiate a brake application
v

Frames for :
In case the transition has to be acknowledged and the driver fails to acknowledge as required | . [the ETCS | |shall a brake application

v

Source-https://demo.allennlp.org/semantic-role-labeling

Figure A.3: Extracted frame for each verb detected in REQ 3

Figure A.3 displays the frames that were identified for REQ 3, revealing three frames
for the verbs fails, acknowledge, and initiate. From this example, we extracted
the following triplets:

e the driver — fails — to acknowledge as required
o the driver — acknowledge — as required

o the ECTS — initiate — a brake application

However, a challenge arises in this instance where the first two triplets are generated
for the same phrase. While the first triplet correctly represents the relation, the
second triplet reverses the phrase, rendering it incorrect. In the third frame, we
identified the argument ARGM-TMP, which can be combined with ARG1 to create a new
triplet with ARGM-TMP as the subject, V as the predicate, and ARG1 as the object.

A.3 Knowledge Masking

Table A.2 shows a few examples of requirement text tokens before and after knowledge
masking based on the knowledge extracted for the text.
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Table A.2: Knowledge Masking of tokens while training

Tokens before masking Knowledge Phrase Tokens after masking
[CLS], the, issue, ##r, issuer, host, [CLS], the, issue, ##r,
host, must, authenticate, host, must, [MASK],
authentic, ##ate, card, upon, load, [MASK], the, card,
the, card, upon, the unload, request upon, the, load, /,
, load, /, un, ## un, ##load, [MASK],
load, request, [SEP] [SEP]
[CLS], the, system, system, provide, [CLS], the, system,
shall, provide, the, patient, history, shall, [MASK], the,
ability, to, capture, ability, to, capture
capture, patient, standard, coded, , [MASK], history,
history, in, a, form in, a, standard,
standard, coded, coded, form, ., [SEP
form, ., [SEP] ]
[CLS], *, average, patients, wait, [CLS], =, average,
number , of, minutes, examination, room number , of, minutes,
patients, wait, in, , sSeeing, [MASK], wait, in,
examination, room, physician examination, room,
prior, to, seeing, prior, to, seeing,
physician, ., [SEP] physician, ., [SEP]
[CLS], sim, cards, SIM, cards, fixed, [CLS], sim, cards,
shall, be, fixed, radio, removed, shall, be, fixed,
into, the, radio, use, tool into, the, radio,
such, that, they, such, that, they,
can, only, be, can, only, be,
removed, by, the, removed, by, the,
use, of, a, tool, ., use, of, a, [MASK],
[SEP] ., [SEP]

A.4 Explainability

This section considers some test cases to show the results of explainability. We
consider the following three test requirements:

e REQ T1: Only authorized users shall have access to clinical site information.

e REQ T2: Washing parameters will be updated during scheduled maintenance
hours.

e REQ T3: The system shall be intuitive and self explanatory.
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Figure A.4: Explainability for the test example REQ T1

The explainability result for REQ T'1, which falls under the label Security, is presented
in Figure A.4. The attention layer highlighted the following words with the highest
scores: site, clinical, authorized, users, and shall. These words provide insight into
why the requirement belongs to the Security category. Utilizing the knowledge graph,
we identified the top 5 nodes as follows:

e secure database accessible authorized personnel -> SECURITY
e external users company approved user IDs -> SECURITY

e access students 92 personal information -> SECURITY

o available information usable CCR users -> SECURITY

e information registered user -> MAINTAINABILITY

These extracted nodes can help engineers relate the test requirement to other previ-
ously seen requirements, thus aiding in their understanding of the text.

Similar to the first test requirement, the result of REQ T2, which belongs to the
Maintainability label, can be understood by analyzing the attention-based words:
updated, washing, parameters, maintenance, and hours. The explainability result is
shown in Figure A.5. Additionally, using similarity-based nodes, we identified the
following relevant nodes:

e operate within mazimum maintenance budget least 2 years -> MAINTAINABILITY
o quarterly maintenance releases every six months -> MAINTAINABILITY

e operate within mazimum maintenance budget minimum 2 years -> MAINTAIN-
ABILITY
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Figure A.5: Explainability for the test example REQ T2

o average interval between malfunctions less 7 days -> MAINTAINABILITY

e 90 maintenance software program developer embody -> MAINTAINABILITY

These nodes provide further insight into why this requirement belongs to the Main-
tainability label.

The model fails to provide a good explanation for the third test requirement REQ
T3, which is a simple statement belonging to the label Usability shown by Figure
A.6. As BERT splits the token if it is not present in its vocabulary, which happens
for the word explanatory. As a result, the attention score only highlights part of the
tokens, and the similarity-based approach extracts nodes that are not similar to the
text. The extracted nodes are:

o website African flair alienate non Africans website sign -> FAULT TOLERANCE
e administrator de activate customer account -> LOOK AND FEEL

e corroborate moving picture show -> PERFORMANCE

o understand user manual arms able utilise applications program -> SCALABILITY

e capable reestablish system previous state event failure -> USABILITY
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