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Abstract

Being authentic is a vital part of communication on a human level, whether it is
between two individuals or a person’s interaction or connection with a piece of art,
food, brand, travel, etc. People look for authenticity in pretty much everything
they use or communicate. Authenticity as a concept is a psychological category
that conveys the credibility or trustworthiness of someone or something. In Natural
Language Processing, services such as automatic text generation, can be used by
applications to generate customised texts modulated in an authentic tone. In this
work, we explore the modulation of authenticity as a style-transfer task and offer a
strong starting for research in this direction.

Style transfer is an active research area in NLP that aims to automatically convert a
text from one style to another without changing its meaning. In this study, we explore
the feasibility of the novel task of Authenticity Style Transfer, with authenticity
as the style attribute. Inherent difficulty to distinguish between content and style
in any text and the lack of parallel data makes style transfer a challenging task in
itself. By introducing a style attribute like authenticity, a subtle and subconscious
attribute, we increase the complexity of this task even further.

We propose a system transferring the authenticity attribute of text that learns
from a multi-domain parallel corpus that we created using back-translation, a data
augmentation technique. To explore authenticity modulation, we used transformer-
based Sequence-to-Sequence networks, BART and T5. A DistilBERT classifier
was trained to quantify the authenticity scores of texts, which helped to create
stylistic parallel data and evaluate the style transfer aspect. The generated stylistic
paraphrases are also evaluated for their fluency and ability to preserve meaning. We
also experiment with an approach of using a single model capable of modulating
authenticity in either less or more direction (bi-directionality) using special tokens
that act as directional cues.

As a pure experimental study, we hypothesise that textual authenticity modulation
should be reasonably possible. While the automatic evaluation suggests that unidi-
rectional style transfer methods perform well compared to bidirectional style transfer,
the human evaluation does not provide a significant difference. The bidirectional
models are found to be more fluent and content preserving in both automatic and
human evaluations. The overall results of the style transfer do not fully support or
refute our initial hypothesis. However, the ability of the classifier to produce nearly
identical authenticity scores based on words that contribute to the authenticity of
the text suggests that there is more room to explore this area with deep learning.
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1. Introduction and Motivation

1.1 Motivation

The prowess of humans to dynamically change the style of a text depending on
circumstances, such as the cultural and demographic attributes of the reader or
listener, as well as the intentions of the author or speaker, is one of the characteristics
of effective communication. With the ubiquitous use of text-based computer-mediated
communication, automatic authenticity detection and text generation can support
tasks in various domains. For example, credibility assessments, decision making,
human-computer interaction (HCI), improving the quality of texts for advertising,
product descriptions, news reports, etc. The task where the generated text is
conditioned on such a feature is called Controlled Text Generation. In our work, we
deal with a related task called Text Style Transfer (TST), which aims to automatically
convert text written in a source style to a desired target style, while keeping the
content intact.

Style Transfer, first defined as Neural Style Transfer (NST) by Gatys et al. [2015],
achieves considerable success in the field of computer vision. In his work, artistic
images with high perceptual quality are synthesized by finding an image that simul-
taneously corresponds to the stylistic component of a work of art and the content
representation of a photograph. Subsequently, style transfer paved the way for image
stylisation, image editing and image manipulation techniques. However, given the
discrete nature of text, the techniques that have proven effective in image-based style
transfer do not easily adapt to the textual realm.

Style transfer in texts aims at transferring the stylistic attributes of text; for instance,
changing an informal text into a formal text, changing a text with a negative tone
into one with a positive tone, changing the tense of a text, making texts more polite
or less toxic. These attributes can be tailored to the target audience or purpose.
For example, an imperative statement such as “Remind me in an hour” could be
rewritten as “Could you please remind me in an hour” to modulate the politeness
attribute of the sentence. Each style attribute is unique from the others, having
its own set of intricacies. As they are so nicely blended, it is difficult to separate
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Stylistic Attribute Examples
Sentiment We sit down and we got some really slow and lazy service. (negative)
negative —positive | We got very nice place to sit down and we got excellent service. (positive)
Formality ask him to go see a doc. (informal)
informal —formal | Ask him if you should go see a doctor. (formal)
Politeness What happened to my personal station? (impolite)
impolite —polite Could you please let me know what happened to my personal station? (polite)
Emotion Love watching my daughter be so excited around christmas. (happy)
happy —angry Hate watching my daughter be so annoyed around christmas. (angry)

Table 1.1: Text stylistic attribute and corresponding style transfer examples.

them from the content. Nevertheless, previous research in this field has explored
a variety of styles (Hu et al. [2021]). Shen et al. [2017] and Zhang et al. [2018b]
considered transfer of the sentiment attribute, Li et al. [2018a] considered altering
factual sentences to more romantic or humorous expressions and Hu et al. [2018§]
showed how text can be generated with sentiment or tense attribute constraint. Xu
et al. [2019] demonstrated formality attribute transfer whereas Madaan et al. [2020]
introduced politeness. Prabhumoye et al. [2018b] introduced style transformations of
gender and political slant in addition to sentiment.

TST has some interesting commercial applications like augmented writing, creative
text generation, dialog agents and stylized image caption generation. Almost all
of these applications are designed to approach the target audience effectively by
modifying the conversational style. An email to a coworker, for example, should seem
more formal and polite than one to a friend. An advertisement should be worded
in such a way as to cater to the intended audience. An automated story writer
should be guided by a certain writing style and genre. A chatbot response should be
professional and polite such that it imitates a person, rendering HCI abstract to the
end-user.

Psychology plays an important role in analyzing the consumer behaviour. The style
attributes defined earlier such as sentiment, formality, politeness etc., help to analyze
the psychological and behavioural aspects of a conversational text. But not all styles
are binary or discrete making it increasingly difficult to identify them and categorize a
text based on the style. Pennebaker et al. [2003], from a psycholinguistics perspective,
opined that linguistic style can be distinguished from linguistic content in how two
people may make a simple request. He says sentences “Would it be possible for you
to pass me the salt?” and “Pass the salt,” explains different features of the speaker’s
personality and/or the relationship between the interactants. This suggests a possible
relationship between the use of words and situational differences that could be viewed
as a marker of psychological change, as Pennebaker et al. [2003| pointed out.

Authenticity is one such example of a social psychological concept that can be
considered as a continuous variable. It is a concept that conveys the credibility
or trustworthiness of someone or something. Authenticity is sought in everything
people use or communicate. In NLP’s quest to bridge the gap between human
communication and computer understanding, authenticity can considerably improve
different services such as augmented writing services, decision making, HCI, etc.
However, authenticity is a concept that has been debated by many over the years
with its varied definitions as it is implicitly attributed to each person. Identifying
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such a stylistic attribute from content is difficult due to the inherent subjectivity and
subtlety of authenticity. Linguistic study in psychology, on the other hand, has shown
which words reflect the modulation of authenticity. For instance, language that is
highly authentic is denoted by more first-person pronouns (e.g., “I”), present-tense
verbs (e.g., “win”), and relativity words (e.g., “far”, “here”) (Xu and Zhang [2018]). For
example, “I am here to secure the top position” is an example of a highly authentic
sentence, while the sentence “It would have been ideal for my team to secure the top
spot” conveys a less authentic version of the same (Fox and Stafford [2020]).

One application of such authentic texts could be seen when an applicant applies
for a job with his cover letter. The cover letter should sound more honest, sincere,
and true to himself. Advertising and social marketing should be convincing in terms
of content, but not perceived as deceptive or misleading by customers. In such
cases, rephrasing them to adapt to authenticity could in-effect create promising
and credible content. Li et al. [2019b| examined linguistic characteristics of online
consumer reviews on Yelp and found that elite users exhibit lower authenticity in
their reviews than non-elite users, while exhibiting a more formal positive tone and
logical thought patterns'. Authenticity as a category can be taken to other fields
such as HCI with an objective for the computer to interact with a more authentic
tone with the user, in addition to it being formal and polite. Using such authentically
stylized chatbots in various industries like e-commerce, food and grocery delivery,
airlines is really beneficial from a business and marketing perspective.

1.2 Research Questions

The two research questions we devised for this thesis are:

RQ1: How well does authenticity as a psychological category fare in
the context of style transfer of texts?

This research question evaluates how well a style such as authenticity performs
in the task of style transfer. The introduction of authenticity as a style that is a
subtle subconscious category contributes to the novelty of this thesis. We train
an authenticity classifier model and two unidirectional style transfer models -
one from Less-to-More direction and the other from More-to-Less direction.
We evaluate style transfer using two transformer-based Seq2Seq models, BART
and Th. The model findings are subjected to automatic evaluation, in which
we examine the model’s text style transferability, fluency of the generated text,
and ability to maintain content in the generated text. We also conduct human
evaluation which allows us to assess how difficult it is for an expert to discover
and categorize authentic writing.

Yelp’s website describes that the elite designation involves “being very active on the Yelp
community including well-written reviews, high quality tips, a detailed personal profile, an active
voting and complimenting record, and a history of playing well with others.”


https://www.yelp-support.com/article/What-is-Yelps-Elite-Squad?l=en_US
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RQ2: Can we achieve “bidirectionality” in style transfer with addi-
tional control tokens to input text as leverage?

With this question, we experiment replacing the idea of using separate models
for each transfer direction with a single model capable of transferring the style
in both directions. The data is tagged with a special token called a control
token that serves as a directional cue. The control tokens are prepended to
the input text based on their authenticity scores compared to the target text.
The same training and evaluation strategies used in RQ1 are employed for this
research question. Finally, we compare the outcomes of the bidirectional models
to those of the unidirectional models based on the results of the automated
and expert evaluations.

1.3 Structure of this thesis

Chapter 2 talks about the background knowledge such as the basic theoretical,
technical and mathematical know-how necessary to understand the approach and
the methods implemented in our work. In the third chapter, Related Work, we
discuss the previous studies conducted in relation to our topic, such as paraphrase
generation, supervised and unsupervised approaches of dealing with text style transfer,
different evaluation strategies, and finally several studies conducted on the concept of
authenticity. In Chapter 4, we detail the approaches we took to extract, preprocess,
and analyze the data, as well as to train and evaluate the models. Following this,
Chapter 5 explains the implementation details and the procedures that were followed
to implement our work. Chapter 6 deals with various automatic and expert evaluation
techniques applied to the style transfer and classifier models. The quality of the
model generations is manually analyzed and discussed in this chapter. Finally, the
Conclusion chapter answers the research questions and details the shortcomings of
this research, along with future work in which we recommend ideas to overcome
some of the limitations.



2. Background

With this chapter, we ensure that sufficient background information is provided to
have a basic understanding of the research problem being investigated. This also
serves to foster confidence in the overall quality of our analyses and results.

To begin, we discuss various concepts such as data augmentation, which we used
to create parallel data, and various NLP concepts used in data preprocessing. We
describe the social psychological concept of authenticity from different angles, which
has been researched for years and is still argued about. Furthermore, we explain
how such arguments hold up in writing, what kind of words are known to contribute
more to authenticity and how we consider the same for this research.

Later, we move into a more technical space, explaining concepts such as Artificial
Neural Networks with their different variants and mechanisms that have been used
in this work. Narrowing down, we talk about transformers, their architectures and
specific internal mechanisms. Different hyperparameter optimization techniques,
such as for tuning the learning rate and the number of epochs, as well as the decoding
strategies required during the inference phase are also discussed. In the last section,
we try to explain with clarity various automatic evaluation metrics used in this work.

2.1 Data Augmentation

Deep learning models that are trained on complex tasks have a large number of
hidden neurons, and as the number of neurons increases, so does the number of
hidden parameters. For example, the models used in this thesis have parameters on
the order of millions - DistilBERT: 66M; T5: 220M; BART: 406M. As with deep
learning, tuning a large number of parameters requires that the model is provided
with a proportional amount of examples to perform well. The amount and diversity
of data reflects the model’s ability to generalize to a similar context by correctly
mapping the input sequence to the output sequence.

However, it is often very difficult to obtain large amounts of data to train the models.
In cases where there is not enough data available, it is generally recommended to
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synthesize useful data by applying various transformation techniques. This process
of synthesizing new data from the available data using the required transformations
is called data augmentation. The application of data augmentation helps to solve
both the problem of availability and the problem of data diversity.

The data augmentation technique, especially in the case of NLP, is highly susceptible
to noise. This is because even in the case of Easy Data Augmentation techniques (Wei
and Zou [2019]) such as synonym replacement, random insertion, random swapping,
or random deletion, the data turns out to be noisy if not applied to the right text
in the right way, which can affect the model performance. For other techniques,
such as translation or backtranslation, there is a high dependency on pre-trained
machine translation models to provide a suitable translation. No matter how good
the performance of machine translation model is, there is still a possibility that it
will produce incorrect translations in some aspects. But such issues to some extent
could be taken care of by appropriate data cleaning techniques.

English
NN LA
2 [N\
o - - Chinese
original [ | haven't seen you in a while! ]
translate *;
Wnese
2SS |
Alate
to English
augmented [I haven't seen you for a long time! ]
NN LA
Z [N
English

Figure 2.1: An example of backtranslation from source language to intermediary language
and back to source language

Keeping that in mind, in our work, we have employed a data augmentation technique
called backtranslation to generate paraphrases of the available sentences to create
a parallel corpus. Backtranslation is an approach where you translate the input
sentence to an intermediary language and translate it back to the source language.
This can help generate textual data with different words while retaining the content
as shown in Figure 2.1. Language translation APIs like Google Translate, Bing,
Yandex or pre-trained neural machine translation models (Eg. Ott et al. [2019]) can
be used to perform the translation.

Still, attention should be paid to the quality of the translation when augmenting the
data, as this could affect the performance of the model. The reduction in translation
quality could also be due to the lack of training data. Some languages, such as
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Lao, the official language of Laos, mother-tongue of only about 4 to 5 million?, is a
low-resource language. One cannot rely on the consistency of translation of models
trained on such languages. For example, the same input sentence as in Figure 2.1
when back-translated with Lao becomes I did not see you at the same time, which is
not the correct translation. This may not matter if the purpose is to synthesise some
unrelated data and increase the data size, but it is significant if a parallel dataset
is to be developed. As a result, selecting the appropriate backtranslation language
based on the requirement is critical.

2.2 Natural Language Processing concepts

In this section we will cover concepts of NLP that would be required to follow through
this thesis. We discuss about sentence splitting and named entity recognition that
were part of our data preprocessing phase. In the final subsection, we discuss the
concept of tokenization, which helps form inputs for neural networks.

2.2.1 Sentence Splitting

The data extracted especially by scraping the websites needs to be broken down into
sentences. However, trying to split large raw text into sentences is a difficult task. A
typical sentence splitter can be something as simple as splitting the string on periods
(.). But splitting sentences solely based on periods might not be a good solution
as periods are not only used to mark the end of a declarative sentence but also in
initialism or some acronyms like ‘U.S.A’; end of abbreviations like ‘etc.’, decimal
points like ‘39.78" to name a few. Hence, something as complex as a predictive
classifier is required to identify sentence boundaries. There exist a few sentence
tokenizer models which were pre-trained on a large collection of plain English text
capable of identifying abbreviations, collocations etc. We used one such tokenizer
from the Natural Language Toolkit (Loper and Bird [2002]) for this task.

Raw Text Sentence Tokenization Split Sentences
1. Mr.
Mr. John should be able to help | Sentence split by (.) 2. John should be able to help you out.
you out. He is an angel. 3. He is an angel.
NLTK sentence tokenizer 1. Mr.A John should be able to help you out.
2. He is an angel.

Table 2.1: Sentence splitting using periods and that with the Natural Language Toolkit
(NLTK) tokenizer with examples.

The NLTK tokenizers work quite well in identifying the sentence boundaries (Table.
2.1). However, they fail to detect some abbreviations. For example, in the text “Mr.
James told me Dr. Brown is not available today. I will try tomorrow.”, NLTK splits
it into three - “Mr. James told me Dr.”, “Brown is not available today.” and “I will
try tomorrow.” which did not detect “Dr.”. To overcome such issues NLTK also
allows us to fine-tune the tokenizer by adding new abbreviations thereby resolving
the issue.

Thttp://www.inalco.fr/langue/lao-laotien


http://www.inalco.fr/langue/lao-laotien
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2.2.2 Tokenization

Tokenization is the process of splitting a text into smaller components known as
tokens. Tokens can be either words, characters or subwords. Word-level tokenization
can be easily implemented by splitting a text by its whitespaces. However, this is not
always the best option, as can be seen in Table 2.2, where the exclamation mark forms
part of the word too because of the missing space in between. One could also define
new rules based on their requirement. For example, the word_tokenize of NLTK
punkt package separates punctuation from the words in a text. The punkt tokenizer
is an unsupervised, multilingually pre-trained sentence boundary detection system
developed with additional collocational information to take care of punctuations
associated with terms such as abbreviations, initials and ordinal numbers (Kiss and
Strunk [2006]). It also allows fine-tuning of this task by adding abbreviations like
the ones shown in the section above. This tokenizer is used while data cleaning and
for further analysis of our dataset in the thesis.

Raw Text Word Tokenizer Word Splits
White-space [T, ‘am’, ‘from’, ‘the’, ‘U.S.”; ‘too!’|
Punkt [T, ‘am’, ‘from’, ‘the’; ‘U.S.’, ‘too’, ‘1|

I am from the U.S. too!

Table 2.2: Difference in tokenization between the White-space and Punkt tokenizers.
The Punkt tokenizer takes punctuation and abbreviation into consideration.

For a model, a tokenizer prepares the input. For instance, the State-Of-The-Art
(SOTA) deep learning architectures in NLP, transformer-based models, as well as
the traditional neural networks such as recurrent neural networks (RNN) process the
raw text at the token level. To receive tokens, tokenization is done on the corpus.
The set of all unique tokens in the text corpus represents the vocabulary.

Character and subwords are another level of tokenization. For example, the text
faster gets character-level tokenized to f-a-s-t-e-r and subword-level tokenized to
fast-er. Traditional tokenization strategies have one major drawback called out-of-
vocabulary (OOV). OOV means that a certain token does not exist in the already
defined vocabulary. This can occur due to misspellings, rare words, etc. This could
also make it difficult to deal with multilingual texts. Subword tokenization is a
comparatively newer strategy that helps solve this problem by dividing tokens into
“subword units”. Transformer-based models uses subword tokenization algorithms for
preparing vocabulary. The two transformer models we use in this thesis employ Byte
Pair Encoding and SentencePiece Tokenizer, both of which are variants of subword
tokenization.

The simplest subword tokenization strategy is to consider each token as a character -
reading input character-by-character and group them accordingly while decoding.
This has proven to handle OOV quite well as shown by Andrej Karpathy in his blog?
and also in Radford et al. [2017]. However, this is very complex when the characters
have to be grouped together. It requires considerably more parameters for the model
to do the grouping internally.

Zhttp:/ /karpathy.github.io/2015/05/21 /rnn-effectiveness/


http://karpathy.github.io/2015/05/21/rnn-effectiveness/
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u-n-r-e-l-a-t-e-d

e-l-a-t-e-d
e-l-at-e-d
u-n re-l-at-ed
un re-l-at-ed

un re-l-ated

un rel-ated
un-related
unrelated

c C C
)

-n
-n
-n

Figure 2.2: How the word ‘unrelated’ is segmented iteratively using Byte-Pair Encoding
tokenization method. The hyphens indicate possible merges at each iteration where the
merges are displayed in green (Provilkov et al. [2020]).

One of the most common subword tokenization techniques is Byte Pair Encoding
(BPE). BPE, actually a data compression algorithm (Gage [1994]), replaces the
most common byte strings with fixed, arbitrary bytes. It is reused for the context
of tokenization (Sennrich et al. [2016b]) by iteratively counting the frequency of
tokens starting at the character level and merging the most frequent pair into a
new token until a certain number of tokens is reached for the vocabulary. This
creates a vocabulary of subwords. BPE, while having its drawbacks, its relative
effectiveness has found its way into many popular language models such as BERT
(Devlin et al. [2019]). The disadvantages of BPE, such as eager coding and location-
dependent errors, are overcome by another similar subword tokenization method
called SentencePiece (Kudo and Richardson [2018]).

SentencePiece is an unsupervised tokenizer that, unlike BPE, does not require
the raw text to be tokenized first. SentencePiece consists of four components:
normalizer, trainer, encoder, and decoder (Kudo and Richardson [2018]|). The
normalizer normalizes the text to an NFKC unicode (Normalization Form KC),
establishing semantic equivalence. The trainer component uses the specified algorithm
(e.g., the BPE algorithm) to build the vocabulary. The last two components, encoding
and decoding, refer to pre- and post-processing before and after model training.
The SentencePiece handles the spaces by replacing them with ¢ ’ (underscore)
before the beginning of each word that follows the space. The normalization feature
of SentencePiece treats all input the same, making it language-agnostic. Such
a characteristic allows it to handle text in different languages, such as Japanese,
which is not normally space-segmented. Moreover, SentencePiece is an end-to-end
tokenization technique that processes inputs and tokenizes them in real-time. It has
been reported that SentencePiece provides fast and high-quality tokenization, but
comes with a performance cost. Not many models prefer this performance tradeoff,
but some models such as the T5 (Raffel et al. [2020]) use it.

2.2.3 Named Entity Recognition

A named entity in NLP is a real-world object such as people, places, time, organi-
zations etc. irrespective of whether its existence is physical or not. Named Entity
Recognition (NER) is a method of information extraction in which various named
entities are identified from the text, segmented and divided into predefined classes.
The coverage of entities and the accuracy of identification depends on how it has
been trained and can be fine-tuned to match any use case.
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On aclearday DATE |, youcan see | Mount Fuji Loc from Tokyo GPE

Figure 2.3: NER explained with an example using spaCy’s displaCy visualizer®.

For example, the named entities in the sentence ‘On a clear day, you can see Mount
Fuji from Tokyo’ is identified as shown in the Figure 2.3. Here it picks out ‘a clear
day’, ‘Mount Fuji’ and ‘Tokyo’ classifying them as ‘DATE’, "LOC’ which stands for
location and ‘GPE’ which stands for geopolitical entity respectively. We included
NER in our data preprocessing stage to ensure that the augmented paraphrases
retain entities as in the original sentence.

2.3 Authenticity

Authenticity is an important concept in social psychology. Sheldon et al. [1997]
describe authentic behavior as one that gives you the freedom to be yourself and
to express who you are. However, as mentioned earlier, the concept of authenticity
can vary from person to person. Ultimately it should make you feel real and honest
with yourself. Yet, such a definition draws a very fine line that could even be a
threat to existence (Trilling [1972]). For instance, Lewis [2018| shared an experience
where he approached a group of loud speaking 30-year-olds in a restaurant in order
to speak more quietly since it is a public place - to which they replied, “Yes, this
is a public place, and because it’s public, I can talk as loudly as I like.” This
example demonstrates that it is not only about how you feel and act but how your
behavior is influenced by the social environment in which it takes place. This is
social psychology. Gordon Allport in his infamous book The Nature of Prejudice
(Allport [1958]) explains social psychology as “a measure to understand and explain
how the thoughts, feelings, and behavior of individuals are influenced by the actual,
imagined, or implied the presence of other human beings.” In positive psychology
(part of social psychology), authenticity is argued to be critical for human wellbeing,
stating that people who are more authentic are happier, more satisfied, and less
neurotic with their lives (Wood et al. [2008]; Goldman and Kernis [2002]).

The more the psychologists try to learn about authentic human behavior, the more
difficult it becomes to find a correct definition. It has been studied in various
environmental settings and has led to a multitude of definitions. For example, from
the perspective of art, authenticity can be described as something being real, i.e.,
everyone agrees that a painting by Rembrandt was actually painted by him (Trilling
[1972]). Historical authenticity is evaluated through an object’s history and its
connection to a valued person, place, or event (Newman [2019]). It has also been
observed that people relate authenticity to how something conforms to their beliefs,
preferences, expectations etc. (Wang [1999]). For instance, on what basis do one
call a food item or restaurant authentic? (Lu and Fine [1995]) Whereas, another
dimension perceives authenticity as how much an individual is committed to and
true to himself while performing a task (Dutton [2003]; Carroll and Wheaton [2009]).

In the book Sincerity and Authenticity, authenticity is defined as “staying true to
oneself” and not being untruthful or deceptive (Trilling [1972]). Along similar lines,

3https://spacy.io/
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language use is also considered to be more authentic when it is personal and honest,
rather than when it is detached or deceptive (Pennebaker et al. [2015]). Apparently,
there seems to exist an indirect relationship between authenticity and deception. It
was first argued that the use of few self references (e.g., I, my), few third person
pronouns, more negative emotion words, few exclusive words (e.g, but, except), and
more motion verbs can be considered as markers of deception (Newman et al. [2003]).
It was emphasized again that language with a high authentic tone appears to have
more first person pronouns, present tense verbs, and relativity words (e.g. “far”
“here”) (Xu and Zhang [2018]) thereby strengthening the hypothesis. Similarly, we
formulated authenticity in our work in such a way that a text that is highly authentic
is characterized by more adverbs, more self-references, more relativity words and
fewer discrepancy words. Relativity and discrepancy are subjective or subconscious
category of words, as described later in this section.

When it comes to psychology and linguistics, some computer-based text analysis soft-
wares such as Linguistic Inquiry and Word Count (LIWC) (Tausczik and Pennebaker
[2010]) are well known. LIWC searches and counts words in psychology-related
categories in text using their built-in dictionaries. It analyzes text word-by-word
comparing them with their dictionary of word categories. Their dictionary consists
of around 80 word categories (language dimensions), some of them are objective in
nature (grammatical categories such as articles - a, an, the) while the others are
more subjective (such as emotional category). LIWC measures the percentage of
each LIWC category by going through all the words in the text.

The company 100 Worte similarly holds a vocabulary of words and word categories
that is inspired from softwares such as LIWC and General Inquirer (Stone et al.
[1966]). These vocabularies are fine-tuned by 100 Worte based on internal evaluation
and performed word sense disambiguation unlike LIWC. It has 85 dimensions that
include objective and subjective categories with more than 20000 unique words. For
this thesis, we consider the lexicons in the following word categories formulated
as mentioned above: relativity words (completes, fundamentally, overall, definite,
etc.), adverbs (usually, seldom, never, sometimes, often, etc.), self-references (we,
I, me, myself, our, etc.), discrepancy words (probably, could, hesitant, would, etc.).
While relativity words try to convey the certainty of something, discrepancy words
says how unsure one is about something. Discrepancy can be seen as a counterpart
to relativity. This indicates that while relativity words add authenticity to a text,
discrepancy words make the text less authentic.

2.4 Artificial Neural Network

Artificial neural networks (ANNs) are networks of nodes that are inspired by and
aim to simulate the neural networks of the human brain to model complex patterns
and prediction problems. If we could imagine how we humans learn to act and adapt
based on our experiences, the objective with which ANNs are trained is no different.
ANNSs are trained by processing multiple records of observations that attempt to
teach the network how to behave in a similar situation. These observations contain
input data and may or may not contain output data, depending on the problem.
The entire neural network training process is technically an optimization algorithm



12 2. Background

that looks through a range of feasible values for the neural network model’s weights
that result in high performance on the training data. Despite the fact that we have
a section dedicated to optimization techniques (section 2.6), we retain information
on neural network training in this section.
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Figure 2.4: Architecture of Artificial Neural Network (Bre et al. [2017]) with several
hidden layers depicting deep learning
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A neuron is the fundamental unit of neural networks. A network consists of neurons
interconnected by weights. This allows each neuron to receive weighted information
from the connected neurons and produce output by feeding the weighted sum of input
signals via an activation function. The architectures of neural networks are classified
into two types based on the kind of connections between neurons: feed-forward neural
networks and recurrent neural networks. If there is no feedback from the neurons’
outputs to the inputs through the network, it is referred to as a feed-forward neural
network. In other words, information flows exclusively in one direction (forward)
through hidden nodes from input nodes to output nodes. A recurrent neural network
is one where there is a feedback link from output to input. A multi-layer feed-forward
neural network with three hidden layers is depicted in Figure 2.4. According to
Haykin [1999], the role of “hidden neurons is to intervene between the external input
and the network output”. The network depicted in Figure 2.4 is fully connected
because every neuron in each layer is linked to every other neuron in the next layer.
Networks that are not fully connected are called partially connected networks, which,
as the name implies, lack connectivity between a few neurons. A neural network can
“learn from its environment and improve its performance through learning” (Sazli
[2006]). The backpropagation method is the most often used algorithm for training
feed-forward neural networks.

1
Error function, E(w, ) = §Hh9(yi) — 3|

Backpropagation is a supervised learning technique for ANNs that uses gradient
descent. Given an ANN and an error function, the algorithm computes the gradient
of the error function with regard to the weights of neurons. The gradient is computed
backwards across the network, starting with the gradient of the last layer (output
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layer) of weights and ending with the gradient of the first layer (input layer) of
weights. An error function defines the error between the target value (desired output)
y; and the predicted value g; of the neural network on the input z; for a given set
of parameters # as shown above. An iterative approach with forward pass followed
by backward pass continues with the goal of minimizing this error with respect to
the weights, updating the weights at the end of each backward pass using gradient
descent. Gradient descent is an optimization technique that uses a convex function
that attempts to minimize a given function to its local minimum while adjusting its
parameters. The gradient’s sign (positive or negative) indicates whether you should
increase or decrease the value of the related weight or bias to get the calculated output
values closer to the desired output values. The gradient’s magnitude indicates how
much the weight or bias value should vary. It is important to remember that there
are numerous parameters () that impact the training itself, such as the number
of layers, hidden neurons, kind of activation function, learning rate, etc. These
parameters, known as hyperparameters, must be set prior to or during the training
process. They are discussed in further depth under the section 2.6.

The learning process for a such a large neural network (with multiple layers of
neurons) is called deep learning, which is considered a subset of machine learning. In
our thesis, we have used deep learning architectures throughout for training the style
transfer task and also used them to build a classification model that helps evaluate
the quality of style transfer.

2.4.1 Gated Recurrent Unit

RNNs are a kind of ANN that uses sequential data such as texts or time series data.
This deep learning method handles temporal dynamic problems. The internal state
of RNNs, which is alternatively referred to as ‘memory’, takes in the output of the
previous timestep and the current input at each timestep, unlike the feedforward
networks. This adds to its ability to process variable length of sequences. However,
RNNs suffer from the problem of gradient exploding and vanishing. The gradients
vanish when they are too small and the weight parameters are updated until they
are no longer significant (the model stops learning). The gradients explode when
they are too big and the model becomes unstable.
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(a) Recurrent Neural Network (b) Gated Recurrent Unit

Figure 2.5: A single cell of RNN and GRU*
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GRU is an improved version of RNN that solves the vanishing gradient problem.
It has different operations than RNN within a cell to preserve memory. GRU runs
with two gates - the update gate, which decides which information to throw away
and which to add, and the reset gate, which decides how much past information to
forget. GRUs have fewer operations than the other variant of RNN, long-short term
memory (LSTM) networks.

A' < A' e A A'<—
@ A A—2 A o A —(s)

Figure 2.6: General structure of bidirectional RNN?

In this thesis we experimented with a bidirectional GRU as another variant of the
style classification model. A bidirectional GRU is a left and a right sequential GRU
concatenating the outputs of each. They are used to make predictions over a sequence
with both past and future context. In the Figure 2.6, s and s’ represents the hidden
states mostly randomly initialized and propagates through the forward and backward
networks, respectively. The two networks are utilized to generate predictions across
a sequence in both the past and the future. Each network consists of several hidden
cells denoted A and A’, where the denotation actually represents the activation of
each cell. A cell here takes in the form as shown in Figure 2.5b. A bidirectional
architecture ensures that forward propagation is applied twice, once for the forward
cells and once for the backward cells. In each propagation, the input token z; is
considered along with the hidden state. The input-hidden state computation from
forward and backward cells are usually concatenated to form a single hidden state
that provides the output token y; at time t.

2.4.2 Encoder Decoder Network

Encoder-Decoder networks are ANNs such as the recurrent networks employed for
two tasks - one for encoding the input into a hidden representation and second
for decoding the hidden representation to obtain the target sequence. This type
of network is also called a Seq2Seq (Sequence-to-Sequence) model as it deals with
an input sequence to generate an output sequence. This algorithm was initially
developed by Google for their Machine Translation task (Sutskever et al. [2014]).

Seq2Seq problems can be solved by finding a mapping f from an input sequence
of n vectors X., to a sequence of m target vectors Yi.,, where the m is unknown

4Figure taken from http://colah.github.io/posts/2015-08-Understanding-LSTMs/
SFigure taken from http://colah.github.io/posts/2015-09-NN-Types-FP/
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apriori and depends on Xji.,. The encoder RNN successively updates its hidden
states during inference resulting into a final encoded vector ¢ once the end of input
sequence is encountered (EOS token).

ad LM Head LM Head LM Head LM Head

LI A A R A |

RNN ....RNN ..»RNN .>...>c.. RNN|~ RNN| > RNN] = RNN = RNN|~ RNN
t t t t t t t t t t t t t

x1=I Xp=want x3=to x,=buy X5=a Xg=car x;=EOS ¥0=BOS y,#Ich y,=will y;+ein y,=Auto y;=Kaufen y¢=EOS

Figure 2.7: RNN Seq2Seq architecture®. The encoder component marked in green and
the decoder component marked in green.

The decoder’s hidden state is initialized with this ¢ vector. The decoder RNN is used
to generate output one-by-one (autoregressively) based on its previous states. More
clearly, at each timestep the decoder maps the previous inner hidden state ¢;_; and
the previous target vector y;_; to the current hidden state ¢; and the logit vector
l;. Softmax operation is used to transform the logit vector [; to output the next
target vector y;. The first target vector gy, of decoder will be a special token BOS
that marks the beginning of a sequence. The decoder autoregressively generates the
output vector until an EOS token (end of sequence) is sampled from a logit vector.

Seq2Seq networks appear to work well in numerous settings such as language mod-
elling (Sutskever et al. [2014]), image captioning (Karpathy et al. [2014]), text
summarization (Nallapati et al. [2016]; See et al. [2017]), machine transliteration
(Bahdanau et al. [2016a]; Klein et al. [2017]; Luong et al. [2015]) and speech recogni-
tion (Bahdanau et al. [2016b]; Graves and Jaitly [2014]). For example in language
modelling, the encoder is say, an LSTM network and the encoded hidden representa-
tions are decoded using another LSTM to generate word predictions one at a time;
in image captioning a CNN network is used as an encoder to convert the input image
into a hidden feature representation and an RNN decoder to generate the appropriate
caption.

2.4.3 Attention Mechanism

Seq2Seq models with RNNs as encoders and decoders often have problems with long
input sequences. Due to their characteristic sequential processing, such networks
have difficulty learning longer-term information. This is because only the last hidden
state of the RNN is used as the context vector for the decoder. This issue is addressed
with the introduction of an attention mechanism within the network.

As shown in Figure 2.8, the attention mechanism combines all hidden input states to
obtain a context vector, which, unlike a single context vector, is formed from the

SFigure taken from https://huggingface.co/blog/encoder-decoder
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Decoder: RNN with input from
previous state + dynamic
context vector.

: Attention layer: parameterized Additive Attention
/I by a simple feed-forward network

Encoder: bidirectional RNN
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Figure 2.8: An encoder-decoder model with additive attention by Bahdanau et al. [2016a].
Explanations added by Weng [2018].

encoder’s last hidden state and can be used by the decoder to predict the token at
each time step. Each hidden state of a decoder is now determined from the previous
hidden state of the decoder and the dynamic context vector. The context vector
is the sum of the hidden states of the input sequence, weighted by the alignment
values. The alignment value oy ; is a score assigned to the input at position 7 and the
output at position ¢ depending on how well they match. This tells the decoder how
much of each hidden source state should be considered for each output. Bahdanau
et al. [2016a] use a feed-forward network with a single hidden layer to parameterize
this alignment score . The score function is given by:

score(st, hi) = vy tanh(Wy[ss; hi])

where v, and W, are trainable parameters.

2.5 Transformers

The idea of replacing a network architectures such as RNNs or even Convolutional
Neural Networks to learn sequential patterns through self-attention (described in
section 2.5.2) was first adopted by Vaswani et al. [2017]. Transformers brought in
a major change in the way tokens or vectors were accepted as inputs. It overcame
the issue of computational and memory (long-sequence) complexity of RNNs by
parallelism.

2.5.1 Model Architecture

A wvanilla” transformer model basically follows the encoder-decoder architecture
(refer section 2.4.2) wherein the encoder component is a stack of encoders and the
decoding component is a stack of decoders of the same number. Vaswani et al. [2017]
implemented both as a stack of 6.

7A vanilla model is one that follows the original implementation with no bells and whistles.



2.5. Transformers 17

Each encoder layer has the same structure, which consists of a self-attention layer
and a feed-forward network. The initial input in the form of an embedding vector
is passed to the self-attention layer and the outputs of which are passed to a feed-
forward neural network. The embedding happens only in the bottom-most (or the
first) encoder and for the rest it would be the output of previous encoder. The
feed-forward network is applied independently to each position of the output of the
self-attention layer.
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Figure 2.9: A full model architecture of transformer from Vaswani et al. [2017|. Figures
put together by Weng [2018]. The Figure shows where the self-attention (2.5.2) and
multi-head attention (2.5.3) mechanisms are utilized within the architecture

Each layer of the decoder has both the sub-layers as with the encoder and an
additional sub-layer of attention in between, which helps the decoder to take care of
the parts of the input sentence that are relevant. The output of top-most encoder
is passed on to the bottom-most decoder in the form of attention vectors which is
handled by this additional sub-layer. While the self-attention functions are slightly
different in the decoder, the feed-forward neural network processes similar to that in
the encoder component. The output of the feed-forward neural network is passed to
the next decoder and so on.

One decoder timestep refers to one cycle where an encoding is passed through all the
6 layers and finally a word is output. For the next timestep, the decoder takes in the
last generated output word as the input and this process is repeated (by generating
output autoregressively) until the special symbol that marks the end of sentence is
encountered.

2.5.2 Self-Attention Mechanism

Self-attention is a variant of the attention mechanism (section 2.4.3) that relates
to different positions of the same sequence (input) and outputs a representation of
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the sequence. Self-attention has shown to be useful in many Seq2Seq tasks such as
abstractive summarization, machine translation etc. Unlike how self-attention works
in the Seq2Seq model with recurrent networks, Vaswani et al. [2017]’s transformer
model which is entirely built on self-attention mechanism works without the recurrent
architecture. It is shown as scaled dot-product attention in Figure 2.9.

The self-attention in transformers is based on 3 vectors namely Query (Q), Key (K)
and Vector (V) which are created by multiplying the embedding with three matrices
that were randomly initialized and trained during the training process. These 3
vectors, each with 64 dimensions, are used to compute and output an attention score
per input word. Initially the Q and K vectors of each word are multiplied to obtain a
score for the respective words. Softmax is applied on the scores which are first scaled
by 8 (square root of vector dimension) to ensure stable gradients. This process of
score normalization (application of softmax) helps to determine the relevance of each
word at that position. The softmax score is then multiplied with the value vector
to generate the weight vector for each input word. The sum of all weight vectors
represents the output of the self-attention layer at each positions.

2.5.3 Multi-Head Attention

Vaswani et al. [2017] refines the concept of self-attention with a mechanism called
‘multi-head’ attention (Figure 2.9). With multi-head attention, the attention layer
receives the strength of multiple “representation subspaces” (multiple sets of Q, K and
V weight matrices) and expands the model’s ability to focus on different positions.
The transformer uses 8 heads of attention which would mean to have 8 sets of Q-K-V
matrices for each encoder and decoder.

The output of all sets of attention weights obtained (calculated exactly as mentioned
in previous section 2.5.2 but 8 times considering 8 heads) are concatenated and
passed through a linear layer (to train a weight matrix) and obtain a single output
that captures information from all the attention heads. This is then send to the
feed-forward neural network.
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Figure 2.10: A figurative example (Alammar [2018]) of how positional encoding is
performed
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2.5.4 Positional Encoding

As mentioned earlier, transformers process sequences in parallel in contrast to RNNs.
This requires external knowledge to be fed into transformers to account for the
order of the words in the input sequence. The transformer makes use of a vector of
encodings called positional encoding to address this issue. The positional encoding
vector is added to each input embedding and the resulting vector is fed as input
to the encoder. This is shown in Figure 2.9 as an additive operation to the input
embeddings.

These vectors not only help determine the position of words during training of the
model, but also help determine the distance between words in the sequence.

2.6 Optimization Techniques

Deep learning models, as explained earlier, consist of a large number of hidden
neurons whose learning is controlled by the values of certain parameters called
hyperparameters. As with various stages in the lifecycle of a machine learning problem,
the no-free-lunch theorem fits best in the case of hyperparameter optimization.
Hyperparameter optimization is performed to obtain an optimal model that aims to
minimize a predefined loss function for certain test data (Claesen and Moor [2015]).

In this section, we discuss some optimization techniques that are either used while
training the model or during model inference. First, we will discuss the strategies
used to optimize the various hyperparameters such as learning rate and number of
epochs. The learning rate policies and warm-up strategies employed by the models in
this study and the concept of early stopping, which is used to control the number of
epochs for which a model is to be trained are discussed in detail. Second, we explain
the decoding strategies that play a vital role during the model inference stage.

2.6.1 Learning Rate

The learning rate is a hyper parameter that is used to control the weight adjustment
of the network in relation to the loss gradient. As with any hyperparameter, it is
a very difficult task to set a value for the learning rate, as this changes depending
on the problem, data and above all the structure of the network. Training becomes
delayed or sluggish when you decrease the learning rate, while a higher learning rate
allows the model to converge very quickly to certain suboptimal local minima, all of
which affects the model’s performance.

There are some methods for hyperparameter optimization, such as grid search or
random search. But they introduce a massive run-time complexity, which makes
them a terrible choice for a large network. In case of optimizing learning rate,
there has been some recent studies experimenting the best values and schedule for
learning rates. Cyclic learning rate (CLR), proposed by Smith [2017], is based on
the principle of allowing the learning rate to vary over a range of values rather than
following a stepwise constant or exponentially decreasing value. That is, minimum
and maximum limits are defined and the learning rate varies cyclically between these
limits. Smith [2017] adopted a simple triangular learning rate that linearly increases
and linearly decreases as shown in the Figure 2.11.
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Figure 2.11: Triangular learning rate policy as defined in Smith [2017]. The blue lines
represent learning rate values that vary between the minimum and maximum limits. The
step size parameter is the number of iterations in half a cycle.

Smith [2017] suggests using the LR Range Test to find a starting learning rate (or
minimum and maximum limits) for the triangular learning rate policy. This method
simulates training by starting with a low learning rate and gradually increasing
it. When plotting the learning rate against the loss, it has shown that the highest
learning rate, which correlates with a still falling loss, is an appropriate value to
start the training with. In summary, CLR produces a significant improvement in
performance and computational overhead across a range of architectures.

Although Smith [2017] demonstrates that CLR is computationally less expensive than
adaptive learning rates, he still considers the adaptive learning rate methods the most
worthy competitor. Most network architectures are still implemented with adaptive
learning rates such as RMSProp, Adam, AdamW and Adagrad. However, most deep
learning models have found that they work incredibly well with an additional step
of learning rate scheduling. This is called warming up the network. Warming up
(before or at the beginning of training) effectively increases the learning rate linearly
for a few steps and then uses the regular learning rate to train the model toward
convergence. Such a technique helps the network to gradually adapt to the data by
allowing the adaptive optimizers to compute proper gradient statistics. A model can
afford to take such big steps at the beginning, since it is still far from the global
minima. At the end of the warm-up phase, the learning rate starts to descend linearly
with small steps towards convergence.

In our work, the models trained for stylistic paraphrasing tasks are optimized with
AdamW and the classification model is optimized with Adam learning rate scheduling
methods, which are the default settings of the respective libraries used.

2.6.2 Early Stopping

One of the main difficulties in training neural networks is knowing when to stop the
training process. A model is trained until it generalizes over the dataset and then
follows to capture the statistical noise present in the dataset. The challenge is to
train the model not too long so that it does not overfit the data, or not too short so
that it underfits the data.

We can decide on the number of epochs or steps to train the model. This is essentially
a hyperparameter that must at least be optimized by training the model several
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times for different values and then choosing the number of epochs that leads to the
best result on the training or holdout test data set. However, this process is very
time consuming and memory inefficient since it is a subset of the grid search with
different values of this parameter.

An alternative and more memory-efficient approach is to train the model once for
many epochs, but track the model’s ability to generalize over the validation data
at the end of each epoch. If performance begins to deteriorate on this validation
data, model training must be discontinued, as the chances of the model regaining
performance are slim. The model at the time of training termination is selected as
the best model or the model that generalized well over the dataset (Prechelt [1998]).
This procedure is called early stopping.

Early stopping requires one to keep track of the model performance, decide on the
stopping criteria and finally select the best model. One could track the performance
of the model on the validation dataset at the end of each epoch, or, to reduce
computational complexity, better reduce the frequency of validation by checking after
every 3 or 5 epochs. The stopping criteria is defined by an early stopping trigger.
This trigger decides under which conditions the model is likely to stop training.
One could decide to stop training at the moment when the validation performance
does not improve. But this might not be the best approach because the network
training process is stochastic in nature. Therefore, one could set a trigger when the
model performance does not improve, along with some additional constraints such as
patience and min_ delta. The parameter patience helps to delay the stopping trigger
by monitoring the performance for a few more epochs after the first performance
drop is reported. If during the whole patience period the performance continues to
decrease, the model training will be stopped at the end of this period. The parameter
min__ delta is basically a threshold that must be met to be called an improvement.
Any value less than min_ delta is not considered an improvement and triggers the
early termination. We employ early stopping criteria in all our classification and
style transfer experiments.

2.6.3 Decoding Strategy

Decoding methods are an important part of NLP tasks which involve predicting
a sequence of words. Heuristic search techniques are used to output one or n-
approximate decoded sequences for a given prediction in practice. Some of the
prominent decoding strategies are the greedy decoding, beam search, top-K sampling
and top-p sampling. Greedy decoding is nothing but a greedy search that selects the
word with the highest probability as the next word at each time step. It has been
observed that the greedy strategy often misses the high probability words behind
a low probability word, which contributes to its biggest disadvantage. The beam
search strategy helps overcome this problem by keeping the most probable number
of hypotheses at each time step to finally select the one with the highest overall
probability. This is achieved by setting the beam value, num_beams. Although the
beam search will always find a more likely output sequence than the greedy search,
it may not be the most likely one. Another issue that exists with greedy search and
also with beam search is the repetition of words when generating the sequence, as
indicated by Vijayakumar et al. [2018] and Shao et al. [2017]|. Although works like
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that of Paulus et al. [2017] and Klein et al. [2017] have provided a simple workaround
by introducing an n-gram repetition penalty, it should be used with caution. For
example, it should not affect place names such as New York or San Francisco so
that they only occur once in the entire text.
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Figure 2.12: An example of top-K sampling where K = 6°.

But again, there are several reasons why beam search is not a good choice for a
decoding method. Even after introducing such a simple remedy, beam search suffers
from repetitive token generation. Furthermore, beam search performs poorly when
generating open-ended texts where the text length is not known in advance. Another
choice of decoding is the random sampling technique. Tested with random sampling
it is found to be often producing meaningless texts. But based on the technique of
sampling, Fan et al. [2018] introduced top-K sampling strategy. With top-K, the K
most probable next words are selected first and the probability mass is redistributed
only to these K next words. As shown in Figure 2.12, setting the value K = 6 limits
the size of the sample pool to the 6 most likely words. We see that this technique
includes almost the entire probability mass within a few time steps and eliminates
strange candidate words. However, it has been discovered that restricting the sample
pool results in gibberish for sharp distributions and restricts the model’s ingenuity for
flat distributions. This led Holtzman et al. [2020] to come up with another technique
called top-p or nucleus sampling as part of an extensive research in this area.

Top-p sampling, as opposed to sampling only from the top K most probable words,
selects from the smallest possible set of words whose total likelihood exceeds p. After
that, the probability mass is redistributed to this set of words. As shown in Figure
2.13, setting p = 0.92 selects the minimum number of words that together exceed
p = 92% of the probability mass. In the first example we see that 9 probable words
are selected. In the second example, the model has only 3 words to choose from
because together they exceed 92%. In our work, we used a combination of top-p and
top-K sampling, which allows us to avoid very low-ranked terms while allowing for
some dynamic selection. These ad hoc methods have been shown to produce more
fluent text than the greedy and beam search strategies.

8Figure taken from https://huggingface.co/blog/how-to-generate
9Figure taken from https://huggingface.co/blog/how-to-generate
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Figure 2.13: An example of top-p sampling where p = 0.92°.

2.7 Evaluation Metrics

It is important to evaluate what a trained model predicts and whether we can trust
its predictions or if it is merely memorizing the training data. We need to evaluate
the model’s predictions on unseen data and estimate its ability to generalize on
them. Evaluation of a model depends on the problem that needs to be addressed.
Identifying the problem and the perspectives from which to approach them could
help us quantify the quality of a system’s prediction. For tasks like text classification,
a simple evaluation metric such as model accuracy might help summarize the model
performance. But it is not always that simple or direct.

An NLP algorithm or system is evaluated for its ability to deliver the results for
which it was designed and developed. Since NLP encompasses a wide range of tasks,
the criteria and depth of evaluation may differ from task to task. Furthermore,
attention should be paid to the acceptability and adaptability of the system, taking
into account its applicability. For example, unlike text classification, a text generation
task needs to be evaluated from multiple perspectives, such as how fluent or natural
the text is, does it convey the meaning it should, etc.

It is often evaluated by an ensemble of metrics, since there is no single acceptable
evaluation metric that could be used for a text generation task. For example, there are
multiple metrics for evaluating a model’s ability to preserve meaning, each providing
unique information. We have employed a few metrics called BLEU, GLEU, METEOR,
Embedding Average cosine similarity and Vector Extrema cosine similarity metric
to measure the preservation of the content, and the perplexity metric to evaluate
the fluency of the text. In this section, we will discuss these metrics in detail and
explain the basic idea behind them. Finally, since we are evaluating our approach on
a public formality corpus, we use a Python implementation of the formality scorer to
evaluate the style aspect. This is explained in detail in the last part of this section.

2.7.1 Perplexity

Language models use cross-entropy to calculate the loss of the model during training.
These models are trained with an objective to minimize the cross-entropy loss H (Eq
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2.1), or in other words, the cross-entropy loss measures how close the probabilities in
two distributions P and (), where P describes the word distribution of actual data
and (@ is the predicted output vector for the probability of the next word given the
previous words where x is the word.

Cross — entropy, H(P, Q) = — Zp(x)logq(a:) (2.1)
zeX

Perplexity = 27(PQ) (2.2)

Perplexity(W) = P(wlwg...wN)’% (2.3)

Perplexity is a metric that measures the certainty of a model’s prediction which
is defined as shown above. From the Eq 2.2, it is understood that the lower the
cross entropy, the lower the perplexity. Perplexity is actually the exponential of
entropy (Eq 2.2 can be re-written as Eq 2.3). In other words, perplexity is the
inverse probability of tokens in the test set normalized by the number of words. A
perplexity value of 20, for instance, indicates that the model can estimate 1 of 20
different options for the model with equal probability. As a result, a low perplexity
number indicates that there are fewer equally likely model possibilities (Goodkind
and Bicknell [2018]). We used the perplexity scores of a pre-trained GPT-2 model
(Radford et al. [2019]) to evaluate the fluency of the stylized paraphrases generated
by all our fine-tuned style-transfer models.

2.7.2 Content Preservation

We are aware that one of the major objectives while doing any paraphrasing task
is to keep the content unchanged from the original input sentence. Even though
there exist several automatic metrics to evaluate the content preservation quality,
there is no clear winner. Hence we used a combination of several automatic metrics
for the evaluation of our generated paraphrases such as the word-overlap metrics -
namely BLEU, GLEU and METEOR - and sentence-level embedding based similarity
metrics - namely embedding average cosine similarity and vector extrema cosine
similarity metrics. It is worth to point out that these metrics originally come from
translation. In translation, the metrics compare the generation to a set of reference
translations in the target language. In our case, there is naturally the input and
the backtranslated target sentence that serves as references, since it is in the same
language and is supposed to define the content. Our task may be viewed as a type
of translation, between styles. The following metrics are used to determine content
preservation:

BLEU : The Bilingual Evaluation Understudy (BLEU; Papineni et al. [2002]), was
introduced as a cheaper alternative to the tedious and expensive task of human
evaluation of machine translation. BLEU scores are calculated for individual sentences
by comparing with one or more good quality reference translations and then averaged
over the entire corpus to get the final estimate of the translation quality. The closer
the machine translation comes to human translation, the better its score. In general,
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a scale from 0 to 1 is used, on which the value 1 is identical to the human reference
translation, while a score of 0 indicates that the machine translation does not match
the human one.

The method works by counting the n-grams in the candidate translation that match
the n-grams in the reference sentences, where each token will be 1-gram or unigram
and each word pair would be bigram. Such matches are irrespective of location. The
more the matches, the better the candidate translation is.

Candidate The cat was on the mat
Reference The cat is on the mat

In the above example, the uni-gram precision for candidate is 5/6 = 83.3% which
means 5 out of 6 words matches exactly with that of the reference. The bi-gram
precision for the same candidate sentence is 3/5 = 60%.

Candidate The cat is The cat is
Reference The cat is on the mat

With this logic, the above candidate sentence will possess a uni-gram precision of
100% and bi-gram precision of 80%. These are unreasonably high precision values,
and we know these are not good translations. To solve this issue, the normal precision
is replaced with a modified precision. Mathematically speaking, BLEU is defined as,

N
BLEU = BP - exp(z wylogpy) (2.4)

n=1

where p,, is the modified precision for n-gram, w,, is the weight between 0 and 1 for
logp,, and Zgﬂ w, = 1, and BP is the brevity penalty to penalize short machine
translations.

1 if
BP={" Lo (2.5)
erp(l1—1%), ife<r

Even though BLEU has its own disadvantages, such as penalizing a translation
because a valid synonym is not present in the reference and that it does not consider
the grammar, it is still one of the most used metric for Seq2Seq tasks. One could
easily derive the ratio of word-overlap between the candidate and reference sentence
from BLEU scores.

GLEU : The GLEU score, also called Google-BLEU, is a slight modification of
BLEU introduced by Wu et al. [2016] due to its reportedly undesirable properties
when used for single sentences (Callison-Burch et al. [2006]), as it was designed as a
corpus metric. GLEU was introduced to overcome this problem of BLEU.

First, all subsequences of 1, 2, 3 and 4 tokens of the source and target sequences
are captured. Then recall, i.e. the ratio of the number of matched n-grams to the
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number of total n-grams in the target sequence, and precision, i.e. the ratio of
the number of matched n-grams to the number of total n-grams in the generated
output sequence, are calculated. The precision and recall between the hypothesis
and each reference are recorded. The final GLEU score for a hypothesis/gener-
ated text would then be the minimum of the total scores for recall and precision.
The GLEU score ranges from 0, which means ‘no matches’; to 1, which means ‘all
matches’, and it is symmetrical when the output and target sequences are swapped.
Wu et al. [2016] show that the GLEU scores correlate quite well with the BLEU scores.

METEOR : It is an automatic evaluation metric developed by Banerjee and Lavie
[2005] to address several weaknesses of BLEU scores. METEOR scores find word-
to-word alignments where each word in the system translation is compared to one
or more reference text. Such explicit alignments are based on several modules such
as exact match of unigrams, WordNet synonymity and stem match (using Porter
stemmer). The METEOR score is the harmonic mean of precision and recall between
the translated and reference texts given the alignments. It is measured as:

10PR

Fmean:— 2.
R+9P (2:6)

where P is precision and R is recall. The score gives more weightage to system recall.
In order to cope with longer sequences, a penalty is introduced into the scoring
metric. The penalty P is defined as,

Number of chunks
P =05 2.7
Number of unigrams matched (27)

A chunk is the longest matching substring between the reference and the system
translation. A longer n-gram match means few number of chunks. Or to loosely
translate, as the number of chunks increases, the penalty increases. Due to its ability
to measure word overlap by not just taking into account the exact n-gram match
between two or more texts, we have used METEOR to evaluate the quality of text
generation of our models.

Embedding Average cosine similarity : Other than the word-overlap based
metrics, we have used two sentence-level similarity based metrics in our thesis - one
among which is the embedding average cosine similarity metric (EA). This alternative
approach considers the meaning of each word as defined by a word embedding. A
word embedding is a learned representation of words in the form of numeric vectors.
A sentence is represented as a vector of vectors (or embedding matrix), with each
vector representing the embedding of each word in the sentence. For example, if a
sentence has 5 words and each word embedding is represented in 300-dimensional
space, the embedding matrix for the sentence will be 5x300 in size. Using various
composition approaches, a single embedding for a sentence (sentence-level embedding)
can be created from these embedding matrices. In order to compute the similarity
between two sentences, the cosine distance between the two vectors is measured.
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6, = e v (2.8)

Cr = T—
" |Zw’er€{u)|

EA calculates the sentence-level embeddings using additive composition by averag-
ing the vector representations of corresponding dimensions. We use this metric to
evaluate the sentence similarity between the prediction and the original text. The
above equation e, represents the embedding average € in a sentence r. Finally we
compute the cosine similarity between the sentence level embeddings of two sentences.
The library we use to determine EA scores uses the 300-dimensional GloVe word
embedding trained on Gigaword 5 and the Wikipedia 2014 corpus consisting of 6
billion tokens (Pennington et al. [2014]).

Vector Extrema cosine similarity : The second sentence-level based approach
we consider is the vector extrema cosine similarity metric (VE). Unlike EA, VE
considers the most extreme value per each dimension among all words in the sentence
and uses it in the sentence-level embedding. The idea behind this approach is to give
more priority to context-specific words than common words. Forgues et al. [2014]
argue that rarer words tend to strongly convey the intent and that such words (which
are referred to as context-specific) are pushed away from the center of embeddings.
Thus representing a sentence with extreme values helps to maximize the similarity
of sentences where their words occur in similar contexts. Liu et al. [2017]| have
formulated it as:

(2.9)

{maxwerewd7 if Cwd > |minw'erew’d
€rd =
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where d indexes the dimensions of a vector; e,q is the dth dimension of e, (w’s
embedding) and r is the sentence. And finally the similarity between the sentence
vectors is computed using cosine similarity.

Formality Scorer : To evaluate the adaptability of our approach to other style
transfer tasks, we trained and tested our approach on the formality corpus (Rao
and Tetreault [2018]). The style aspect of the same is evaluated using a pre-trained
formality classifier as per Pavlick and Tetreault [2016]. They used several features
such as case of a text, dependency, entity, lexical features, n-grams, features of parse
tree, parts-of-speech, punctuation, readability, subjectivity and average of word2vec
embeddings (w2v) and trained a ridge regression model for each of the different genres
of text using NLTK, Stanford CoreNLP toolkit (Manning et al. [2014]), TextBlob
(Loria [2018]) and scikit-learn (Pedregosa et al. [2011]) libraries. The genres are
answers, blogs, emails and news.

We use a Python implementation!® of the same formality scorer using the light
feature set trained on the Answers corpus. Pavlick and Tetreault [2016] designed the

Ohttps://github.com/YahooArchive/formality-classifier
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Answers corpus by randomly sampling 4,977 sentences from Yahoo Answers''. The
light feature set, which consists of 4 features - case of a text, n-grams, readability
and w2v - is reported to show comparable performance to using all 10 features, and
in practice requires less preprocessing and fewer dependencies. The model trained
with the Answers corpus was chosen for two reasons: 1. the Answers corpus seems to
have a more balanced distribution of sentence-level formality scores than the other
three genres; 2. the Answers corpus has more data than the other genres, which
should help to build a generalised model. However, we will explain the problems
with this system while demonstrating the performance of the model on the public
formality dataset in the Evaluation chapter.

Chapter Summary

This chapter aims to provide the conceptual and technical know-how to understand
the thesis. It starts by talking about data augmentation and why it is necessary, along
with an example approach called backtranslation that we use to create parallel data.
Various NLP concepts such as sentence splitting, tokenization, and named-entity
recognition are explained as we use them in pre- and post-processing of data. Then we
intend to tell a story about the concept of authenticity, how it is commonly perceived,
how it varies in different domains, what it means in the context of linguistics, and
how psychologists have so far dealt with such a concept in linguistics and elsewhere.

It then becomes more technical with ANNs, its training process, and different variants
of it such as the GRU, the encoder-decoder network, and the attentional mechanism.
These sections serve as a backbone for understanding the models we use in this
research - transformers, which the next section deals with. The architecture of the
transformers and concepts such as self-attention, multi-head attention, and positional
encoding are explained in detail. In the penultimate section, we explained the
idea behind various optimization techniques we use during the model training and
inference phase. Finally, we talk about different evaluation metrics we use to evaluate
and compare the performance of our models.

With this knowledge and understanding we move to the next chapter that deals with
the previous works related to text style transfer and the concept of authenticity. We
discuss how previous researchers have approached the task of paraphrase generation,
style transfer using parallel data, and how they have overcome the issues of lack of
available parallel data, such as creating/augmenting data or using non-parallel data
approaches. We also talk about styles that have been explored in the community
and also the different evaluation techniques used. Finally, we go through in depth
how past scholars in diverse fields defined and debated the concept authenticity.

Hhttps://answers.yahoo.com /
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3. Related Work

Style Transfer is an area that found huge success in the field of computer vision.
Gatys et al. [2015]’s approach of separating content and style from images using a
simple linear model that changes the colour of images paved way to the concept of
style transfer. Numerous approaches such as that of Zhu et al. [2020] who proposed
CycleGAN for image-to-image translation and Li et al. [2017] who suggested treating
it as a domain matching problem, demonstrated the importance of style transfer
in both the research and application for the advancement of artificial intelligence.
However, such approaches are deemed to be difficult in NLP because the concept of
style is well blended with content that it is difficult to identify and separate them
often.

Even before we dive into style transfer, it is necessary to talk about the task of
paraphrase generation, where style transfer can be considered as a subset.

3.1 Paraphrasing

Style transfer is closely related to the paraphrase domain. Paraphrasing aims to
express the content differently, while style transfer aims to separate the style from
content and blend the content with a new style.

Prakash et al. [2016] were the first in the community to explore deep learning
models for paraphrase generation where they used stacked LSTM layers with residual
connections in between. Gupta et al. [2017] employed a VAE where the paraphrases
are generated in a non-deterministic manner from the latent representation of the
sentence. Mallinson et al. [2017] adapts the idea of backtranslation where a Neural
Machine Translation model (NMT) was used to transform an input sentence into
an intermediate language, incorporating several translations and back-translating
to better capture different aspects of input sentence. Cao et al. [2017]| considered
automatic paraphrasing as a copying and rewriting mechanism for which two separate
decoders were employed. Li et al. [2018b] introduced a deep learning based generator-
evaluator module where the generator is trained to output paraphrases reinforced
with feedback from the evaluator module.
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Wang et al. [2018] experimented paraphrase generation with a semantic augmentation
methodology using LSTM and Transformer models. Chen et al. [2019] presented an
approach of generating controlled paraphrases with syntactic exemplars. Kajiwara
[2019] first identified the words to be paraphrased in the source sentence and uses
a negative lexically constrained decoding with beam search to enforce rephrasing.
Kumar et al. [2019] presented a Seq2Seq architecture with a diversity-inducing decoder
aimed at producing high-quality paraphrases - highly diverse, without compromising
fidelity, trained with a submodular goal. Li et al. [2019¢| employed transformer-based
multiple encoders and decoders with different structures to decompose paraphrasing
into various granularities such as sentential and phrasal levels.

More recently, Chen et al. [2020b] proposed a semantically consistent and syntactically
variational encoder-decoder framework with adversarial learning to ensure syntactic
latent variable be semantic-free and hence generate diverse paraphrases. Goyal and
Durrett [2020] also worked on modifying the syntax of the input sentence. They
proposed a two-stage approach, where in the first stage an encoder-decoder model is
used for the possible rearrangement of words and constituents to obtain multiple
rearrangements of the input sentences. In the second stage, these rearrangements are
encoded with positional embeddings into the encoder-decoder paraphrase model to
yield paraphrases with syntax different from the input text. However more research
into this field year after year shows that the system is far from ideal.

While style transfer is the primary focus of our work, we focus equally on the task
of paraphrasing, since the task inherently involves stylistically paraphrasing the
input style text into the target style. We gain insights from previous work on how
paraphrasing can be viewed as a Seq2Seq approach, and apply the same in this work
using transformer networks.

3.2 Style Transfer
3.2.1 Using Parallel Data

Earlier works experimented style transfer with task specific parallel data. Abu Sheikha
and Inkpen [2010] employed a natural language generation system to produce style-
specific content by changing words based on user choices using pairs of informal-formal
words and phrases gathered from different sources. Xu et al. [2012] treated style
transfer as a variant of machine translation using a Seq2Seq approach. They created
parallel corpus of modern English and Shakespearean English using a phrase-based
statistical machine translation pipeline to perform this task. Recently, Jhamtani
et al. [2017] extended and enriched the same idea with a Seq2Seq model along with
a pointer network, which outperformed the former. Carlson et al. [2018] trained an
LSTM-based Seq2Seq architecture with an attention layer atop the decoder sequence
on a parallel dataset of old and new testaments created from the Bible for style
transfer. Lack of parallel data accounts for the fewer supervised learning approaches
in this area.

A major benchmark in text style transfer was set by Rao and Tetreault [2018] when
they introduced a parallel corpus with informal-formal sentence pairs. Because of its
quality and adaptability to basic machine translation techniques, their corpus has
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aided researchers working in both supervised and unsupervised methodologies alike.
Wang et al. [2019] proposed fine-tuning methods for existing state-of-the-art neural
networks (SOTA) with a rule-based approach to perform formality style transfer.
Their fine-tuned version of Generative Pre-trained Transformer 2 (GPT-2) model
achieves a new SOTA on the aforementioned benchmark dataset.

While some studies aimed at transferring styles with parallel data, other researchers
focused on creating parallel data and ways to democratize the process of creating
parallel data. Zhang et al. [2020b] addressed the problem that the dataset available
for formality style transfer is small when several million parameters required by neural
networks are considered. They showed how different augmentation approaches using
machine translation such as backtranslation (Sennrich et al. [2016a]) and formality
discrimination can be used to create parallel data. Cao et al. [2020] contributed a
manually annotated medical data set, which consisted of the diagnosis of an expert
(doctor) and the corresponding explanation in the language of a layperson, in order
to reduce the knowledge gap between that of doctors and laymen. Chen et al. [2020a]
provided a method for extracting parallel data from two monolingual corpora using
neural machine translation by constraining the decoding with a prefix tree based on
the target corpus. Banon et al. [2020] in their version have addressed the issue of lack
of parallel data with a software that is capable of crawling, preprocessing, document
alignment, segment alignment, post-processing and finally provide parallel data split
into train, test and dev segments all put together in a pipeline. They provided largest
available parallel corpora for many language pairs. But the implementation of the
whole pipeline comes with enormous computing and energy costs. Chakrabarty et al.
[2020] used an interesting approach in which common-sense knowledge or properties
are generated with the help of the COMET model (Bosselut et al. [2019]), that help
reformulate the similes as normal expressions. Such a data creation approach helps
create a parallel data that could be used for generating similes.

3.2.2 Using Non-parallel Data

Due to the lack of availability of parallel data, a number of experiments were carried
out towards unaligned style transfer of texts. These techniques have shown ways to
disentangle the content and style from the source sentence in order to generate text
from the style-independent content in the target style.

Mueller et al. [2017] used Variational Autoencoder (VAE) where the latent represen-
tation is controlled by performing gradient ascent to classify it to the target style
during the test time and the latent encoding is fed to a decoder. Shen et al. [2017]
used a process called cross-alignment to force the decoder to produce sentences in the
desired style in an autoencoder setting. They used a discriminator model conditioned
on the target style that receives the sampled output and the error backpropagated to
the decoder. Fu et al. [2018] used multitasking learning with an adversarial trained
multi-decoder model i.e., separate decoders for each style and a style embedding
model that aims to generate text in target style with a single decoder. Their objec-
tive was to learn separate representations for content and style through adversarial
networks.

Another variant is a delete-and-generate approach where the style component(s)
of the source sentence is identified and deleted in the first step, and reconstructed
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in the second step to match the target style. Li et al. [2018a] performs the delete
operation using relative frequency and inputs the encoded representation of the
style-independent content and a learned representation of target style attribute to a
RNN decoder to generate desired stylistic paraphrase. Sudhakar et al. [2019] and
Wu et al. [2019] improved this idea with better and larger language models such as
transformers. Sudhakar et al. [2019] used the attention weights of a BERT-based
transformer to delete the stylistic markers and a GPT-based model to generate the
target text. Wu et al. [2019] initially masks the positions of style-specific tokens
using frequency ratio based and attention weights based methods and infills them
using a Masked Language Model (MLM) objective conditioned on target attribute.
Madaan et al. [2020] employed a 4-layered transformer model for training a tagger
and a generator module. The tagger generates a style-agnostic sentence where the
source style attributes, if present, are replaced by a [TAG] token or else the token is
added to the beginning of the sentence. The generator module is trained to generate
sentences conditioned on target styles.

Prabhumoye et al. [2018b] shows that a simple concept of backtranslation can help
implicitly weaken the style of the source sentence. They used machine translation
methods with style-specific decoders to generate sentences like in Fu et al. [2018§]
guided by classifiers that operate on the output from the decoder. Prabhumoye
et al. [2018a] extended their work by employing a multilingual backtranslation and
an additional feedback loss to the text generator models in order to strengthen
content preservation. Troiano et al. [2020] confirms that the style attributes are
indeed partially lost during translation and can be reversed with a simple re-ranking
approach from the n-best diverfse sentences generated by the translator guided by a
style classifier.

The style transfer task in unsupervised learning was also approached from other
perspectives. Zhang et al. [2018a] shows two variants of a shared and a private
encoder-decoder model, which aim to learn generic features of the language and
specific features (such as the style) respectively. Xu et al. [2018] employs a cyclic
reinforcement approach that includes two components known as neutralization and
emotionalization modules. The neutralization module first style-neutralizes the
content before passing it on to the emotionalization module, which adds the intended
style to it. The rewards from the emotionalization module’s stylistic output are fed
back to the neutralization module, which leads it to better recognize style-independent
terms. Improved normalization module is expected to reinforce its counterpart. Luo
et al. [2019] generates style-specific text using a one-step mapping model with a
dual reinforcement learning framework. It is a combination of two one-step models,
namely source-to-target transfer and target-to-source transfer, allowed to form a
close loop with two feedback signals ensuring better style transfer while preserving
content. Zhou et al. [2020] uses an attention-based seq2seq model to reconstruct
input sentence and re-predict its word-level style relevance. They pre-train a style
classifier and uses layer-wise relevance propagation (LRP) to quantify the relevance
of each input word to the original style. Finally, the word-level predicted relevance
is exploited with the help of a neural component in the decoder to ensure better
style transfer. Chen and Zhu [2020] proposed a multi-task style transfer framework
that adapts to existing SOTA models in style transfer. It performs well in few-shot
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text style transfer in terms of content preservation, transfer accuracy and language
fluency.

Due to the novelty of the concept and the lack of availability of authenticity style
transfer data, we chose to create parallel data from different sources (see Chapter 4)
using a backtranslation approach inspired by Sennrich et al. [2016a]. Hence we train
the style transfer models using parallel data.

3.2.3 Style

While it is important to address previous approaches to applying this concept, the
“styles” explored and studied so far are equally important to discuss. Recent research
on style transfer has looked at the transfer of multiple style attributes.

It was Jhamtani et al. [2017] who first investigated the transfer of style in texts by
transferring normal English to Shakespearean English. Shen et al. [2017], Mueller
et al. [2017], Hu et al. [2018], Fu et al. [2018], Xu et al. [2018], Prabhumoye et al.
[2018b], Wu et al. [2019] worked on sentiment as a style while formality was the style
in focus for Rao and Tetreault [2018], Wang et al. [2019] and Zhang et al. [2020b].
Carlson et al. [2018] explored prose style transfer with the Bible using parallel data.
In addition to sentiments, Li et al. [2018a] also explored romantic, humour and factual
styles with their unique delete, tag and generate approach. Politeness style transfer
was explored by Madaan et al. [2020], gender aspect by not only Reddy and Knight
[2016] but also Prabhumoye et al. [2018b] for whom the concept of political slant
was also of interest. Hu et al. [2018] also showed us the possibility of transferring
tenses in a text. Some works, such as those by Pryzant et al. [2019], dos Santos
et al. [2018] and Laugier et al. [2021], presented very important applications of style
transfer. Pryzant et al. [2019] dealt with neutralising subjective bias in text, while
Laugier et al. [2021] and dos Santos et al. [2018] suggested ways to rephrase toxic
comments in a more civil way. Other interesting styles were that of Cao et al. [2020],
which proposed an expertise-style transfer to facilitate expert-lay communication,
and Chakrabarty et al. [2020] proposed an innovative and quite varied approach to
generating similes.

While the related work mentioned above focused on binary styles, work such as that
of Helbig et al. [2020] and Smith et al. [2019] examined multiple styles. Helbig et al.
[2020] investigated emotion transfer based on Ekman’s six fundamental emotions
and Smith et al. [2019] took into consideration a set of 20 fine-grained sentiment
categories. Unlike previous works, we aim to take into account a psychological
concept called authenticity which is inherently continuous and to the best of our
knowledge has not yet been explored.

3.2.4 Evaluation

Although several automated evaluation metrics related to TST have been proposed,
this is still a concern. Previous works such as Jhamtani et al. [2017] and Carlson
et al. [2018] only evaluated the similarity of the content to be preserved during
paraphrasing using the BLEU and PINC metrics. However, in recent years, the
evaluation of a T'ST has been considered from different perspectives and combined to
evaluate the overall performance of the models. These metrics evaluate TST models
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based on their ability to transfer style, fluency (or grammaticality /naturalness) of
the transferred text and the amount of original content retained after transfer.

The accuracy of style transfer is typically assessed using a classifier pre-trained on
the style in focus. Several works such as Shen et al. [2017], John et al. [2019], Luo
et al. [2019] and even the much more recent ones like Zhou et al. [2020], Chen and
Zhu [2020] and Duan et al. [2020] use the TextCNN classifier of Kim [2014]. Fu et al.
[2018] uses the LT'SM sigmoid classifier and Hu et al. [2018] uses its own former SOTA
CNN-+RNN-based sentiment classifier (Hu et al. [2020]). While Prabhumoye et al.
[2018b] trained a CNN classifier, Sudhakar et al. [2019] and Cao et al. [2020] use the
FastText classifiers (Joulin et al. [2016]) fine-tuned to their respective styles. Some
recent work such as that of Laugier et al. [2021] uses pre-trained BERT language
models as classifiers fine-tuned to the civil comment dataset.

Fluency is another aspect of evaluation not just in TST but in most of the natural
language generation tasks. Language models are usually used to leverage the evalu-
ation of the naturalness of a text. For instance, Gong et al. [2019] and Zhao et al.
[2018] trains an RNN as a language model and used perplexity to evaluate fluency.
Larger transformer-based language models such as GPT are also used to calculate
perplexity (Dathathri et al. [2020]).

Content preservation metrics help quantify how much of the original content was
retained after stylistic paraphrasing. We see two approaches that are usually used to
assess this in TST, namely word overlap metrics and distance/similarity-based metrics.
Most researches report the BLEU scores (Hu et al. [2018]) despite their disadvantages
(Larsson et al. [2017]) because of its easy calculation and wide acceptance in the NLP
community along with its high correlation with human judgements. Word overlapping
metrics such as ROUGE and METEOR have also been reported alongside BLEU
scores (Zhang et al. [2018a]; Mir et al. [2019]). Yamshchikov et al. [2020] presents an
extensive analysis of several content-preservation metrics that are used in TST such
as F-score for character n-grams, cosine similarity metrics, and L2 distance using
pre-trained word embeddings, word mover’s distance (WMD), and parts-of-speech
based distance in addition to unigram and n-gram word overlap metrics.

However, there exists no single automated metric that could capture all perspectives
and output a generalized score that represents the overall performance of an NLP
system. Yamshchikov et al. [2020] argued that none of the automated metrics can
be independently compared to human judgments and urged using an ensemble of
them for reliable evaluation. Human judgments are typically crowdsourced to assess
the style and/or similarity of content between texts or to check the fluency of a
text where the human collaborators are asked to rate on a Likert scale (e.g., 5-point
scale from 0 to 5). There have been only a few TST studies performing human
evaluations (Li et al. [2018al; Shen et al. [2017]) as this task is quite expensive and
tedious despite the high-quality results it produces. Nevertheless, it has often proven
challenging for people to evaluate the style aspect, as it is subjective from individual
to individual (Mir et al. [2019]). Evaluating grammar can also be challenging. A
text with correct syntax does not mean it is semantically correct, e.g., “colourless
green ideas sleep furiously” (Chomsky [2002]).
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We train an authenticity classifier to evaluate the authenticity of each text. Motivated
by a previous work (Dathathri et al. [2020]), we used a pre-trained GPT-2 language
model to evaluate the fluency of the generated text and an ensemble of metrics to
evaluate the models’ ability to preserve content (Hu et al. [2018], Mir et al. [2019],
Yamshchikov et al. [2020]).

3.3 Authenticity

Authenticity is a social psychological category that deals with the true self, values,
and beliefs of an individual. However, it is a concept that several researchers have
argued over the years that contributes to a lack of a sound description. Trilling
[1972]| described authenticity in art as something being real while Dutton [2003]
categorizes such an authenticity as nominal authenticity and expressive authenticity
and discussed how they vary. Newman and Smith [2016] argues that evaluations
of authenticity fall into one of three categories: historical, categorical, and values
authenticity. Newman [2019] indicates that historical authenticity is one which is
judged based on the history of an object and its connection to a reference person, a
place etc. and how similar it is to the idea of Dutton [2003]’s nominal authenticity.
Categorical authenticity speaks of the sensitivity of an individual to describe something
as authentic if it corresponds to his or her beliefs, expectations, preferences, etc.
Newman [2019] again points to different ways it has been marked in the literature
as type (Carroll [2015]), approzimate (Beverland et al. [2008]), iconic (Wang [1999])
and constructed authenticity (Grayson and Martinec [2004]). The third and final
type of authenticity, values authenticity, is assessed based on the value of an entity
and the author’s dedication and sincerity to their work. This is also referred to
as expressive authenticity (Dutton [2003|) and moral authenticity ((Carroll [2015]);
Beverland et al. [2008]).

In the recent past, there have been several studies analyzing the authenticity di-
mension and its role in business and marketing. Newman and Dhar [2014] and Jin
and Phua [2014] says that consumers perceive companies that pay celebrities to
tweet on their behalf as lacking authenticity, credibility and genuineness. Grayson
and Martinec [2004] says that authenticity is the result of how consumers perceive
an offering within a context and not that it is an inherent quality of the offering.
Likewise, one of the main goals of a company is to make its brand look and feel
authentic. The authenticity of a brand helps to ensure that it remains unique (Keller
[1993]), and this is exactly what consumers look out for in a product (Fine [2003]).
In close relationship, advertising plays a vital role in the success of a brand and a
company. It helps convey the authenticity of a brand. In this context, it says in
Stern [1994]: “an advertisement may be considered authentic if the persona conveys
the illusion of reality in so convincing a manner that the perceivers are willing to
accept the illusion as mimetic.”

Tausczik and Pennebaker [2010] shows how the use of words contributes to the
understanding of personalities and relationships. Even earlier, research in linguistics
had shown, from a psychological point of view, that words that reflect how people
express themselves (e.g. pronouns, prepositions) can often be more informative
than what they are expressing (Newman et al. [2003]; Pennebaker and King [2000]).
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Xu and Zhang [2018], for instance, indicates that highly authentic language has
more [-words, present-tense verbs, more relativity words (e.g. here, far etc.), fewer
discrepancy words (e.g. could, would etc.) and fewer he-she words as its markers.

Pennebaker et al. [2015] introduced authenticity as one of the 4 language dimensions
in their 2015 version of LIWC software (LIWC2015) “to better capture important
linguistic, psychological, and social processes”. Although the algorithms are not
published, they explain that an analyzed text has a higher authenticity when it has a
more truthful, personal and revealing type of language, whereas a lower authenticity
indicates a more shielded, distanced mode of discourse. LIWC2015 has proven to
be a popular system for examining and assessing the authenticity dimension of a
text in recent years. For instance, Oliver et al. [2021] evaluates the authenticity
of written and video-recorded project assessments, Xu and Zhang [2018] evaluates
the authenticity of tweets during a social crisis, Buljan et al. [2020] evaluates the
authenticity of peer review reports on a large scale, Bulkeley and Graves [2018§]
evaluates the authenticity of dreams, all using the same software. In our work, we
use a lexicon-based approach inspired by Xu and Zhang [2018] to define authenticity
and its associated word categories. The word categories are defined and fine-tuned
using LIWC vocabularies.

While we discuss previous work in the related areas of text style transfer and
authenticity in this chapter, we take it a step further in the next chapter, detailing
how we put the ideas and motivation we gained into practice. The pipeline consisting
of our data creation and analyses, authenticity design and implementation, and
authenticity style transfer and classifier model training are explained in the next
chapter.



4. Authenticity Style Transfer in
Text

This chapter discusses the procedures used to conduct this research. We have divided
this chapter into two sections. The first section discusses the data handling techniques
involved, such as data extraction, data preprocessing, data analyses, the pipeline
of analyses employed to select the backtranslation language, and finally we talk
about how the training data was selected from the whole corpus. The second section
focuses on the models and discusses the approaches used for the baseline model, style
transfer and authenticity classifier models.

Partofanalyses phase
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Seq2Seq Models

Unidirectional Style
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Figure 4.1: Overall approach of the thesis

As shown in the Figure 4.1, the orange blocks are part of the data creation phase or
analyses that help set up components of the pipeline, but are not part of the working
pipeline. Therefore, they are marked with dashed lines to illustrate the workflow.
First, the data extraction phase is performed to extract all the required data. Since
the data is in its raw form, it needs to be cleaned in several steps, which is marked
by the preprocessing phase.
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The first step is to create the data that will be the input for the next phase. We
use the backtranslation approach to create paraphrased versions of the original
sentences to obtain parallel data. However, proper analysis is necessary to select
the language for backtranslation to ensure the quality and diversity of the output
paraphrases. Once the analysis is performed and the language is selected, we carry
out backtranslation with that language as the intermediate language to create a
parallel dataset.

Each sentence in the parallel data is then assigned an authenticity score using a
linear regression procedure. The parallel data (original sentence together with its
paraphrase and authenticity score) are transformed accordingly for each model. The
text, together with its authenticity regression scores as labels, is given as input to
the classification model. The parallel paraphrase data is provided as input to the
Seq2Seq style transfer task, which is explained in detail in section 4.1.5. While the
Seq2Seq model for stylistic paraphrasing is the core model in our work, the classifier
model helps to evaluate the quality of the transfer. Finally, the models are evaluated
both automatically and manually against a set of criteria to assess the quality of the
model from different angles and compare it to the baseline model. The tasks and
methods for the evaluation are explained in the Chapter 6 and the concepts required
for the evaluation phase are already explained in the Chapter 2.

4.1 Dataset

4.1.1 Data Extraction

Data is the primary building block of any computational model. The right data
and its quality reflect the quality of the model and the subsequent predictions. To
achieve such a model, we were particular in selecting the type of dataset (different
domains), cleaning it to make it structured, augmenting it to create parallel data,
and filtering it to get the right dataset on which to train the model.

Since the goal of this research is to see if transferring authenticity as a style can be
achieved, data from different domains were collected, e.g., movie subtitles, company
emails, airline reviews, brand information from company websites (e.g., text from
About Us webpages), and job descriptions from popular job search platforms. The
main idea here was to see if the authenticity case would work in different scenarios.

For corporate email text, the Enron email dataset (Klimt and Yang [2004]) was
used. An email record contains a mix of styles such as formality, politeness and
honesty. The fact that the dataset was made public during the investigation of the
Enron scandal opens the possibility of inferring patterns of credibility or deception.
The dataset consists of data from about 150 users, yielding half a million messages.
Each user is distinguished by folders, and each folder consists of subfolders of user
data. Each subfolder is nothing but a category of data such as inbox, deleted items,
calendar, sent items, discussion threads, personal folders and so on. This data set
will be referred to as “Enron” hereafter.

Customer reviews from Efehan [2019] which were scraped from the popular customer
forum for airlines and airports run by a consultancy firm called Skytrax! was also

Thttps:/ /www.airlinequality.com /
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considered for this research. The data includes airline reviews from 2006 to 2019
for popular airlines and airports around the world, containing responses to both
multiple choice and free text questions. Features include texts such as airline name,
customer name, and customer reviews; numeric features like overall rating, other
quality ratings for food and entertainment and binary feature that indicates whether
the airline is recommended by the customer or not. For our use case, only the
customer review text was utilized. Texts in which the user expresses his/her opinion
are useful for examining authenticity (Li et al. [2019b]). This dataset is hereafter
referred to as “Airline”.

Lison and Tiedemann [2016] has released a large collection of parallel corpora of
movie subtitles called OpenSubtitles?. The result of their work is a large database
of movie and television subtitles, totaling 1689 bitexts with 2.6 billion sentences in
60 languages. We used only the English sentences from an English-Chinese parallel
corpus (en to zh-cn) consisting of 10 million sentence pairs. This dataset will be
referred to as “Opus” hereafter.

The corpus of job offers comes from 100 Worte. It was scraped from the popular job
search portal Indeed® around 2019. The corpus consists of about 30K job description
texts along with their job titles, which were scraped using a Python-based scraping
program. The jobs vary across domains such as administration, finance, I'T, medicine,
photography, etc. Again, only the job descriptions were used in this work and will
be referred to as “JobOffers” hereafter.

Another option explored was the brand information of companies. Such information
can be collected from their websites. Web pages like About Us or similar ones
that goes by Mission, Vision, Insights, Story, etc., should contain text that sounds
truthful, honest, confident, and conveys team spirit. These are the pages for a brand
to say, “This is who we are.” This information was collected from a list of websites
using a web scraper described in Chapter 5. This dataset will be referred to as
“Branding” in what follows.

Web scraping program

NO Extract all links from W

Homepage ‘

Identification

Website URL L, of website Scraped Data
sitema
— . Dictiona

successful? —

.- fﬁ
YES URLs -¥  Website URL
Y

Figure 4.2: First phase of web scraping where the sitemaps are extracted.

2https://www.opensubtitles.org/
3https:/ /www.indeed.com
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We extracted the brand information about companies by scraping their websites®.
The scraper program written in Python language is actually divided into 2 phases.
In the first phase, it crawls through a list of websites to extract their sitemaps. If the
crawler can’t identify a sitemap, it extracts all the links from the website’s homepage.
These sitemaps are stored on the computer as a json file, as shown in Figure 4.2. In
the second phase, using the site maps from the data dictionary, the scraper navigates
through the sites and extracts brand-related information based on a set of predefined
rules. The program first parses the URL to extract the path (the element or keyword
that lies between the hostname and the slash in a URL). If the path matches one of
the predefined brand-related paths (Table 4.1), the scraper extracts relevant text
from that web page®, otherwise it skips it and continues. We have also maintained a
predefined list of paths that should be ignored by the scraper®. This is because a
brand-related path alone in a URL is no guarantee that it points to a similar type of
content.

Language Brand-related paths

aboutus, about-us, about, branding, whychooseus, why-choose-us,
English history, our-vision, our-mission, mission, our-history, who-we-are,
insight, values, our-values

German | ueber-uns, unternehmen, unsere-werte, werte, historie, wer-wir-sind

Table 4.1: The predefined list of brand-related paths used in the second phase of scraping.

4.1.2 Data Preprocessing

Each dataset requires several preprocessing steps to clean it before creating synthetic
data - the paraphrases. The ultimate goal of this step is to create a clean corpus
of sentences that are neither too short nor too long. Since the extraction process
is different for each dataset and also the format in which they are available, the
first steps in cleaning will vary. Some steps, such as filtering sentences based on
word count (or sentence length) and deduplication, are performed similarly across all
datasets.

Enron: This dataset required cleaning the most. Since the dataset is nothing but
the emails itself, it contains From address, To and CC addresses, Date, Subject,
Greetings/Opening, Body, Closing and finally the Signature in a text format (see
Figure 4.3). It was a tedious task to get the Body contents automatically. The
following steps were taken to preprocess this corpus:

e Remove text with colon characters - We noticed that every section of the email

contains the colon character “.”, with the exception of the Body. So the first
task was to extract all the lines from the text file that do not contain a colon
character.

e Take care of abbreviations when splitting sentences - These lines of text have
been split into sentences using the PunktSentenceTokenizer with additional

4List of companies scraped along with their websites are listed in Appendix A
SHTML elements ignored when scraping the relevant content are listed in Appendix C
SURL paths ignored during scraping listed in Appendix B
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Message-ID: <22530477.1075855724707.JavaMail.evans@thyme>
Date: Thu, 12 Apr 2001 ©3:09:00 -0700 (PDT)

From: phillip.allen@enron.com

To: jeff.richter@enron.com, tim.belden@enron.com, tim.heizenrader@enron.com
Subject:

Mime-Version: 1.0

Content-Type: text/plain; charset=us-ascii
Content-Transfer-Encoding: 7bit

X-From: Phillip K Allen

X-To: Jeff Richter, Tim Belden, Tim Heizenrader

X-cc:

X-bcc:

X-Folder: \Phillip_Allen_June20@@1\Notes Folders\'sent mail
X-Origin: Allen-P

X-FileName: pallen.nsf

Here is a simplistic spreadsheet. I didn't drop in the new generation yet,
but even without the new plants it looks like Q3 is no worse than last year.
Can you take a look and get back to me with the bullish case?

thanks,

Phillip

Figure 4.3: Sample data of the Enron Email Corpus

abbreviations (like dr, vs, mr, mrs, prof, inc) added to the nltk list that should
be avoided during tokenization.

e Replace multiple whitespaces with single whitespace - Tab spaces “\t” and
multiple whitespaces often in place of single whitespace character

e Remove common patterns of unnecessary tokens/phrases that appear within
the Body -
— special symbols that appear three times together (“###" “%%%”)
a tag “[IMAGE]”
— email IDs with newline character “username@abc.com'\n”
_ “22077 ((:0977

— unicode and hexcode characters such as “\u200b” and “\x09” respectively

Airline: This dataset has a pattern where the first sentence represents the source
and destination of the trip in the format “<source> to <destination>.” followed
by the original customer review. The reviews were split into sentences. Sentences
with this source-to-destination format is removed as it has no meaning when it is
separated from the reviews. We also noticed that couple of characters “ €™ ” are
often used in place of the single quotation mark “ ’ ”. It has been replaced with
single quotes. After cleaning, this record contains 65.9K sentences.

Luton to Bourgas. You get what you pay for with this airline.
Cheap tickets = cheap service, cheap staff, cheap attitude, &
cheap customer service. Never before have I had such a terri-
ble experience. Yet they seemed completely not bothered and
unwilling to want to resolve anything. Avoid at all costs.

Figure 4.4: Sample data of the Airline dataset

JobOffers: The job descriptions were list of texts separated by the newline character
in the descriptions. These texts were initially parsed and we selected sentences having
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length greater than 9 words. This helped us remove text that specified the location
or the hiring package etc. without being in a full sentence. As in case of airline
corpus, we noticed a few “ €™ ” characters inplace of single quotation mark “ ’”
which was replaced accordingly.

Branding: The scraped branding information is cleaned while the scraping program
is running. We extract text that falls under certain Hyper-Text Markup Language
(HTML) tags on a web page. When extracting, we also tracked the text length. Here
we have extended the lower limit of the text length to 10 not only to extract cleaner
texts, but also for the reason that shorter sentences did not always seem to have any
meaningful context in them.

"https://abbelen.de/en/company/": {

"page_title": "Company - Abbelen GmbH",

"meta_title": "Company - Abbelen GmbH",

"description": "unknown",

"keywords™: "unknown",

"robots": "index, follow",

"translated": "no",

"data": [
"With TIME4TASTE BY ABBELEN, we have developed a brand that takes convenience to the next level:
fully assembled burgers in microwave-safe packaging. Heat for 90 seconds and enjoy it couldn t
be simpler. Alongside classics like the Royal Cheese and the Big Double, you will also find bre-
akfast burgers in the Time4Taste range.",
"We are proud of our roots as a family butcher s shop. Our demand for uncompromising quality, o-
ptimal product safety and outstanding flavour are our company s anchor. But we are also driven
by a desire to tread new ground and make daily enjoyment even easier. Since 2017 we have been p-
art of the More than Meals group, with a strong financial investor behind us who thinks sustain-
ably, Deutsche Beteiligungs AG. This and the restructuring of our company from a family operati-
on to a group opens up various opportunities to continue to move forwards.",
"We want our customers to be able to enjoy something good, quickly and simply if they are tryin-
g to reduce their meat consumption. The Good One is the new brand that dispenses with meat, but
not with great flavour, of course. Our years of experience guarantee the high quality of the pr-
oducts. We are starting out with meat-free meatballs and burgers. But our appetite has been whe-
tted and we are working on developing the Good One into a brand for a range of enjoyable meat f-
ree alternatives.",

Figure 4.5: Sample data of a scraped company brand web-page

Opus: The huge Opus corpus is a pre-cleaned sentence split dataset. So we only
had to apply post-filtering processes on it. The subtitle corpus, which consists of
dialogues of characters, characteristically contains short sentences, which are mainly
responses made up of a subject and an auxiliary verb or modal such as Yes, we can/
or single word responses with adverbs such as definitely. It does not make sense to
keep such sentences in the corpus for stylistic paraphrasing. The sentence-length
based filtering ensures this.

4.1.3 Dataset Analyses

After preparing the datasets, we did basic exploratory data analysis.

The Figure 4.6 shows that Opus consists largely of shorter sentences compared to the
other datasets. Branding and JobOffers have been preprocessed to remove sentences
with fewer than 5 words. However, using Opus statistics we can specifically point out
that any bias caused by the length of a sentence when counting authenticity-based
words should be reduced significantly.

Authenticity scores were obtained by a step-by-step process. Since authenticity in
writing or speaking has been found with a pattern of more self-reference words, more
use of present-tense verbs, more relativity words, and fewer discrepancy words, we
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Figure 4.7: Average frequency of authenticity-based word categories per dataset

followed a similar pattern that exists in literature. We considered the following
categories to define authenticity: relativity, adverbs, self-reference words (I-words,
We-words) and discrepancy words. The relativity and discrepancy words were fine-
tuned by 100Worte as mentioned in the section 2.3. We first analyzed the frequency
of these word categories per dataset as shown in Figure 4.7. It allows us to examine
if the word frequencies actually fit our initial assumptions while choosing the type of
datasets.

In the case of the JobOffers and Branding dataset (Figure 4.7), the main contribution
to the self-reference words is that of the We-words, which is understood as companies
talk about them collectively rather than individually. The Airline dataset has a
very high adverb frequency, while that for the Enron corpus is almost zero, but the
discrepancy words are more in this email dataset. From all the distributions, it can
be seen that the discrepancy category, which is a loss category for the concept of
authenticity, is quite on the increase.

The Figure 4.8 speaks the mean value of the authenticity count, which follows the
formula relativity + adverb + sel f-references —discrepancy. We find that due to
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Figure 4.8: Average frequency of “Authenticity Count” per dataset. Authenticity is
formulated as a summation of relativity, adverb, self-references (I-words & We-words)
categories and deduction of discrepancy words

the high count of gain categories (relativity, adverb and sel f-references) in Airline it
possesses highest authenticity count. Whereas, due to high count of the loss category
(discrepancy) in Enron, it possesses lowest authenticity count. To use these word
counts to evaluate the authenticity of a sentence, we should find better ways to
calibrate the “authenticity count” to make it more comparable between domains
while reducing the probable bias by the length of a sentence.

Dataset Regression Coefficients
Sentence Length | Authenticity Count

JobOffers | -0.026 0.885

Airline -0.057 0.591

Enron -0.004 0.806

Opus -0.058 0.775

Branding | -0.024 0.714

Table 4.2: The regression coefficients after the second regression where the standardized
residuals are regressed on sentence length and authenticity count. The coefficients show
that the final authenticity regression scores are heavily dependent on authenticity count
and least on the length of the sentence.

A residual regression approach is employed to determine the authenticity score from
the pre-calculated authenticity count as a motivation from Schultheiss and Pang
[2007] and Schonbrodt [2019]. Schénbrodt [2019] recommends a two-step linear
regression approach to better overcome the bias caused by the length of a sentence
over the motive count. Considering authenticity count in place of motive count in
our case, the first step is to regress the authenticity count on the sentence length.
The resulting residuals are z-score standardized. Then a second linear regression
process is involved where the residuals are regressed on the sentence length and
authenticity count. This approach of dual linear regression reduces the bias caused
by the sentence length as well as z-score standardizes the residuals that equates to
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Figure 4.9: Distribution of Authenticity Regression Scores

the final authenticity score. The regression coefficients for the sentence length and
authenticity count variables per domains are shown in Table 4.2.

This ensures that the authenticity scores are on comparable scale and the outliers
explain the extend of extreme values - least and most authentic sentences. We have
also limited all sentences to maximum of 40 words in length. The Figure 4.9 shows
the distribution of authenticity scores per dataset, with the Opus being the most
variable, followed by JobOffers, while the rest are more comparable. In order to
create a corpus of dataset that is better representative of authenticity and the style
transfer, we augmented paraphrases of these texts which is explained in detail in
sub-section 4.1.4. Finally, we filter out the sentence-pairs (after augmenting the
paraphrases) that do not possess a good representation of authenticity style transfer
which is explained in the sub-section 4.1.5.

4.1.4 Selection of backtranslation Language

The parallel datasets were created using backtranslation, a data augmentation
technique. As mentioned at the beginning of this chapter, we need to find a suitable
intermediate language to translate from and to the source language. We used the
Google Translate API, accessed via a Python wrapper for machine translation.

The main objectives in selecting the intermediary language were:

1. The language should be a high-resource language

2. The backtranslation through the language should be able to produce a significant
difference in authenticity compared to the original text

3. The backtranslated text should retain the content

High-resource languages are languages for which a large amount of data is available.
This could mean that these languages are widely used and consequently the resources
are abundant in the form of literature, social media texts, audio/video transcriptions,
other language corpora, etc. As the amount of data has accumulated over the years,
the quality of the texts is also assured. Languages such as English, Afrikaans, German,
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French, Spanish, Dutch, Portuguese, Chinese, etc. are high-resource languages, while
several African and East Asian countries have resource-poor languages.

With regard to machine learning, a translation model trained on a high resource
language is expected to have high translation quality. The quality of the translation
can loosely mean “How well can the model replicate the original text (in its source
language) in target language ?”. While there are several automatic metrics for assessing
translation quality, it should be noted that it is not easy to replicate the human
assessment, although the human assessment is often subjective.

With these goals in mind, we initially looked at 5 languages - 3 European languages
German, French, Spanish and switched zones to East Asia and Africa, with Chinese
and Afrikaans” respectively. We drew a random sample of 60 sentences from each
of the 5 domains. These 300 instances were then backtranslated over each of the
5 selected intermediate languages. Once backtranslated, we use the 100Worte
API to count the authenticity-based words of each translated text along with its
corresponding original text. The Pearson’s Correlation between the authenticity-
based word count of the original text and the paraphrased text was determined to
observe which language possessed largest difference or lowest correlation value. A
lower correlation value means greater style transfer between sentences.

Language | Pearson’s Correlation
German 0.85
French 0.87
Spanish 0.87
Afrikaans | 0.84
Chinese 0.72

Table 4.3: Pearson’s correlation between the authenticity values of the original text and
the paraphrases backtranslated via the 5 languages. The Chinese language used here can
be identified by Chinese (Simplified) or with the code zh-cn in Google Translate.

We observed that backtranslation using Chinese as intermediate language generated
more diverse with comparably significant difference in authenticity values which
makes it stand out from the rest. This led to an interesting observation that all
languages except Chinese fall under the same family. English, German and Afrikaans
are West Germanic languages and French and Spanish are Romance languages all
of which are part of the large Indo-European language family. Whereas Chinese
language falls under the Sino-Tibetan language. For this reason, we stretched our
analysis to a few more languages such as Arabic, Croatian, Greek, Hindi, Japanese,
Korean, Polish, Turkish and Vietnamese.

Our analysis with the additional languages, as shown in Table 4.4, shows that 4
languages, namely Arabic, Japanese, Korean, and Chinese, have low correlation
scores in comparison. Next, we evaluated how much content is preserved in each
of the translations from these 4 languages. Since the amount of data for this task

" Afrikaans was selected based on an online research (Tirosh [2018]) that showed Afrikaans to
have the best translation quality using Google Translate based on Bard and Tarzan results. The
goal of the project was to develop the GOLD dictionary as part of the Kamusi Translation Project.
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Language | Pearson’s Correlation
Arabic 0.76
Croatian 0.85
Greek 0.86
Hindi 0.88
Japanese | 0.68
Korean 0.61
Polish 0.83
Turkish 0.86
Vietnamese | 0.82
Chinese 0.73

Table 4.4: Same approach as shown in Table 4.3 with 9 additional languages.

is small, we manually reviewed each translation pair for all 4 languages to count
the number of pairs that best preserved meaning. Automatic metrics were not used
to evaluate content preservation, as choosing the right language for translation is
critical to producing high-quality synthetic data.

Language | Correct Translations (%)
Arabic 7
Japanese 75
Korean 60
Chinese 78

Table 4.5: The quality of backtranslation in preserving the content.

In the evaluation of content preservation, we find that Korean is the least likely to
preserve the content, although the style transfer was the best in this case as shown in
Table 4.4. Chinese stands out among the 4 languages for the preservation of content.
There were some interesting insights here. For Chinese, the change of tense in the
translation was one of the main reasons for mistranslation (40%). While this doesn’t
change the content most of the time, it is something worth noting. Occasionally we
came across Chinese and Arabic translations that changed named entities such as a
person’s name and location (some were misspelled). But this can be handled during
post-processing of sentences.

Based on this extensive analysis, we selected Chinese as the intermediary language
because it exhibited the best accuracy in retaining content while transmitting style
decently. Using Chinese language, the process of backtranslation was applied to every
sentence in each domain to generate the paraphrases. This process is time-consuming
as we have a huge dataset consisting of 5 different domains. Since Chinese language
at times misspelled certain named entities, we ensured if the backtranslated sentence
(the paraphrase) contains the same named entities as that of the original sentence
before pushing to the final set of parallel data.
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Figure 4.10: Flow chart of how the parallel data is generated using the backtranslation
process and post-filtering before recording them.

4.1.5 Data Selection

For the task of classification, we ensured that the models are provided with data
that has equal number of records (sentences with their authenticity scores as labels)
from each domains so that the model should be able to capture the dynamics and
word attributions corresponding to their scores. In addition, while preparing the
dataset for the classifier, we made sure that each split (train/validation/test splits)
contains an equal amount of sentences with high and low authenticity scores. We
also randomly selected an equal number of sentences from each domain that do not
have extreme scores. In order to have sufficient instances especially for Branding, we
put together the original and the augmented data for this task.

Validation
5K
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Figure 4.11: The Figure shows how datasets were prepared for the training of a classifica-
tion model. The above Figure resembles the case of one dataset. The same process follows
for all datasets and the final corpus for classification process consists of 150K records for
training and 75K for validation and testing.

As shown in Figure 4.11, we selected 20,000 sentences with high authenticity scores,
20,000 with low authenticity scores, and another 20,000 sampled from the remaining.
5,000 sentences were sampled from each of the 20,000 for validation and test splits
(and the remaining 10,000 goes for training). Finally, we have 150,000 sets for training
and 75,000 for validation and testing, each balanced based on all 5 domains.
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Dataset Sentence 1 Sentence2
. . Thi fl 1 j
This document does not reflect all duties 5 documen‘F does not reflect a ‘]Ob
JobOffers . .. duties or requirements for every posi-
or requirements for each position. tion
This airline seems a great option for | This airline seems to be ideal for trav-
travel to or within Egypt, and also as a | eling to or within Egypt, and is a gate-
Airline gateway for Asian/African/Middle East | way to Asia/Africa/Middle East from
from Europe or some American destina- | Europe or certain US destinations (or
tions (or the other way round). vice versa).
A f fai ling for th - . . .
part Tom any tak dealing for the pur Except for any fair transaction for pri-
poses of private study or research per-
. . . vate research or research purposes per-
mitted under applicable copyright leg- . . .
S mitted by applicable copyright laws, no
Enron islation, no part may be reproduced or . . ; .
. part of it may be copied or disseminated
transmitted by any process or means .
. . . . by any program or means without the
without prior written permission of the . . . .
. prior written permission of the editor.
Editors.
If you both are good, then you can be | If you're both very good, you can be my
Opus
my next model. next models.
. . If h th Sti bout
You can contact us at any time via the you have atly othel questions abou
. , . . the subject of personal data, you can
. website operator’s address given in the .
Branding o contact us at any time through the web-
legal notice if you have any further ques- | . . .
. . site operator address provided in the
tions on the subject of personal data. .
legal notice.

Table 4.6: Examples of parallel sentences from each domain used for training the seq2seq
models.

For the Seq2Seq task, sentence pairs that shows effective difference between the
authenticity scores were chosen. This ensures that the model is provided with data
that best represents transfer of style between sentences. Based on the available
distribution and size of the dataset, we set a threshold authenticity score difference so
that only sentence-pairs with that variance in scores are selected. The selected data
is then ordered based on the task at hand. For the unidirectional style transfer task
of Less-to-More authenticity, we prepare the input text with the sentence having low
authenticity score and target text with the other in the pair having more authenticity
score; and vice-versa for More-to-Less authentic transfer. For bidirectional style
transfer, we shuffle all sentence pairs, and add a control token to the input text
based on the authenticity score with comparison to that of the target text. Figure
4.12 shows the distribution of authenticity scores of input and target sentences in
the Less-to-More setting after the above style-based post-filtering process. We can
observe a difference in the mean style score between the two versions of text.

Finally, we selected sentence pairs from each of the domains in a way that we have
100K training instances, 50K instances for validation and testing. The Branding
dataset has comparatively less instances representative of style transfer. The detailed
data size used for training, validation and testing grouped by the domains are as
described in the Table 4.7.
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Figure 4.12: The distribution of authenticity regression scores for input and target
sentences grouped by domains. This distribution takes a Less-to-More authentic approach
where the input sentence has less authenticity scores compared to target sentence.

Dataset | Train | Validation | Test

JobOffers | 23,2K | 12,1K 12,1K
Airline | 232K | 12,1K 12,1K
Enron 23,2K | 121K 12,1K
Opus 232K | 12,1K 12,1K

Branding | 7,0K 1,4K 1,4K
Total 100K | 50K 50K

Table 4.7: The size of data used for training, validating and testing the style transfer
models per dataset.

4.2 Models

4.2.1 Baseline Model

For this task, a naive approach was considered as the baseline model, which seemed
to work well for the style transfer task. The approach was experimented by Troiano
et al. [2020] where they employed backtranslation methodology together with a
classifier to perform emotion style transfer by re-ranking the generated sentences.
They establish that emotions are partially lost in machine translation, and this
tendency can almost be reversed with their simple approach. Their approach includes
a translation model, a style classifier (emotion), and a ‘best candidate’ selection
procedure. An input sentence in the source language S is translated into the target
language T using a translation model and n-best translations are generated. The
presumably style-independent texts generated by the NMT system are then reordered
using an emotion classifier to select the best translation given the target emotion.
Troiano et al. [2020] employs the FAIRSEQ model (Ott et al. [2019]) for their NMT
system and uses a biLSTM with a self-attention mechanism for their emotion-based
classifier. They experimented with English-German and English-Russian models of
FAIRSEQ in their work.
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Figure 4.13: Representation of Troiano et al. [2020]’s method of emotion style transfer
with backtranslation. S is the source language and T is the target language.

In this thesis we use the English-Russian model as the baseline because we assume
that distant languages could potentially produce more diverse paraphrases during
backtranslation. A DistilBERT-based authenticity style classifier is used to classify
the generated texts (see section 4.2.3), which leverages the re-ranking procedure.
Finally, the text with the best authenticity score from the n-best generations is
selected as the stylistically paraphrased counterpart of the input text.

We used the implementation of FAIRSEQ from Hugging Face (Wolf et al. [2020]), the
FSMT (FairSeq Machine Translation) models. We set up the model and tokenizer of
the English-Russian (en-ru) and Russian-English (ru-en) models separately where
the input to the former is the original text and that to the latter is the output of the
former. The default decoding strategies are used to generate the 10-best outputs
from the ru-en model. In the final stage, using the authenticity classifier, the 10-best
outputs are assigned their authenticity values, and the one with the largest difference
compared to the original text is selected as the stylistically transferred paraphrase.

4.2.2 Stylistic Paraphrasing Models

Transformer-based Seq2Seq networks, BART and T5 were used to explore style
transfer. BART (Lewis et al. [2019]) is a denoising autoencoder with a bidirectional
encoder and a unidirectional (left-to-right) decoder used to pre-train Seq2Seq models.
BART is trained by randomly shuffling the order of original sentences and using a
novel masking approach called task in-filling, in which spans of text are replaced
by individual mask tokens. BART is effective when fine-tuned for text generation
tasks (Lewis et al. [2019]). It uses a standard Seq2Seq transformer architecture that
appears to generalize BERT (Devlin et al. [2019]) and GPT (Radford et al. [2018])
training methods. BART has been trained on large corpora such as Wikipedia, book
corpus, news corpus, etc.

The Text-to-Text Transfer Transformer, or T5, is a newer architecture developed
by Raffel et al. [2020]. T5 aims to unify all NLP tasks as text-to-text format,
so that both input and output are always strings. Such a methodology allows
the same learning approach, e.g., using the same model, same loss function, and
same hyperparameters, to be applied to multiple tasks, such as summarization,
machine translation, classification tasks, etc. TH model follows a standard Seq2Seq
architecture of vanilla transformers Vaswani et al. [2017] pre-trained by corrupting
spans of text with random tokens. It has been pre-trained on a large dataset called
Colossal Clean Crawled Corpus (Raffel et al. [2020]).
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4.2.3 Authenticity Classification Model

Regression models adapted to the dataset are available to determine the authenticity
score of a text, but they include the overhead of vocabulary or lexical features to
score a text each time. This is overcome with a single authenticity classifier trained
on all 5 datasets.

We experimented with 3 different models, namely Fasttext, BIGRU and DistilBERT.
The Fasttext model inspired from Joulin et al. [2016], is a linear classifier with n-gram
embedding and sentence-level representation and the bidirectional GRU model was
trained with 300 dimension Fasttext embeddings (Bojanowski et al. [2017]). These
models, whose general architectures are explained in Background, were not previously
pre-trained on data.

DistilBERT (Sanh et al. [2020]), the third model we tested, is a compact, quick,
inexpensive, and lightweight Transformer model trained by distilling the BERT
base. It contains 40% less parameters than bert-base-uncased model and runs
60% quicker. The model was developed utilizing Hinton et al. [2015]’s generalization
of knowledge distillation or teacher-student learning, which is a compression strategy
in which a small model is trained to mimic the behavior of a bigger model. The
DistilBERT model architecture is initialized from BERT, but with half as many
hidden levels. DistilIBERT was trained on very large batches following the example of
Liu et al. [2019])’s RoBERTa, using dynamic masking and without the next sentence
prediction objective. It was trained on the same corpora as the original BERT model,
which was trained on the English Wikipedia and the Toronto Book Corpus (Zhu
et al. [2015]).

All three models were fine-tuned on the same splits of our corpus in order to
select the best performing model as the authenticity style classifier. More on
model implementations and work packages are covered in the following chapter,
Implementation.



5. Implementation

In this chapter, we explain how different concepts that are explained in Chapter 4
are implemented. To remain transparent, we intend to share all necessary Python
source code related to both the analyses and modeling phases.

We start with the data scraping procedure used for scraping the corporate websites.
We first discuss the procedure and criteria defined for scraping. All the self-defined
lists of keywords and websites needed to run these programs can be found in the
appendix. In the first section, we explain the data extraction, selection, and post-
filtering processes. In the second section, we explain the preprocessing of the data.
Here we consider the Enron corpus as an example, since it is the most difficult to
clean. For other datasets, basically only a subset of the work done here is required.

The third section discusses the implementation of the back translation approach along
with the post-filtering steps and the creation of the parallel data. The fourth section
describes how to implement the dual regression methodology used for assigning the
true authenticity labels of all sentences in the corpus. The fifth section is devoted to
model training, where we discuss the training of the classifier and the style transfer
model. Here we also discuss how the starting learning rate was determined as part
of the learning rate tuning (hyperparameter) before initiating classifier training. In
the end, the evaluation phase is discussed from an implementation perspective.

The overall goal of this chapter is to provide an idea of how each concept discussed
so far has been executed. Therefore, we provide detailed implementation information
along with the source codes. We discuss the machines and their configurations
on which the models were trained. We also provide analysis with diagrams where
needed.

5.1 Data Scraping

One of our datasets is created by searching the company websites. The main objective
in creating this dataset was to create branding-related data where, as mentioned in
section 4.1.1, companies brand themselves and their products more authentically
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and honestly. Since such a dataset is not publicly available, we had to scrape and
extract text from such webpages. While the methodology used to scrape the data is
explained in the previous chapter (Chapter 4), here we explain some of the challenges
we encountered in implementing the idea and how we solved these problems along
with explaining the source code.

The sitemaps were scrapped from all websites using the Python implementation of
sitemap parser!. If the parser is unable to extract sitemap of the website, we scraped
all links from the homepage of the website. But scraping all links could have some
downsides:

e The link may not be an absolute URL. This is useful when we need to navigate
between web pages on the website but are inaccessible when trying to access
them outside of the website. This problem was fixed by using urljoin function-
ality of urllib library?. This library helps to link a base URL and relative URL
to form an absolute version of the URL.

e The link may not be a valid URL - this means that some href attributes
of a link tag (<a>) in HTML may be used to handle clicking a link to
invoke built-in functions. In such cases, href might take values such as ‘"#"’,
‘Mjavascript:void(0)"’, ‘"javascript:;"” etc. Such values are not a valid URL
that can be accessed outside of the website. We therefore check this with the

validators® package

The below code snippet shows the Python implementation of the how sitemaps (or
URLs from homepages) are extracted from a website.

Code 5.1: Extracting sitemap of website

import requests

3 import validators

!

from bs4 import BeautifulSoup

s from urllib.parse import urljoin

6

from usp.tree import sitemap tree for homepage

url _list 100w = list (map(str.strip ,
open( 'listed websites.txt', 'r’",
encoding="utf—8").readlines()))

def search sitemap():

Extract URLs from SiteMap

for url_no, wurl in enumerate(url list 100w):
if len(url.split('\t")) = 2:
resp = requests.get(url.split('\t")[1])

Lultimate-sitemap-parser: https://pypi.org/project /ultimate-sitemap-parser/
Zurllib: https://pypi.org/project/urllib3/
3validators: https://pypi.org/project/validators/
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if 200 = resp.status code:
# extract sitemap from website
tree = sitemap tree for homepage(

url . split("\t")[1])

# extract all links from sitemap
sitemap addresses = [str(page).split(
=")[1].split (", ")[0]

for page in tree.all pages()]

# if website has sitemap,

# else scrap all links from homepage

if sitemap addresses:
print('\nScraping Done! ")

save sitemap(url, list(set(sitemap addresses)))
else:
links = []
soup = BeautifulSoup(resp.content, "Ixml")
for link in soup.findAll('a"):
relative url = link.get( href")

# some URLs are relative addresses
new url = urljoin(url, relative url)

# check if URL is a valid URL
if validators.url(new url):
links .append(new url)

if links:
print('\nScraping Done! ")
save sitemap(url, list(set(links)))

The extracted sitemaps or scraped links are saved in json files separated by company
names. In the next step, we filter out URLs that have a language code other than
English (‘en’, ‘gb’, ‘us’) or German (‘de’). This ensures that we don’t have any
content from other languages and that a large number of URLs should be filtered
out. Apart from English, we have also taken German content into account (if English
version of the same is not present), as most websites were only designed in German
and excluding them would lead to a significant data loss. We translated the German
texts into English using the Google Translator API. To stay true to the whole process
of scraping, we save the robot meta tag from each page of a website and use only
the text that has no restrictions.

Code 5.2: Selecting English or German URLs from each website

import os

root = ROOT_ FOLDER

s for id, file in enumerate(os.listdir(root)):
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file = root+file

file text = open(file, 'r', encoding="utf-8")
file text = file text.readlines()

sitemap = list (map(str.strip, file text))
phasel selection = []

phase2 selection = []

scrapped dict = {}

de _en _urls = []

Check if there are German or English URLs.
To avoid scraping all possible languages.

for url in sitemap:

k = url.lower().split('/")[3:]

if len(k) = 1:
if k[0] in ['de’, "en’', ‘us', 'gb']:
de _en urls.append(url)

elif len(k) > 1:
if k[1] in ['de’, "en’, "us', 'gb']:
de _en urls.append(url)

In the next step, we focus on choosing URLs that relate to each company’s branding
information. For this purpose, we have first created a possible list of paths that
relate to such information in both English and German. Every URL per website is
analyzed and checked to see if it contains at least one of these paths - we call them
brand_ elements in the code as shown below.

Code 5.3: Parsing and selecting URLs with elements of interest

def element selector(url, brand elements):
selected urls = []
elements = [x.lower() for x in

list(filter (None, url.split('/")[3:]))]
for e in elements:
for b in brand elements:
# select ones with elements of interest
if e =b:
selected urls.append(url)
return list(set(selected urls))

phasel selection = element selector(url, brand elements)

However, we encountered some URLs that, despite being selected, pointed to a
different type of page (because they contained one or more of our brand_ elements).
To address this, we designed a third filtering phase that checked the URL against a
list of possible paths that would imply navigation to a different type of page - we
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call them blacklisted_ elements. The following code shows how we filter out URLSs
that contains at least one path from the blacklisted elements.

Code 5.4: Filtering out URLs having blacklisted elements

for url in phasel selection:
elements = [x.lower() for x in
list (filter (None, url.split('/")[3:]))]
# check if any blacklisted element present
if sum([1 if e in b else 0 for e in elements
for b in blacklisted elements]) == 0:
phase2 selection.append(url)

The code above marks the final stage of filtering out sentences and at the end we
have the final list of brand-related URLs per company ready for content scraping.
The function in the below code snippet scrapes a URL using BeautifulSoup* and is
checked for its language using langdetect® library. If the content language is detected
German, it is translated to English using googletrans® library. Only the sentences
with a length of at least 10 are saved to ensure that each sentence in this dataset is
contextual.

We also scrape meta information of a website such as title, description and robotic
data. Meta information improves the quality of the scraped data. The directives in
robots.txt help us handle the data if the crawler did not do it automatically. The
scraped meta information and content are stored as json and indexed by URLs for
each company.

Code 5.5: Scraping of selected URLs

import requests

s from re import sub

1

from bs4 import BeautifulSoup

s from langdetect import detect

from googletrans import Translator
t = Translator ()
def scrape(url _no, url, scrapped dict):

Scrape relevant texts from URL and
save it to a dictionary with company name as key

one url —> its data

4BeautifulSoup: https://pypi.org/project /bs4/
Slangdetect: https://pypi.org/project/langdetect /
Sgoogletrans: https://pypi.org/project/googletrans,/
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try:
scrapped list = []
res = requests.get(url)
res decoded = res.content.decode( 'utf—8")
soup = BeautifulSoup(res decoded, "Ixml")
meta dict = get meta_ information(soup)

text = [t for t in soup.find all(text=True)
if t.parent.name in list of tags]
output as_list = []
output as_string = '’
for t in text:
if len(t.strip().split()) > 0:
output as_list.append(" ".join(t.split()))
output as_string 4=
" join(t.strip().split())
output as_string += "\n"

# if language is English simply save

if detect(output as string) = 'en’
try:
scrapped list = (list(set([" ".join(
sub('\n", "', line).split()) for

line in output as list if len(
line.split('" ")) >= 10 and not
is_date(line)])))
if scrapped list:
scrapped dict[url] = {**meta_dict,

xx{ translated ":"no", 'data':scrapped list}}

except Exception as ex:
print (ex)

# if language is German, translate text and save

elif detect(output as_ string) = 'de':
de translated = str(t.translate(
output as_string, dest=lang))
csplit("text=")[1].split(
", pronunciation ") [0]
de translated = de translated.split('\n")
de output as list = list(filter(
None, de translated))
try:
scrapped list = (list(set([" ".join(
sub('\n", "', line).split()) for
line in de output as list if len(
line.split(' ")) >= 10 and not
is_date(line)])))

if scrapped list:
scrapped dict[url] = {**meta_dict,

x%{ translated ":"yes", '"data':scrapped list}}

except Exception as ex:
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print (ex)

return scrapped dict

except Exception as ex:
print( ' exception in scrape function')
print(url, ex)

5.2 Data Preprocessing

Cleaning the Enron email corpus was the toughest of all. This was done by first
parsing the entire email and performing initial cleaning using the textcleaner” library
that removes blank lines, numbers and symbols in one call. Then all lines that consist
of a ":"" character have been removed. This was done to ensure that the selected text
is well cleaned (refer to Figure 4.3 for more information).

Code 5.6: Parsing contents of email

import textcleaner as tc

def parse raw_message(raw_message):
cleaned string = "'
message = '

cleaned string += ' '.join(tc.document(raw_message.readlines())
)

lines = cleaned string.split('\n")

for line in lines:

# excluding lines that has ':' character
if "¢ not in line:
message += ' '+line.strip ()
return message

The parsed emails are handled using the method defined in the code snippet below.
The e-mail content is first split into sentences with PunktSentenceTokenizer from
the library nltk®. We explicitly added a list of abbreviations that were missing in
PunktParameters so that when a dot character (‘. ’) is encountered with these

abbreviations, sentences are not split, but rather considered as a single token.

As explained in section 4.1.2, each sentence of the email then undergoes a sequence of
cleaning process that removes characters and patterns of special symbols, encoding
etc. and finally the cleaned sentences are saved.

"textcleaner: https://pypi.org/project/textcleaner/
8nltk: https://pypi.org/project /nltk/
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Code 5.7: Cleaning parsed body content of email

1
> import re
3 from nltk.tokenize import punkt

4

5s# Customize abbreviations list in tokenizer

o punkt param = punkt.PunktParameters()

7 punkt _param.abbrev types = set ([ 'dr’', ‘vs', 'mr’,

8 ‘'mrs’, '"prof’', 'inc'])

o tokenizer = punkt.PunktSentenceTokenizer(punkt param)

10

11 def parse into_ emails(messages):

> emails = parse _raw_message(messages)

15 sentences = tokenizer.tokenize(emails)

14

15 sentences = [re.sub(" (([=].] [#|x[> [+[-]{3.}) |
16 (\[IMAGE\]) |

17 (\Sx0@\Sx\s7))", "\n", sent)

18 for sent in sentences]

20 # replace tabs with single space
21 sentences = [sent.replace('\t', ' ")
22 for sent in sentences]

21 # remove patterns exhibited with '=" symbol
»5  sentences = [sent.replace('= ", "").

26 replace('=20", "").

27 replace('=09", "").

28 replace (u'\u200b", ")

29 for sent in sentences]

31 # replace multiple spaces with single space
s> sentences = [re.sub('( )+ ', ', 6sent)
33 for sent in sentences]

35 # remove sentences with \n \textrightarrow not continuous text
36 sentences = [sent for sent in sentences
37 if not "\n' in sent]

39 # only keep sentences having atleast 7 words
w0 sentences = [sent.strip() for sent in sentences

a1 if len(sent.strip().split()) > 7]

43 return sentences

5.3 Backtranslation

For backtranslation of input text, we used a free Python implementation (library) of
the Google Translate (GT) API called googletrans. The backtranslation basically
requires two NMT models, one that can translate the input text of the source language
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(English in this case) into an intermediate language, and another that takes in the
translated text and convert it back to the source language. Unlike other FOSS NMT
models and APIs, GT provides a wide range of languages for machine translation.
GT, which was originally based on statistical machine translation, does not provide
direct translation from one language to another unless one of the languages is English.
Instead, it first translates the source language into English and then into the target
language (L1—-EN—L2). It has been trained on a huge bilingual text corpus, such as
the transcripts and documents of the United Nations and the European Parliament.
In addition, Google has set up active crowdsourcing to improve translation using
human input.

As shown in the code snippet 5.8, first all CR and LF characters are removed from
the input text (in English). Then it is translated into Chinese (zh-cn) and then
back into English (en) using the googletrans translator class. The texts are once
again stripped of unnecessary characters before returning to the function call.

Code 5.8: Code for back-translating text using googletrans library

import re
from googletrans import Translator

st = Translator ()

6
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def translate(text):

This function translates the text
using the googletrans library

org = text.rstrip('\r\n")

# translate English text to Chinese

cn_translated = str(t.translate(org,
dest="zh—cn ")) .split("text=")[1].
split(', pronunciation')[0]

# translate Chinese text to English

en translated = str(t.translate(cn_translated,
dest="en')).split("text=")[1].
split(', pronunciation')[0]

# clean data before return

en translated = re.sub(r ' [*\x00—\x7F]+"," ",
en_translated).strip ()

return org, en_translated.replace(u’'\u200b", "")

The following code snippet (5.9) deals with the next step of post-processing the
translated texts with Named Entity Recognition. The addition of NER is intended to
filter out the translated texts that do not contain the named entities in the exact form
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as they were contained in the original text. For this, we use the spaCy’s pre-trained
multi-task model (en_core_web_sm) trained on OntoNotes’. We noticed that the
translation sometimes misspells, substitutes or omits certain named entities, such
as the name of a person, the name of a venue, places, etc., even if the content is
preserved. Therefore, we specifically looked for 3 named entities:

e PERSON: People, including fictional. NORP Nationalities or religious or
political groups.

e GPE: Countries, cities, states.

e LOC: Non-GPE locations, mountain ranges, bodies of water.

Only the translations that hold true of this check are selected and the sentence pairs
are then written to disk.

Code 5.9: Code for preparing the back-translated data to augment paraphrases

import spacy
import pandas as pd
from collections import Counter

nlp = spacy.load("en core web sm")
def entity check(org, bt text):
entity match = False

# get all entities of text using spacy library
org art = nlp(org)
para_art = nlp(bt_ text)
org dict = Counter([x.label

for x in org art.ents]).items()
para_dict = Counter ([x.label

for x in para_art.ents]).items()

# named—entity check between paraphrases

keys to look out for =
[x for x in list(org dict) if
x in ['PERSON', 'LOC', 'GPE']]

if keys to look out for:
for entity in keys to look out for:
if org dict[entity] = para_dict[entity]:
entity match = True
else:
entity match = True

# if entities match, write to dataframe

Yhttps://catalog.ldc.upenn.edu/LDC2013T19


https://catalog.ldc.upenn.edu/LDC2013T19

33

1

2

3

1

5.4. Authenticity Regression 63

if entity match:
df = df.append({ Org Sentence': org,
"Para Sentence': en_ translated},
ignore _index=True)

write to disk(df) # write the dataframe to disk in batches

5.4 Authenticity Regression

The regression scores for authenticity are calculated in terms of the presence of certain
types of lexicons in a text such as relativity, adverd, self-references and discrepancy
word categories. But the mere count of words as authenticity scores has its negative
implications, as mentioned in section 2.3.

Initially, the number of words that fall into these categories is computed per text
(cat_score) and regressed on text length (as shown in the 5.10). The residual errors
are computed and standardized. A second linear regression model is used to regress
the standardized residuals on cat score and text length. This significantly reduces
the bias of scores over text length and relies on cat_score as shown in section 4.1.3.

Code 5.10: Code for calculating the Authenticity Regression Scores

import numpy as np
from sklearn.linear model import LinearRegression

s def regressor(df):

6

df = df[df.Length <= 40]

# compute authenticity count
df[ "Cat Score'] = df['Relativ'] + df[ Adverb'] +
df["Ich '] + df['We'] — df[ Discrep ']

X = df [[ "Length "]]
Y = df[[ 'Cat Score']]

# create LinearRegression object
linear regressor = LinearRegression ()

# fit linear regressor with Text Length as

# Independent Variable and Authenticity Count
# as the Dependent Variable

linear regressor. fit(X, Y)

Y pred = linear regressor.predict(X)

# Residual
res = Y=Y pred

# standardize residuals
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mean = np.round(np.mean(res), 2)
std = np.round(np.std(res, ddof=1), 2)
res z = (res — mean)/std

# create new LinearRegression object
linear regressor resz = LinearRegression ()
new x = df[[ "Length', "Cat Score']]

# fit linear regressor with Text Length and

# Authenticity Count as Independent Variables
# Standardized Residuals as Dependent Variable
linear regressor resz.fit(new x, res z)

# Predict the residuals to obtain the

# Authenticity Regression Scores

reg = linear regressor resz.predict(new x)
df[ '"Reg Score'] = reg

return df, linear regressor resz

5.5 Training

In this section, we discuss how the machine learning models were trained for the
authenticity classification tasks and stylistic paraphrasing. After the paraphrases
were created using the backtranslation method, the next step was to develop a
classifier to determine the style of authenticity. The classifier is used to score the
sentence pairs and select the best pairs that are representative of style transfer, which
are then used as input for the stylistic paraphrase task. We discuss how the models
were trained, their implementations, and the hardware specifications of the machine
on which they were trained.

5.5.1 Classifier Training

A classifier is the go-to approach in style transfer tasks to evaluate the transfer of
style. Some works also use classifiers for adversarial training of models. There is
no shortage of classifiers or SOTA models that could be used in previous works on
style transfer, as they dealt with common styles such as sentiments, emotion and
formality. Since this concept of style transfer is a novel approach in our case, there is
no previous work that could be reused for this purpose. Therefore, we first modeled
a classifier to capture the modulation of authenticity based on the words used in a
text. The above code snippet (5.4) provides us with the continuous-valued labels for
all original sentences and paraphrases. A style-transfer representative subset of the
data is then divided into train, dev and test sets for model training as specified in
section 4.1.5.

Code 5.11: Callbacks & Preprocessing for classifiers using ktrain

# callback functions used
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s csv_logger = CSVLogger(f"{folder name}/model name.log")
1 es_callback = EarlyStopping(

5 monitor = "val loss",
6 patience = 3,

7 min_delta = 0.001,

8 verbose = 1)

o tb _callback = TensorBoard(

10 log _dir = f"{folder name}{checkpoint dir}/Graph",
11 histogram freq = 0,

12 write _graph = True,

13 write _images = True)

s MAX_LEN = 40

s BATCH_SIZE = 16

17

1s # automatic text preprocessing for fasttext and bigru
v (x_train, y_ train), (x_val, y val), preproc =

20 text.texts from array(x_train = x_train_ .to_numpy(),
i y train =y train_ .to_numpy(),

2 x test = x_val .to_numpy(),

3 y test =y val .to numpy(),

; lang = "en", maxlen = MAX LEN)

6F# automatic text preprocessing for distilBERT
7t = text.Transformer("distilbert —base—uncased", maxlen = MAX_ LEN)

NN NN NN NN N
o C >

s train_data = t.preprocess train(x_train_ .to_numpy(),
29 y train_ .to numpy())
s0 val _data = t.preprocess test(x_val .to numpy(),

31 y _val .to_numpy())

32
33
sa# ktrain wraps model and data in a ktrain.Learner object

55 learner = ktrain.get learner(model,
36 train _data = train_data,
37 val data = val data,
38 batch size = BATCH_SIZE)

The above code snippet (5.11) shows that the entire training process uses 3 call-
back functions, CSVLogger, EarlyStopping and TensorBoard, for logging model
performance (loss and metrics), for implementing early stopping, and to enable
visualizations for TensorBoard. We experimented 3 different classifier networks with
the same train, dev and test splits using the ktrain library (Maiya [2020]). The ktrain
library acts as a wrapper for Tensorflow and other libraries such as transformers.
It is equipped with methods that can be used to preprocess the text depending
on how the model takes in the input. Finally, the model and data are wrapped
into a ktrain Learner object, which allows us to use ktrain’s options for tuning the
hyperparameters, training the model, and evaluating it.

The ktrain library provides easy to execute methods for setting the learning rate. The
learning rate is an important hyperparameter to set in a neural network and depends
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on several factors. Ktrain uses Smith [2017]’s LR Range Test to find the optimal
learning rate. With LR Range Test, one can simulate training by starting with a
low learning rate and gradually increasing it to find an optimal value. Once the
learning rate is plotted against the loss, the maximum learning rate associated with
a still falling loss is considered a good choice for training. This can be easily done in
ktrain using learner.lr_find() function and then plot it using learner.lr plot()
function.

107 100 107 10 10% 107 107 07 w0 1t ¢ 100 100 107 10 1070 10-> 1074
learning rate {log scale} learming rate {log scale) learning rate (log scale)

(a) Fasttext model (b) biGRU model (c) DistilBERT model

Figure 5.1: Tuning for optimal learning rate

Based on the above plots (Figure 5.1), we selected the learning rate seen as a
reasonable choice before the loss begins to diverge - 5e — 03, 1le — 03 and le — 05 for
training Fasttext, biGRU and DistilBERT models respectively. We set the epochs
to 100 and with all callbacks, the model is trained using autofit() function as
shown in 5.12 snippet. The ktrain library allows to easily employ a learning rate
policy called triangular learning rate policy (explained in section 2.6.1) with the
autofit () function. The model trains until no improvement is found in validation
loss or it reaches the EPOCHS limit. The performance results and training graphs
are explained in detail in section 6.1.

Code 5.12: Classifier Training

EPOCHS = 100
LR = 1e—05 # depends on the model
callbacks = [csv_logger, es callback, tb callback]

learner.autofit (LR, EPOCHS,
checkpoint folder = folder name+checkpoint dir,
callbacks = callbacks)

The models were trained on my local machine having the following configurations:

e Operating System: Windows 10 Home
e Processor: Intel Core i7-8750H

e RAM: 16 GB

e Number of CPU: 6
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Number of GPU: 1

GPU Type: Nvidia GeForce RTX 2070 with Max-(Q design
NVIDIA Driver Version: 461.72

CUDA Version: 11.2

5.5.2 Seq2Seq Model Training

After scoring all sentences (original and augmented) using regression fitted separately
for each domain, we select pairs of sentences for the style transfer process. Sentence
pairs that have a threshold difference in their authenticity scores are candidate inputs
for the Seq2Seq models, BART and T5. Finally, for each dataset, we selected as
many sentence pairs as described in the section 4.1.3 for training, validation (or dev),
and test sets.

We used the Simple Transformers library'® to fine-tune the models to our task. In
order to work with BART and TH models, the Seq2SeqModel class and T5Model class
are initialised as shown in Figure 5.2. The Simple Transformers library has grouped
all Seq2Seq tasks, so the first parameter should specify the type of encoder-decoder
architecture. The second parameter in Seq2SeqModel and the first parameter in
T5Model requires a pre-trained compatible Hugging Face Transformers'' model or
the path to pre-trained model files. The major advantage of this library is the
simplicity with which the input data can be defined. The data is fed into the model
as a dataframe with the columns ‘input’ and ‘target’. In the case of T5Model, an
additional column called ‘prefix’ is required. Since T5 is a multitasking model, an
instruction is required as to what exact task is to be performed, and that is what
the ‘prefix’ column provides. Simple Transformers provide the ability to configure
wandb (Biewald [2020]) to track the learning and training performance. Even if
not configured, the library automatically writes the performance results to a folder
runs, which can then be visualized using Tensorboard (Abadi et al. [2016]), for
example. Simple Transformers also makes it easy for the user to configure the model
parameters.

Since Simple Transformers acts as a wrapper over Hugging Face’s transformers, the
hyperparameters of the model are set to default values as in Hugging Face with
which our models were trained. The Simple Transformers models are fine-tuned
with a small learning rate of 4e — 05 and converge to good solutions quite quickly,
as noted in recent work (Li et al. [2020]; Kaplan et al. [2020]). The BART model
uses the same AdamW optimizer (Loshchilov and Hutter [2018]), but T5 uses the
AdaFactor optimizer (Shazeer and Stern [2018]) as defined in the literature with the
weight decay fix.

We did not perform any additional hyper-parameter optimization as was done in the
case of classifier training. Since these transformer models are pre-trained on a huge
corpus and parameter optimization was part of their research, we decided not to dive
deeper here. In the case of classification, however, 2 of the 3 models were trained from

Ohttps://simpletransformers.ai/
Uhttps://github.com /huggingface/transformers
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from simpletransformers.seq2seq import Seq2SegModel

# Initialize a Seg2SegModel

model = Seq2SegModel(
encoder _decoder_ type="bart",
encoder_decoder_name="facebook/bart-large”,

(a) Initialising BART model
from simpletransformers.t5 import T5Model

# Initialize a TS5Model
model = TSModel("t5-base™)
(b) Initialising T5 model

Figure 5.2: Initialising models using Simple Transformers library

scratch with pre-trained word embeddings. And to be consistent and comparable,
we performed learning rate optimization steps there for all 3 models. However, here
we applied a linear learning rate scheduling with warm-ups and modified certain
other parameters such as the batch size to 64 and epochs to 50 with early stopping
as shown in the snippet 5.15.

Code 5.13: Code for training T5 model

1
> from simpletransformers.t5 import T5Model, T5Args

3

1# read unidirectional/bidirectional data

6# add a prefix text for T5 model

7 train_df["prefix"] = ["paraphrase"] % train_df.shape([0]

s eval _df["prefix"] = ["paraphrase"] % eval df.shape[0]

o test_df["prefix"] = ["paraphrase"] % test df.shape[0]

10

1n# prepare model training parameters

2 batch size = 64

15 model args = T5Args() # modify parameters

14

s# initialize T5 model

1c model = T5Model("t5—base", args=model args, use cuda=True)
17

18FF start training

19 model . train_model(train_df, eval data=eval df)

The code for training the T5 and BART models are as shown in snippets 5.13
and 5.14. T5 requires a directive or a label to define the type of task since it is a
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multi-tasking model. Therefore we added a prefix column to our dataset with the
string ‘paraphrase’.

Code 5.14: Code for training BART model
i from simpletransformers.Seq2Seq import Seq2SeqModel, Seq2SeqArgs

s# read unidirectional/bidirectional data

1

s# prepare model training parameters

¢ batch size = 64

7 model args = Seq2SeqArgs() # modify parameters

oF initialize Seq2Seq model with BART encoder—decoder
1o model = Seq2SeqModel(

11 encoder decoder type = "bart",

12 encoder decoder name = "facebook/bart—large",
13 args = model args,

14 use cuda = True

13)

16

17# start training

s model . train _model(train_df, eval data=eval df)

As shown in the following snippet, some model parameters have been changed from
the default. This piece of code remains the same for both models, except that the type
of arguments related to the model changes - T5Args () for T5 and Seq2SeqArgs ()
for BART.

Code 5.15: Setting up model arguments for training T5 and BART models

1

># prepare model training parameters
s batch size = 64

» model args.train_batch size = batch_ size

s model args.eval batch size = batch_size

s model args.evaluate during training = True

7 model args.evaluate during training steps =

5 (train_df.shape[0]//model args.eval batch size)//2
o model args.evaluate during training verbose = True

1o model args.num _train_epochs = 50
11 model args.use early stopping = True

The models were trained on a cloud server with the following configurations:

e Operating System: Ubuntu 20.04.2 LTS
e Processor: AMD EPYC 7532 32-Core Processor
e RAM: 1 TB
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Number of CPU: 128

Number of GPU: 2

GPU Type: Nvidia Quadro RTX 8000
NVIDIA Driver Version: 460.32.03
CUDA Version: 11.2

5.6 Evaluation

Evaluation of the classifiers was relatively straightforward, as their performance
was tracked using cross-entropy loss and mean absolute error, evaluated on data
making all three models comparable. The classifiers were tested on an unseen dataset
(test set) to check the generalization capability of the model. However, ktrain has a
function view_top_losses() that helps us evaluate which instances in particular
were difficult for the model to predict correctly. The function view_top_losses()
accepts the parameter for the number of observations (n) for which the model
predicted the highest losses in the validation set. It accepts a parameter val_data
for user-defined validation data. By default, it accepts the validation data used to
train the model. It returns the text ID, the loss, the actual truth value, and the value
predicted by the model. The text IDs are nothing but the row number of dataset, so
the records can be easily referenced.

The BART and T5 style transfer models were evaluated using different methods to
test them for various aspects. 5000 random text generations, 1000 from each of the
5 datasets, were sampled to automatically evaluate the performance of each model.
For evaluating style, we used the above mentioned authenticity classifier to score
each text their authenticity values. Using the predict () function of the model, we
obtain the predicted text label.

For the fluency aspect of the generated text, we use a pre-trained GPT2 model to
determine the complexity of the text, as shown in the code snippet 5.16. In the
following code, the compute_perplexity_score() function returns the perplexity
scores of the text. With Transformers library one need to pass the tokenized sentence,
tokenized using GPT2Tokenizer, as labels to the model which returns the average
log-likelihood for each token. The exponentiated value of this output gives the
perplexity score. This is the value returned by the function and used to evaluate the
fluency of texts.

Code 5.16: GPT2 model to compute perplexity of a text

> import torch
s from transformers import GPT2LMHeadModel, GPT2TokenizerFast

s device = torch.device("cuda")

» model = GPT2LMHeadModel. from pretrained("gpt2—large").to(device)
s tokenizer = GPT2TokenizerFast.from pretrained("gpt2—large")

def compute perplexity score(sentence):
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# print(’'sentence: ', sentence)

tokenize input = tokenizer.tokenize(sentence)

tensor input = torch.tensor([tokenizer.convert tokens to ids(
tokenize input)])

tensor input = tensor input.to(device)

outputs = model(tensor input, labels = tensor input)

return math.exp(outputs[0])

Content preservation ability of the models were evaluated using the nlg-eval'? which
is basically a repository of metrics put together and nltk’s gleu score. It is easy
to configure and run nlg-eval. We used the BLEU, GLEU, METEOR, Embedding
Average cosine similarity and Vector Extrema cosine similarity metrics for evaluating
the content. With nlg-eval, we are able to use all metrics except GLEU for which the
nltk implementation was used. Since nlg-eval consists of computationally intensive
calculations for some metrics, such as SkipThought cosine similarity, it is better to
run compute_individual metrics() function with required set of metrics as shown
in the below code snippet 5.17. We evaluate each generated text with two reference
texts - the input and the actual target text.

Code 5.17: Code to compute the content preservation of text

from nlgeval import NLGEval, compute individual metrics
from nltk.translate import gleu score as gleu

metric_to use = {"Bleu 1", "Bleu 2", "Bleu 3", "Bleu 4",
"METEOR" , "EmbeddingAverageCosineSimilarity"
"VectorExtremaCosineSimilarity"}

n = NLGEval(metrics to omit=NLGEval.valid metrics—metric_to_ use)

reference = [input text, target text]
hypothesis = generated text

; content pre scores = n.compute individual metrics(reference,

hypothesis)

s # GLEU

16

g score = gleu.sentence gleu(reference, hypothesis)

2https: / /github.com/Maluuba/nlg-eval
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In this chapter, we describe how different evaluation techniques are used to evaluate
the classifier model and the style transfer models. We discuss in detail the evaluation
methods implemented, how the models perform based on their automated evaluation
results, and the convergence rate of the models. We include additional information
about the testing methodology or metrics if not already mentioned in the chapters
Background or Authenticity Style Transfer in Text.

In the case of the classifier, we begin by discussing the various models that were
experimented with and compare the results against the validation and test dataset.
In the case of the style transfer models, we go into detail about which aspects the
models were tested against and how they were tested. For each of the aspects, we
compare all variants of the BART and T5 models to the baseline model and perform
a comparison between the models. Finally, we compare the overall performance of
the style transfer models and analyze the results using a scatter plot of evaluation
metrics. In each case, we discuss the observations from the results and also evaluate
the performance on individual datasets based on automatic evaluation. Also, human
evaluation of the style transfer models are conducted using the same criteria as the
automatic evaluation.

Some instances are taken as examples to manually analyse and discuss the text
generations of the style transfer models together with the attention head visualisations
of the classifier models as a first step of interpretability without going into depth.
Finally, we test our model architecture on a public dataset (formality style) to
evaluate its adaptability to other style transfer techniques. The authors of the
corpus do not make available upon request the baseline models or the exact 500 test
instances with which their formality style transfer models were compared. Therefore,
we fine-tuned the BART and T5 models on the available train/dev/test set and
share our results based on automatic evaluation, along with some examples of the
formality style transfer. We hope that the results of the automatic evaluation might
be useful at a later stage when the authors share the relevant details.



74 6. Evaluation

6.1 Authenticity Classifier Evaluation

Since we use a classifier model to evaluate the authenticity of a text, the first step
is to evaluate the classifier itself. We experimented with three models, namely the
FastText model, the BIGRU model, and a DistilBERT model, all using the same
dataset and optimization procedures with triangular learning rate scheduler and
early stopping criteria. The ktrain library automatically records the model loss and
other evaluation metrics during training. The cross-entropy loss and mean absolute
error (MAE) metrics are hence recorded which is then visualized using tensorboard
as shown in Figure 6.1.

Observations:

We observed that the linear classifier, FastText, offered less improvement across
epochs compared to the other two models. The BiGRU and DistilBERT models
performed significantly better than the FastText model. We also evaluate MAE,
which is a metric for measuring the accuracy of continuous variables. MAE, in
addition to the model’s loss (cross-entropy loss), helps us keep track of the magnitude
of prediction errors. Both cross entropy loss and MAE are negatively oriented scores.
Again, as shown in Figure 6.1, DistilBERT converges much better than all models
producing minimal MAE, generalizing well on the validation set. Even though it
converges over 20 epochs, it achieved the best MAE the BiGRU model achieved 4x
times faster. When evaluated on a test data, DistilBERT model again performed
significantly better than the other candidate models with a low MAE of 0.18 as
shown in Table 6.1.

Models MAE on Test Data
FastText 0.590
BiGRU 0.257
DistilBERT | 0.187

Table 6.1: MAE on Test Data for each classification models. The lower the score, the
better the performance

Due to this fact, the DistilBERT model was further chosen as the authenticity
classifier. This classifier is used in the latter stage of the Baseline model where n-best
generated backtranslated texts are classified and re-ranked to closely match the
target style. It also plays an important role in automatically evaluating the transfer
score of all the authenticity style transfer models used in this work. Therefore, the
evaluation of transfer scores mentioned in section 6.2.1 is completely dependent on
the DistilBERT authenticity classifier.

6.2 Automated Evaluation of Text Style Transfer

As mentioned earlier, we use the Seq2Seq language models, BART and T5, for style
transfer of texts. The models, trained on the dataset representative of the style by
adjusting the learning rate on the fly and with early stopping criteria on validation
loss, were first evaluated for their efficiency in converging to the final result. As
shown in Figure 6.2, the T5 models required more epochs to converge than the BART
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Figure 6.1: Training and validation time performance curve with MAE of all three models
plotted against epochs. Figure (i) shows the MAE of the models during training; Figure (ii)
shows the same over the validation dataset. DistilBERT converges better than the FastText
and BiGRU models.

models. We observe that the Less-to-More models of BART and T5 produced a
comparatively lower validation loss, achieved with less than 8000 epochs for BART
and more than 14000 epochs for T5. As the difference between the best validation
losses for BART and T5 is very small, we can say that the Less-to-More, More-to-Less,
and Bidirectional variants of the BART models converge about 1.75x, 1.6x, and 1.4x
faster than those of T5. Since T5 is already a bulky and computationally intensive
model, the speed at which the BART models converged in our case already puts
BART over T5. Since our main focus in this chapter is to evaluate the quality of
stylistic paraphrase generation, the next sections deal with the evaluation of style
transfer, fluency of the text, and the quality of meaning preservation of the generated
text.

To automatically evaluate the performance of the BART and T5 models, we drew
a random sample of 1000 instances per domain from the corpus, resulting in 5000
instances. We evaluated their ability to transfer authenticity, the fluency of the
model’s output text, and the ability of the model to preserve original meaning and
content while producing paraphrases. The performance of the models in each domain
was also analyzed. While the focus is on evaluating the quality of style transfer
models in general, we do not go into detail in analyzing the domain-specific results.

6.2.1 Transfer score

Using the authenticity classifier model, we determine the authenticity score of each
text. Basically, the authenticity scores of the stylistically transferred texts are

lexponential moving average
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(a) Training loss recorded for all six style transfer models against the epochs.
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(b) Validation loss recorded for all six style transfer models against the epochs.

Figure 6.2: Train and validation time performance curve of all transfer variants of BART
and T5 models used in this thesis with smoothened (lines with dark shading) loss!plotted
against the epochs. The lines with light shading represent the raw values.

compared with those of the original input texts to evaluate the quality of the style
transfer.

We aggregated the scores of all 5000 instances by taking the average of the difference
of the authenticity scores of generated text and the actual input. This means that the
evaluation metric, transfer score, for unidirectional models define the magnitude as
well as the direction of transfer. For example, in the case of More-to-Less authenticity
transfer, the generation is expected to have less authenticity compared to the input
text, and therefore the difference between the two scores is expected to have a
negative value. Conversely, the transfer score of Less-to-More authenticity transfer is
expected to have a positive value. The Baseline model and Bidirectional models are
tested on both directions, and their scores in the Table 6.2 represent the aggregation
of the absolute difference in authenticity style transfer. Therefore, their scores tell
us about the magnitude of style transfer.

Observations:

Overall, the transfer score evidently shows that the models are able to transfer the
style in the right direction (see Table 6.2). In the case of the unidirectional models
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Research Question \ Direction Model | Transfer Score
Baseline 0,95
Less to More BART 1,06
RQ1 Th 0,92
More to L BART -1,03
ore to Less T 0.07
e BART 0,92
RQ2 Bidirectional T5 0.7

Table 6.2: Average transfer score for each model per transfer direction. Scores higher in
magnitude than the Baseline model are highlighted.

(RQ1), we see that the models are able to work well in both directions with their
comparable scores. On the other hand, in the case of the bidirectional models (RQ2),
we find that their transfer scores are lower compared to the unidirectional models.
It could be that, although bidirectional models have just as many parameters to
fine-tune, it must solve two, albeit related, tasks of Less-to-More and More-to-Less
authenticity, with the inherent difficulty of capturing the nuances associated with
the tasks. But we see the BART model performing well over the T5 model in all the
cases.

When we categorize the evaluation based on the 5 datasets used, we find that the
Opus performs best overall for style transfer in all directions (Figure 6.3) for all
models. The Branding and JobOffers shows the least modulation in authenticity
among all. JobOffers and Branding texts, which are written assertively and intended
to convey a more direct, concise message, might be stylistically difficult to paraphrase,
unlike Opus. Although the style transfer data distribution of JobOffers, Airline,
and Enron are similar (Figure 4.12), Airline and Enron offered more variability in
paraphrasing than JobOffers. Also, we find the BART models provide significantly
stronger style transfer across all domains compared to their T5 counterparts.

6.2.2 Grammar Evaluation

To evaluate the grammar of the output texts, we use a pre-trained GPT-2 model to
compute the prediction probabilities for each token, more specifically the perplexity
as mentioned in Chapter 2. We used OpenAl’s GPT-2 model with 774 million
parameters, trained to predict the next word over a dataset of 40 GB of Internet
text. This model also received a human credibility score of 6.72 out of 10?, which
is slightly lower than the largest GPT-2 model (GPT-2 XL received a score of 6.91
out of 10). It is important to note that this GPT-2 model is a separate language
model that is solely utilized to evaluate the fluency of the texts generated by our
style transfer model. It has not been fine-tuned using our datasets and therefor not
evaluated in our research.

The randomly selected 5000 style paraphrased instances were subjected to a test
for their perplexity values, and the median of them is calculated for each model per
transfer direction as shown in the following Table 6.3. Since perplexity is the inverse

Zhttps://openai.com/blog/gpt-2-1-5b-release/
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JobOtfers Aidine Enrén Opus Branding

OLless-to-More BART [ Less-to-More T5 More-to-Less BART @ More-to-Less TS

(a) Automatic style transfer evaluation for all 4 unidirectional models. The transfer score for
Less-to-More models follow a positive-oriented scoring and More-to-Less models follow a negative-
oriented scoring. In both cases, the scores with high magnitude represent the maximum style
transfer.

JobOffers Airline Enron Opus Branding

DO Bidirectional BART @ Bidirectional TS

(b) Automatic style transfer evaluation for the 2 bidirectional models. The scores represent average
of absolute difference in style score between the input and model output texts. This value is a
positive-oriented score.

Figure 6.3: Domain-based automatic evaluation of style transfer. The values here repre-
sents the average of sentence wise score difference leveraged by the fine-tuned authenticity
classification model.

probability, a lower value indicates a better model. An internet study by Scribendi
AT? compares the perplexity scores of texts using BERT and GPT-2. They conclude
by recommending GPT-2 over BERT to help score the grammaticality of sentences,
as the correlation between the perplexity scores and the grammatically incorrect
sentences produced by BERT are very inconsistent. They claim that this could be
due to the native approach in which GPT-2 was trained (sequentially to predict

3https:/ /www.scribendi.ai/comparing-bert-and-gpt- 2-as-language-models-to-score-the-
grammatical-correctness-of-a-sentence/
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next word in a sentence given previous words), leading to better performance in this
aspect. This is a very concrete reason to choose the GPT-2 model for testing fluency.

Research Question | Direction Model | GPT-2 Perplexity
Baseline 50.12
Less-to-More BART 32,57
RQ1L T5 36,55
More-to.L BART 31,39
ore-to-Less TF 35.18
e BART 31,71
RQ2 Bidirectional TF 328

Table 6.3: Median of perplexity score for each model per transfer direction. Since the
perplexity of the Baseline model is higher than that of all 6 task-specific models, the higher
score is highlighted when compared in each group.

Observations:

We observe that all task-specific fine-tuned models of BART and T5 performed
significantly better compared to the prediction of the Baseline model over the same
test dataset. When observing each direction type, we find the BART model to
consistently outperform the T5 models, while all BART perplexity scores are more
or less comparable. However, the perplexity scores are on a higher scale, which could
be due to the lack of available context, since the data here mostly consists of single
sentences rather than a series of sentences like paragraphs. For this reason, the
model is probably more perplexed, we would like to argue.

Again, we group the evaluation results by domain and find that Opus has the lowest
perplexity scores and Branding has the highest scores compared to the other domains
(Figure 6.4). Opus as a movie subtitle corpus is likely to have more natural texts,
so the GPT-2 model is less perplexed. Whereas, Branding leads to high perplexity
scores as it has texts more concise in nature. It can be observed again that the BART
model outputs more fluent texts than the T5 models in the case of the unidirectional
and bidirectional models. In the case of the JobOffers and Branding datasets, the
variability of the paraphrases generated by the BART and T5 models is lower.

6.2.3 Content Preservation

Finally, the ability of the models to preserve the original meaning of the text is
evaluated using a combination of several metrics, each taking into account different

perspectives. We considered 4 word overlap metrics namely unigram and 4-gram
version of BLEU scores (B1, B4), GLEU scores (G) and Meteor Scores (M).

The BLEU score suffers when used to score individual sentences as it is a corpus-
based metric. In addition, BLEU is known for its inability to capture the meaning
and grammar of a sentence. The maximum number of n-grams used in BLEU is 4,
and even when these n-grams are taken into account, long-range dependencies are
ignored, and only small penalties are applied for incorrect grammar. Nevertheless,
it is a metric that is still used widely in various style transfer tasks. Therefore, we
present the BLEU results of unigram overlap (B1) and 4-gram overlap (B4) to allow
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JobOffers Airline Enron Opus Branding

OLess-to-More BART O Less-to-More TS More-to-Less BART O More-to-Less TS

(a) Automatic fluency evaluation for all 4 unidirectional models.

JobOffers Airine Enron Opus Branding
@ Bidirectional BART @ Bidirectional TS

(b) Automatic fluency evaluation for the 2 bidirectional models.

Figure 6.4: Domain-based automatic evaluation of text fluency. The values here represent
the median of perplexity scores leveraged by pre-trained GPT-2 language model. The lower
the perplexity, the more fluent the text.

comparison with recent work. Unigrams represent adequacy, while longer n-grams
represent fluency of translation. The GLEU or Google BLEU metric has emerged
as an alternative to address the problems of the BLEU score while maintaining a
high correlation to the traditional BLEU. Although BLEU scores are reported, we
recommend GLEU. All metrics are explained in detail in Chapter 2.

Observations:

When compared to the Baseline model, all variants of our style transfer models
produce much superior outcomes. In terms of content preservation, the T5 models
perform slightly better than the BART models overall, particularly in the Less-to-
More direction and the bidirectional model. When interpreting the BLEU scores?,
all models produce well-understood translations, especially the Less-to-More of T5

4BLEU score interpretation based on https://cloud.google.com /translate/automl/docs/evaluate
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Research Question‘ Direction Model G Bl | B4 M | EA | VE
Baseline | 0,47 | 0,45 | 0,22 | 0,22 | 0,85 | 0,57

et BART | 0,71 | 0,68 | 0,36 | 0,66 | 0,96 | 0,76
ROL OSSLO-NOTe T 170,74 | 0,7 | 0,41 | 0,69 | 0,96 | 0,78
MoretoLess | BART [ 0,72 (70,67 | 0,36 | 0,66 | 0,96 | 0,76
Ore-bo=Less Mg 0,7 | 0,64 | 0,33 | 0,65 | 0,95 | 0,75
. BART | 0,73 | 0,7 | 0,38 | 0,7 | 0,96 | 0,79
RQ2 Bidirectional =G 27 10,41 10,72 | 0.96 | 0,8

Table 6.4: Average of content preservation metrics grouped by model per transfer direction.
Since all metrics have a significantly lower value than the fine-tuned models, the comparison
highlights the higher value in each group.

and bidirectional of T5, which produce high-quality translations. The GLEU scores
summarize them and show that all models produce comparably good translations
retaining the meaning of the original text in most cases.

In addition to BLEU and GLEU, we also measured the METEOR score, as it takes
into account not only the exact word overlap, but also other mappings such as
those to word stems and synonymy. In general, scores above 0.50 are considered
as understandable translations, while scores above 0.70 represent good and fluent
translations. The minimum METEOR score observed here is that for the T5H version
of More-to-Less, which is 0.65. This itself is a mark of good quality translations
on the whole. The bidirectional model of T5 produces paraphrases of high quality
compared to the other models with 0.72.

The embedding-based similarity metrics for all the style transfer models again scores
well against that of the Baseline. All models appear to hold high similarity when
comparing the predicted paraphrases to the original sentences when the Embedding
Average cosine similarity metric is considered. The Vector Extrema cosine similarity
metric indicates how much of the informative words (or rare words) in the hypothesis
are retained from the reference texts. The results are quite good for all models,
with T5H’s Less-to-More performing best in unidirectionality and bidirectional T5
performing best overall.

On the whole, it is evident from the results that all variants of BART and T5
model performs exceedingly well in retaining the original meaning of the text while
paraphrasing. However, T5 model seems to have an edge over the BART model in
this category of evaluation. Also, the bidirectional model seems to have a slight edge
over the best unidirectional model here.

When we evaluate content preservation domain-wise, as shown in the Tables 6.5 and
6.6 for unidirectional and bidirectional models, we find that JobOffers has higher
content preservation rates, especially considering word overlap metrics, while Opus
has the lowest values. The cosine similarity metrics are all the more comparable
across domains. On the whole, this in turn supports our earlier observation that the
models were least successful at stylistic paraphrasing the JobOffers and Branding
datasets with greater diversity. Opus shows better diversity in text generation.

5G: GLEU, B1: BLEU-1gram, B4: BLEU-4gram, M: METEOR, EA: Embedding Average Cosine
Similarity; VE: Vector Extrema Cosine Similarity
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Dataset Direction | Model G B1 B4 M EA | VE
BART | 0,76 | 0,7 | 0,41 ] 0,7 | 0,96 | 0,77

JobOffers Less-to-More | — =714 71 10.45 [ 0.72 [ 0,96 | 0,78
oo toLoes | BART | 0,76 0,71 0,42 0,72 | 0,96 | 0,78

T5 10,73 0,65 0,37 | 0,69 0,95 | 0,76

L toMore | BART |07 067 | 0,34 | 0,64 | 0,96 | 0,76

Airline T5 0,72 [0,7 | 0,37 0,66 0,97 | 0,77
Voreto oo | BART | 069 [ 0,66 | 0,31 | 0,62 | 0,96 | 0,76

T5 0,69 [ 0,65 032 [0.64 0,96 075

L toore | BART |07 | 0,67 | 0,35 | 0,65 | 0,96 0,75

Erron T5 0,73 (0,7 |04 069 0,96 0,77
VioretoLows | BART | 071 [ 067 | 0,35 | 0,65 | 0,96 | 0,75

T5 0,7 10,65 034 (066 0,95 0.5

Lo toore | BART | 0,67 | 0,64 | 0,31 0,62 | 0,96 | 0,75

Opus T5 10,71 0,68 | 0,37 | 0,67 | 0,96 | 0,78
VoretoLecs | BART | 0,67 0,63 0,3 | 0,61 0,95 0,75

T5 10,65 0,610,209 | 0,61 0,95 0.75

L toNore | BART [ 074 [0,69 | 0.4 | 0,69 | 0,96 | 0,76
Branding T5 10,76 | 0,71 044 | 0,71 | 0.06 | 0,78
ol BART | 0,75 [ 0.7 |04 069 | 0,96 077

T5 0,71 [ 0,64 [ 034 [0,65 0,94 0,74

Table 6.5: Domain-based automatic content preservation evaluation of unidirectional
models. Metrics are compared between domains for each setting (model and transmission
direction). The best values are highlighted in black and the worst values in red. The
evaluation metrics are abbreviated for ease of visualization®

Dataset | Model G B1 B4 M EA | VE
JobOffers BART | 0,77 | 0,72 | 0,43 | 0,75 | 0,96 | 0,79
T5 0,75 | 0,7 0,43 | 0,74 | 0,94 | 0,79
Airline BART | 0,71 | 0,69 | 0,35 | 0,66 | 0,96 | 0,78
T5 0,72 | 0,7 0,38 | 0,69 | 0,96 | 0,79
BART | 0,71 | 0,68 | 0,37 | 0,69 | 0,96 | 0,77
Enron
T5 0,74 | 0,71 { 0,42 | 0,72 | 0,96 | 0,79
Opus BART | 0,69 | 0,67 | 0,35 | 0,67 | 0,96 | 0,79
T5 0,70 | 0,67 | 0,36 | 0,67 | 0,95 | 0,79
Branding BART | 0,74 | 0,7 0,41 | 0,72 | 0,96 | 0,78
T5 0,75 | 0,7 0,43 | 0,72 | 0,94 | 0,79

Table 6.6: Domain-based automatic content preservation evaluation of bidirectional
models. Metrics are compared between domains for each setting (model and transmission
direction). The best values are highlighted in black and the worst values in red. The
evaluation metrics are abbreviated for ease of visualization (same as the one used for Table
6.5).

6.2.4 Analysing results of automated evaluation

The Figure 6.5, sums up the performance of each style transfer model used in this
thesis along with the Baseline model against each automatic metric. We have plotted
two subfigures with perplexity and content preservation scores on the y-axis sharing
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a common x-axis for the transfer score. All the content preservation scores are
aggregated by averaging their values to obtain a single score. The subfigures are
not intended to show direct correlation between variables, but to provide a way to
interpret the overall results.
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Figure 6.5: Overall automated evaluation result

While a higher Transfer score and Content Preservation scores improve the ability
to transfer the style and preserve the original meaning, Perplexity is a negatively
oriented score. In the case of Perplexity, scores closer to the x-axis (with a low
y-value) are better, while in the case of Content Preservation, scores far from the
x-axis (with a high y-value) are better.

Observations:

1. Comparison with Baseline model - Baseline model performs comparatively well
in terms of style transfer, but the naivete of the model in terms of concept
makes it a pure case of random guessing. The Baseline model performs worst
in terms of maintaining the meaning of the text and the fluency of the text.

2. Style - The two unidirectional BART models perform best in style trans-
fer. If not entirely, the models are reasonably capable of transferring style.
Unidirectional models outperform the Bidirectional models here (Table 6.2)

3. Fluency - The texts generated by the BART models are the most fluent of
all. While all results are comparable, BART models have an edge over T5 in
fluency. Nothing notable to be seen along the transfer direction aspect. (Table

6.3).
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4. Content Preservation - The Less-to-More and Bidirectional models produce
paraphrases with best original content retention rate. On the whole the results
between all variants are fairly comparable here (Table 6.4).

6.3 Human Evaluation of Text Style Transfer

We performed human evaluation to test the functionality of the novel system. Auto-
matic evaluation metrics are an invaluable tool for easily monitoring the progress of
machine learning systems, but they are equally imperfect as a substitute for human
assessment. But, that being said, human annotation is a time-consuming, expensive
and tedious process. Even when judges explicitly agree on the evaluation criteria,
they find it difficult to assign numerical values to the quality of the translation
(Koehn and Monz [2006]). It has often proven difficult to evaluate the style aspect
because it is subjective from person to person (Mir et al. [2019]). Despite all its
drawbacks, a model or concept can only be said to be useful if a person can engage
with and evaluate its results.

When it comes to the concept of authenticity, it is almost always impossible to judge
authenticity from a single sentence. Therefore, providing individual texts for human
evaluation is not an ideal choice. We have used the original text of airline reviews
here without splitting it into individual sentences. Airline reviews convey customers
personal experiences, which should have enough context that they are easier to
evaluate compared to one-sentence instances. We limited to reviews with no more
than 100 words because we often found that the model summarizes or swallows some
context when paraphrasing long reviews. After paraphrasing approximately 20K
reviews using all style transfer variations of BART and T5 models, we randomly chose
50 instances for each variation (Less-to-More and More-to-Less of unidirectional
(RQ1) and bidirectional variants (RQ2)) of each model resulting in 400 instances per
evaluation criteria. Same instances were selected for BART and T5 models to make
it comparable on all grounds.

)

6.3.1 Collecting Human Judgements

Finally all 1200 paraphrased instances (400 instances x 3 evaluation criteria) are
subjected to human evaluation which is divided into 3 tasks. We used three experts
to annotate each review, making sure that no one individual annotated more than one
review per task. Having so many experts annotate each review aids in generalization
and provides a more neutral viewpoint. Judges rate based on a predetermined
scale with descriptions tailor-made for each criterion. Each value in the scale is
provided with a clear description in order to help annotators distinguish the levels of
quality. We crowdsourced the annotation jobs for all the 3 evaluation tasks using
the Clickworker platform®.

e The first task is to evaluate the quality of the style transfer. This is achieved
by asking the user “How much you would trust this review to select a service
offered by the airline/airport?” when presented with only the style transferred
texts.

Shttps:/ /www.clickworker.de/


https://www.clickworker.de/

6.3. Human Evaluation of Text Style Transfer 85

Scale Evaluation Criteria
Style Transfer Fluency Content Preservation
5 Very likely Flawless All meaning
4 Moderately likely Good Most meaning
3 Neither likely nor unlikely | Non-native Some meaning
2 Moderately unlikely Disfluent Little meaning
1 Very unlikely Incomprehensible | None

Table 6.7: Table of rating scales used for each task. All tasks were rated on a 5-scale
Likert rating system. The rating description is task dependent. The fluency and content
preservation scale descriptions were inspired from Callison-Burch et al. [2006]

e The second task is to evaluate the fluency of the text generated by the system.
The fluency of a sentence is checked for the following criteria: grammar, spelling,
choice of words. We pose the question of “Is the language fluent in this review?”
for each of the 400 reviews.

e The third and final task is to evaluate the quality of meaning preservation
of the system. Since paraphrasing is also critical in style transfer tasks, the
ability of the model to generate texts that retain the meaning of the original
sentence must be assessed. In the literature, this is also referred to as content
preservation or adequacy, which ultimately boils down to the same question -
How much meaning is preserved? We present the stylistic paraphrase version
along with its original text to the user and ask how much meaning is preserved
when the paraphrase is compared with the original.

For all the 3 tasks, we provide the human annotator with a 5-scale rating system as
shown in Table 6.7.

6.3.2 Results and Discussions

As stated above, the style component was evaluated based on how much the experts
trusted the reviews generated by our models. The reviews generated by the Less-
to-More models are anticipated to have a higher trust score, whereas that by the
More-to-Less models to have a low trust score. The human annotation value is seen
in such a way that the higher the trust value, the more authentic the review (and
vice versa). These 400 reviews per task were also evaluated automatically.

The Table 6.8 displays the automated transfer score, which is the average of the
difference in the authenticity score between the predicted and original text, as well
as the human trust score, which is the average of human judgement ratings. While
the automated and human assessment values are incomparable owing to differences
in scale and automated score implementation, human judgments attempt to indicate
that they are neither likely nor unlikely to trust the reviews. The authenticity style
attribute, unlike the formality and sentiment style attributes, is hard to identify and
categorize. The tweaks that must be made to modulate authenticity are so delicate
and subjective in nature. This might be one of the reasons why the annotators saw
no significant difference in the modulation of reviews generated by the Less-to-More
and More-to-Less models.
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; : : Automatic Human

Research Question | Direction | Model Transfer Score | Trust Score
RQ1 Loy | BART 2,26 2,71
Unidirectional T5 1,42 2,21
Stml HTeC‘ 1O‘Ifla MoL BART 2,45 2,65
yle Transfer TF 2ot 751
BART 0,86 2,53
Bidii?t?onal L 15 0,90 2,11
Style Transfer M2L BART 0,93 2,58
’ ‘ 5 1,80 2,40

Table 6.8: Human and Automatic style evaluation of airline/airport reviews generated
by the models.

This provides sufficient evidence for our preliminary study that humans find it
challenging to determine the authenticity or trustworthiness of a text. Previous
works along the line of deception has shown why it is particularly difficult in setting
up expert judgements in detecting and evaluating the deception or authenticity
concepts. The indirect relationship between authenticity and deception, as previously
mentioned in Chapter 3, cannot be refuted. Subsequently, various insights gained
in the realm of deception may be applied to the case of authenticity. According to
Qin and Burgoon [2007]|, humans are exceptionally bad at detecting deception. Qin
and Burgoon [2007| further argues that automatic systems are required to overcome
this weakness and assist individuals by carefully addressing behavioral cues without
making any assumptions.

Research Question | Direction | Model Automatic | Human
Fluency Fluency
BART 35,75 2,43
Unidli?g::ional - T5 52,76 2,76
Style Transfer M2L BART 30,80 2,52
yle lranste T= o 260
BART 41,75 3,08
Bidii?c?onal - 15 43,43 3,07
Style Transfer M2L BART 30,65 3,06
' T5 A7 2,13

Table 6.9: Human and Automatic fluency evaluation of airline/airport reviews generated
by the models.

In terms of the fluency or naturalness of the generated texts, the human evaluations
indicate that the content language is represented in a disfluent to non-native manner
(Table 6.9). This is possible since the reviewers may not be native English speakers.
Because online reviews are where individuals express themselves about their experi-
ences, they often feature informal and colloquial language with incorrect spelling,
inappropriate punctuation and word selections, all of which disregard characteristics
of good grammar. It is worth noting, however, that 3 out of 4 bidirectional variations
produced the most fluent texts of all, indicating that bidirectional models generate
more fluent texts than unidirectional models.

Table 6.10 demonstrates that the humans evaluated the generated text to preserve
little to some meaning on the whole. Here, we find no substantial findings in the
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. . . Automatic Evaluation Human Evaluation

Research Question | Direction | Model |55\ 5o T VE | Content Preservation
BART | 0,65 | 0,51 | 0,20 | 0,34 | 0,97 | 0,67 2,39
Unidggcltional L2M T5 0,71 | 0,55 | 0,28 | 0,38 | 0,98 | 0,73 2,73
Stvle Transfer MOL BART | 0,66 | 0,49 | 0,18 | 0,32 | 0,97 | 0,67 2,45
y T5 0,66 | 0,55 | 0,19 | 0,33 | 0,96 | 0,67 2,21
BART | 0,70 | 0,52 | 0,20 | 0,36 | 0,97 | 0,71 3,27
Bidif{e?tzional L2M T5 0,67 | 0,51 | 0,22 | 0,34 | 0,97 | 0,71 2,81
Stvle Transfer MOL BART | 0,71 | 0,55 | 0,23 | 0,37 | 0,98 | 0,70 2,87
Y T5 0,68 | 0,51 | 0,22 | 0,33 | 0,97 | 0,71 3,02

Table 6.10: Human and Automatic content-preservation evaluation of airline/airport
reviews generated by the models.

automated results between the BART and T5 models, or between the unidirectional
and bidirectional models. But again we find the judges slightly favouring the reviews
from bidirectional models over the unidirectional ones considering how much content
is retained.

We could summarize our findings based on the human judgements as:

1. Style: The results indicate that they are neither likely nor unlikely to trust the
reviews - which explains their difficulty in identifying the trustworthiness or
authenticity aspect in texts.

2. Fluency: The content language is represented in a disfluent to non-native
manner - bidirectional models generate comparatively more fluent texts than
unidirectional ones.

3. Content Preservation: The generated text retains little to some meaning - texts
generated by bidirectional models appear to retain content better than texts
generated by unidirectional models.

Research Question | Direction | Model Style | Fluency | Content Preservation
(%) (%) ()
BART | 0,04 | 0,13 0.05
Unidfiigj‘%ional - 15 -0,06 -0,01 0,07
Style Transfer M2L BART | 0,07 -0,03 0,03
Y T5 | 003 | 0,03 0.39
BART | 0,07 | 0,18 0,07
B'd'RQt? 1 L T5 ] -004 | 0,08 0,05
Stl E%;S;r Mor, | DART | 0,13 | 0,12 -0,12
' T5 | 005 | 0,03 0.13

Table 6.11: Fleiss’ kappa scores (k) for the stylistically generated outputs of each model.
Table shows x scores for all 3 evaluation aspects. Overall, the « score indicates little to no
agreement between annotators.

Finally, based on all recorded human annotations, we measure agreement between
annotators using the Fleiss’ kappa measure. Fleiss’ kappa (k) assesses the consistency
of agreement between a fixed number of annotators when they assign categorical
ratings to a set of items. We measured x among all annotators to determine agreement
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or disagreement among them, while evaluating aspects of style transfer, fluency, and
content preservation of each model for each transfer direction. In general, we see a
low k for all 3 aspects, as shown in Table 6.11. This means that there is little to no
agreement between the human annotators. However, we find that the annotators
agree slightly more with the BART paraphrases than with the T5 paraphrases in the
case of style transfer and fluency. In the case of content preservation, on the other
hand, the x scores for the T5 model paraphrases are better than those of BART.
We believe that the low k scores for the style transfer aspect is justifiable as it is a
highly subjective concept. However, the low scores in the case of fluency and content
preservation requires closer examination, as we believe that our guidelines were
specific enough based on a few pilot tests conducted internally (within 100Worte”)
before crowdsourcing.

6.4 Manual Analysis

We sample a few instances and analyze the outputs from each model in this section.
Using the predictions of the authenticity style transfer models and the additional
confidence of the classifier scores, we aim to have a discussion about the trends
that can be identified from the model predictions. While the previous evaluations
quantified the quality of model prediction, demonstrated the relative differences in
model performance, and reviewed the correlation between the automatic and expert
evaluations, this section goes a step further by analyzing the predictions along with
the assigned authenticity scores. We provide the attention head visualizations of the
DistilBERT model® (authenticity classifier) to help interpret the authenticity scores
of the individual examples. The visualisation of the classifier gives a clear indication
of which words or features contributed to the final authenticity score for each text,
which is equally important for this work as it increases confidence in our scoring.

As a first set of examples, we considered two texts for Less-to-More models (L2M) and
More-to-Less models (M2L), as shown in Table 6.12. We observe a low authenticity
score for the first input text. Examining the attention weights of the DistilBERT
classifier model for the input text, we find that the word if, which falls into the
discrepancy word category, receives the most attention and thus contributes to the
low score. Both Seq2Seq models, BART and T5, reformulate the text by replacing
if with when, which is an adverb, thus increasing the authenticity. For the second
input, we observe that the classifier assigns words like all and really (winning words)
and also can (discrepancy category word). We suspect that the presence of these
winning words contributed to the high authenticity score despite a discrepancy word.

Table 6.13 shows the same set of sentences analyzed for bidirectional models. We
again observe a similar pattern as observed in Table 6.12. However, the differences in
both the cases are quite debatable, as the changes are so subtle. We observe that the
classifier scores are not modulated solely on the basis of the presence or absence of
authenticity words, although not to a high degree. This requires further investigation
of the classifier language model, such as the interpretation of neuron activations.

Observations:

"Most of the employees participated did not have any connection with this task/thesis
8 All visualizations in Appendix D
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No. | Input Score | Direction | Model | Output Score
Report any conditions that you
think may lead to accident or in-

" . BART | . ) . 2
Report any condition which you R jury, and/or stop working when 0,29
1 -fegl could result in an acmc}gnt or 301 LM needed _
injury and / or stop work if Report any conditions that you
required Ts think may result in accidents or 0.32

injuries,iand/ or stop work when
required.

All changes in weight and height
BART | are ok. Can these metrics tell me | -0,63
something?

All the changes in my weight and
T5 height are ok - Can these values | 1,67
actually show nﬁ()gress‘?

All changes in my weight and
2 | height are okay. Can these values | 2,39 M2L
really show my growth?

Table 6.12: RQ1: Example of unidirectional style transfer in both directions via BART
and T5 models. The rephrased words/phrases are highlighted in blue. All words underlined
in brown represents relativity words, cyan represents adverbs, represents self-reference
words and red represents discrepancy words. Some words fall into more than one category:
any and condition falls into the categories of relativity and discrepancy, really falls into the
categories of relativity and adverb. Such words are underlined in darkgray.

No. | Input Score | Direction | Model | Output Score
Report any situation that you
R N . BART .th.ink may/cause an acs?ident or 0,69
Report any condition which you injury and/or stop working when
feel could result in an accident or necessary
! injury and / or stop work if — | -301 | Less to More Report any condition that you feel
required T5 may result in an accident or injury | -2.58
and/or suspend work if necessary.
Any changes to my weight and
. . BART height can be OK. Can theise val- 0.43
~ All changes in my weight and ues be truly a representation of
2 | height are okay. Can these values | 2,39 | More to Less my growth?
really show my growth? All my changes in weight and
T5 height were ok, they may indeed | 1.89
show me the growth?

Table 6.13: RQ2: Example of bidirectional style transfer in both directions via BART and
T5 models. The rephrased words/phrases are highlighted in blue. All words underlined in
brown represents relativity words, cyan represents adverbs, represents self-reference
words and red represents discrepancy words. Some words fall into more than one category:
any and condition falls into the categories of relativity and discrepancy, really and truly
falls into the categories of relativity and adverb. Such words are underlined in darkgray.

We could summarize our observations based on the similar kind of stylistic para-
phrases.

1. The results or paraphrases clearly show us that the models are capable of
performing stylistic paraphrasing. As will be shown in the next section, the
simple approach of using Seq2Seq transformer models works well for other styles.
However, authenticity as a style is much more complicated than formality.

2. The classifier model is able to pay attention to the words that contribute
negatively or positively to authenticity, as can be seen in the visualizations.
Thus, such a scorer mechanism contributes to the strength of style transfer
task.
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3. We observed several paraphrases did not show style transfer either by a classifi-
cation model or by expert assessment (The T5 model output for both examples
in Table 6.13 shows a minor improvement in authenticity score over that of the
original input). We expected such cases due to the complexity of the concept,
but still consider the work worthy of a start in this direction. The limitations of
this work and what can be done in the future to overcome most of the problems

are discussed in the Conclusion chapter.

Original Text

Backtranslated text

Model Prediction

Should I break up with him
or not?

Do I stay or do I go?

Do I break up with him?

Please let me know if you
should need anything fur-
ther or have any questions.

Please let me know if you
need any other questions.

If you need additional in-
formation or have any ques-
tions, please let me know.

Sorry to make you come all
the way over here.

Sorry, please pass the test all
the way.

I am very sorry that you
have come here far

Either the people in these
offices can be entrusted to
transact and execute busi-
ness or we should consider
closing these offices and re-
locating some of the people
which I do not believe makes

People in these offices can be
entrusted to conduct trans-
actions and perform busi-
ness, or we should consider
closing these offices and re-
locating some people who I

Either these people can be
entrusted with the business
of transacting and carry-
ing out transactions, or we
should consider closing those
offices and moving some of
those people, which I do not

think are meaningless.

any sense at all think makes any sense.

Table 6.14: Few examples where the backtranslated paraphrases were incorrect, but the
prediction of the model was good enough. The mistranslations are highlighted in red.

During the manual analysis of the data, we had come across some cases where the
backtranslated texts were actually wrong paraphrases. However, since we did not
encounter such incorrect ones very often, and considering the size of the dataset, we
did not include an additional filtering step to filter out such sentence pairs. As can
be seen in the Table 6.14, the original text is listed together with the backtranslated
text (augmented paraphrase) where the backtranslation missed the context either
completely or partially, as can be seen in the last example where it was confused by
saying “‘some people’ to be meaningless” instead of “‘the idea to relocate some people
is meaningless”. However, even if they are not entirely fluent, our style transfer
models were able to paraphrase them appropriately by maintaining the context. This
is due not only to how and what data it was trained on, but also to its huge and
complicated design.

(134 )

Table 6.15 shows some paraphrases that were incorrectly generated by the TH model
in particular. Occasionally, the T5 model generates text out of context, misnames
named entities, etc. The first example in the Table shows that the model misnames
the person and the university, and also adds more context. The second example
shows different samples of text generated for the given input. We see that the
company name Corning is misnamed as Cornin, Cornang, and Corninger. We also
encountered several cases where the T5 model suffered from word repetition unless a
penalty (repetition_penalty) was specified in the model inference stage.
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No. Input Model Prediction
Kurt Ekerto holds a degree from Wharton
Kurt Ekert holds a degree from the Wharton | School of Business (University of Pennsylva-
School of Business (University of Pennsylva- | nia School Of Business), an MBA from the
1 | nia School of Business), an MBA from the | University College at Columbia and served
University of South Carolina, and served as | as an officer in the U.S Army Reserves since
an officer in the US Army. 1998, with more than half of his career work-
ing for companies such Asbury Park.
Starting in 2020, Corning will expand aware-
ness training on forced labor/slavery and hu-
man rights/human trafficking to all strategic
suppliers to ensure that Cornin s supply chain
reflects our values and respect for human dig-
. . . nity.
Starting in 20.2(.)’ Corning will expand Beginning in 2020, Corning will extend aware-
awareness training on forced labor/slavery L
. . ness training on forced labor/slavery and hu-
and human rights/human trafficking to all . . .
2 . . . man rights/human trafficking to all strategic
strategic suppliers to ensure that Corning s . ,
. suppliers to ensure that Cornang s supply
supply chain reflects our values and respects . .
. chain reflects our values while respect for hu-
human rights. .
man dignity
From 2020, Corning will extend awareness
training on forced labor/slavery and human
rights/human trafficking to all strategic sup-
pliers. This will ensure that Corninger s sup-
ply chain reflects our values and respect for
human beings.

Table 6.15: Few samples where the models generated bad paraphrases which are high-
lighted in red.

6.5 Evaluation on benchmark dataset

In this section we evaluate our approach to transfer textual style over a publicly
available dataset. Due to the lack of availability of parallel data for the style transfer
approach, we had to get access to the Grammarly’s Yahoo Answers Formality Corpus
(GYAFC) (Rao and Tetreault [2018]). GYAFC is a preprocessed parallel corpus
of informal and formal sentence pairs. The dataset were created from a popular
question answering platform, Yahoo Answers’.

To access the GYAFC corpus, we first had to gain access to the Yahoo Answers
corpus: L6 - Yahoo! Answers Comprehensive Questions and Answers version 1.0,
One should register first and provide a brief explanation of how they plan to use
the corpus. Once they grant access, the acknowledgment should then be forwarded
to the authors (Rao and Tetreault [2018]) and they provide us with the formality
corpus.

The GYAFC corpus is already divided by folders for train, tune and test splits of
informal and corresponding formal sentence pairs in text files. There are approxi-
mately 52K sentences in the train split. The tune and test folders actually consist of
4 variants of formal sentences that correspond to informal sentences and, similarly,
of 4 variants of informal sentences that correspond to formal sentences. These

9https://answers.yahoo.com /answer
Ohttps:/ /webscope.sandbox.yahoo.com /catalog.php?datatype=1&did=0
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variants were created with the help of Turks'! to introduce diversity in formality and
informality that are helpful in validating the model. Each tune and test file consisted
of approximately 1K sentences.

Direction Model Formality Transfer Score
BARToyr | 1,39

Informal to Formal Thoun 193
BARToyg | -1,2

Formal to Informal Thoun 11

Table 6.16: Average transfer score for each model per transfer direction. The formality is
measured using the formality scorer (see Chapter 2)

In their work, Rao and Tetreault [2018] indicated the formality transfer by taking
the mean of the formality scores of the predicted texts, unlike our method. They
mentioned that a random sample of 500 sentences is used to evaluate their approach.
Since neither the exact 500 test instances nor the models are made available to the
public, we cannot make a perfect comparison between the automatic metrics of our
approach against theirs for qualitative analysis. The authors of Rao and Tetreault
[2018] consider all texts with a formality value above 0 as formal and those below 0
as informal. However, we would argue that such an approach is not the right one
in the case of formality, which is quantified by continuous values and can often be
subjective. Therefore, in this section we follow our idea of the style transfer score
and demonstrate the performance of the model together with some style transferred
texts.

Using the above Table 6.16, we demonstrate our approach based on the differences in
formality scores, and we would like to claim that the model is capable of producing
good formality-transferred paraphrases. We demonstrate some examples of this
below. The scores represent the difference between the target style and the source
style, as indicated by the signs (positive and negative).

We show some examples of model predictions in the context of formality style transfer
using our unidirectional versions of BART and T5 with the Informal to Formal
and Formal to Informal transfers. In the case of the Informal to Formal transfer,
we can see how the output texts start with capital letters and replace short forms
(such as ‘u’ instead of ‘you’, ‘ubsesd’ for ‘obsessed’'?) with the original texts in their
formal reformulation. Even though the GYAFC corpus was actually created for the
Informal to Formal style transfer, using the same dataset in the reverse direction, it
could be used for the transfer of Formal to Informal style. In the case of Formal to
Informal transfer, we find the model outputs having more of an informal pattern with
capitalization all through out, sentences beginning with lowercase letter, expressions
of adding emphasis by extending words such as ‘sooo’ for ‘so’.

We demonstrate how our bidirectional models, where input texts are provided along
with style directive control tokens (‘~’ and ‘~’) at the beginning of the text, performed
(Table 6.18). Again, we find the models being able to produce paraphrases in the
desired target style. However, while manually analysing the texts from the test set,

Hhttps://www.mturk.com/
12¢ould also be a spelling error
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No. Direction Input Output Model
Make the first move, because if
1 let him make the first move if u | > don’t it may make you 1O.Ok BART
. . like you are not serious with him.
do it may make u look like ur - -
. . Allow him to make the first moves;
ubsesd with him! o . L .
Informal to Formal if you do this to him, it might T5
at to rorma make you look like you don’t really
care for him.
A bit of rock and roll on a har- BART
2 Blowing a little blues on the monica makes me feel happiness. ’
harmonica makes me happy. Blowing blues on the harmonica g
TH
makes the blues sound good.
LET HIM APPROACH YOU
FIRST DONT ATTACH IT BART
3 Let him approach you first. If WILL MAKE YOU LOOK
you approach it will make you STUPID OF HIM.
look obsessive of him. get him to get it, its so annoying
: . Th
Formal to Informal if u come up to it.
blues. on the harmonica, I love to BART
4 . play it sooo much!
I love to blow some blues music
. And I love to play some blues on
on the harmonica. . T5
the harmonica.

Table 6.17: Example
BART and T5 models.

of unidirectional formality style transfer in both directions using

No. Direction Input Output Model
That is one of my favorite songs,
1 “umm that is one of my FAV so do not even think about dissing | BART
songs, dont you dare diss it! it.
That is one of my favorites; it’s
not what I've heard so far, and I T5
Informal to Formal do not dare you to break it!
Even if she had just been with
9 ~T'd get with her even if she’d him, I would still be with her, if | BART
just been with him, if you know | you understand what I'm saying.
what I mean I'd get with her, even if she’d just
. . Th
been with him.
but i would not want you to get BART
3 ~I prefer you not marry. married.
but i don’t really want you to g
. TH
Formal to Informal marry
~You need to sign another one you need 2 sign one with each BART
4 with each other every da; other a.s.a.d
‘ ¥ a8y sign one with each other every day. T5

Table 6.18: Example of bidirectional formality style transfer in both directions using

BART and T5 models.

we often find the bidirectional models struggling especially in the case of Formal to
Informal style transfer.

We observe less perplexity here compared to the authenticity transfer (6.19). The
Informal-to-Formal transfer produces the most fluent text of all. Comparing between
BART and T5, we find that the BART model still produces the most fluent text in
all 3 types of style transfers.

The word overlap in this case is quite small, as the informal words would consist
of abbreviations, slangs, etc. This can be seen from the GLEU, BLEU and Meteor
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Direction Model | GPT-2 Perplexity
Informal to Formal B;AFl;T ;3’%536
Formal to Informal B‘FA;;T 528,,609
Bidirectional B;Arl;T 513’71423

Table 6.19: Median of perplexity score for each model per transfer direction.

values in Table 6.20. Although the bidirectional models perform better in this aspect,
the use of word overlap metrics may not be a good choice for evaluating the transfer
of formality style. The embedding average cosine similarity metric (EA) is quite close
for the Bidirectional and Informal-to-Formal whereas it is quite low for the BART
version of Formal-to-Informal style transfer. The vector extrema cosine similarity
(VE) indicates that the retention of rare words are quite low for the unidirectional
models whereas the Bidirectional model is able to retain such words to a much better
extent.

Direction Model | G B1 B4 M EA | VE
BART | 0,5 0,43 [ 0,12 | 0,44 | 0,92 | 0,68
T5 0,49 | 0,41 | 0,12 | 0,43 | 0,91 | 0,67
BART | 0,48 | 0,37 | 0,1 0,44 | 0,75 | 0,62
T5 0,48 | 0,37 | 0,09 | 04 0,87 | 0,62
BART | 0,59 | 0,54 | 0,23 | 0,57 | 0,88 | 0,73
T5 0,63 | 0,57 | 0,27 | 0,6 | 0,92 | 0,75

Informal to Formal

Formal to Informal

Bidirectional

Table 6.20: Average of content preservation metrics grouped by model per transfer
direction. Scores significantly higher are highlighted. Bidirectional models, especially T5,
has a better content retention rate overall.

Based on the automated metrics, we were still able to derive the same conclusions
as observed in the authenticity style transfer with the BART and T5 models. The
Bidirectional T5 model seems to have a better quality of meaning preservation, which
was also seen as a feature in the authenticity transfer. By and large, we were able
to judge that the BART model is a good choice over the T5 model due to its lower
overhead and better performance. That being said, our simple approach of employing
transformer-based Seq2Seq language models has also proven successful with other
styles.
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7.1 Research Questions

In this section, we answer the research questions devised for this thesis. Many
findings are shared by both the research questions. As they were observed along
the road to answering the first research question, they are mentioned as part of its
answer.

RQ1: How well does authenticity as a psychological category fare in
the context of style transfer of texts?

Fairly Well. We argue that the models were able to capture the minor changes
needed to transfer the authenticity style in the direction of “more” or “less”.
But it is not always visible. As mentioned in various sections, the difficulty of
the concept, where it is a rather tedious task to capture the minor differences in
what makes a text more or less authentic, should itself be the reason. Because
the differences are subtle, it may also be debatable whether the changes are
part of the fine-tuning of these complex language models we conducted for this
research, or whether the diverse sampling and/or generation of texts are part
of the large-scale pre-training of these models.

The automatic metrics showed that the models were able to transfer an average
magnitude of 1 point on 5000 instances evaluated. These results were compa-
rable to that of the baseline model, but the naivety of the model neglects its
ability to convey any understanding into the application of authenticity style
transfer. The average transfer score increased with more ingestion of context,
as demonstrated in Table 6.8. The transfer score for unidirectional models
climbed to an average of 2.25 points for the 400 airline reviews. This sheds
light on the direction that more context paves the way for more style transfer.

However, the human judgements showed that it was not significant enough to
detect authenticity. They were presented with reviews generated by all variants
of our style transfer models and asked how much they would trust the review
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to select the service. But we would like to argue, as many previous researchers
have (e.g., Rubin et al. [2015], Qin and Burgoon [2007]), that it is incredibly
difficult for humans to recognize such a concept because of its subtlety and
subjectivity. In this context, an automated system should ideally assist people
in creating content that adheres to the rules of the concepts at its core while
being free of emotional, behavioral, and other sorts of biases.

Comparison of the BART and T5 models based on all 3 aspects - style transfer,
fluency, and content preservation - shows that BART has the upper hand over
the T5 model in our setting (Tables 6.2, 6.3, and 6.4). Although the content
retention rate for TH and BART is comparable, the superiority of BART over
the other aspects in addition to its training efficiency (Figure 6.2) explains why
BART is a good transformer-based Seq2Seq architecture for the style transfer
task. A similar trend was observed when our approach was adapted to the
public formality dataset (Tables 6.16, 6.19 and 6.20).

However, the classifier was visibly able to capture the words that contributed
to authenticity. The classifier was able to capture the relationship between
the authenticity regression scores and the authenticity gain and loss word
categories. Especially in the case where certain attention heads focused more
on the ‘loss’ category (discrepancy), while some occasionally focused on the
‘gain’ categories (relativity, adverb, and self-references). Thus we emphasize
the point that the classifier is important in this study as well, which helps us
understand that it is still possible to capture such nuances to some degree.

RQ2: Can we achieve “bidirectionality” in style transfer with addi-
tional control tokens to input text as leverage?

Mediocre/Passable. The bidirectional models did a mediocre job in generating
target style texts when the transfer direction cues were given alongside the input
text. Their ability to transfer style was lower than that of the unidirectional
models and even the baseline. We also found that when queried more predictions
during inference, the bidirectional models were less consistent with style transfer
results compared to the unidirectional models.

Unlike the unidirectional models, we did not see an improvement in style transfer
outcomes when more context was supplied as input for the bidirectional models
(Table 6.8). Again, the human judgements conveyed that they were not able
to identify any significant modulation in authenticity. While human judgments
scores were slightly lower for bidirectional models than for unidirectional models
in the case of style transfer, the manual evaluation results demonstrates their
ability to produce a more natural and content-preserving text (Tables 6.9,
6.10).

Once again, we see that the BART models have a little edge over the T5 models
on the same assessment criteria specified in RQ1 (Tables 6.2, 6.3, and 6.4;
Figure 6.2)). And a similar trend was also observed when the bidirectional
models were trained over the public formality dataset (Tables 6.19, 6.20). In
terms of style transfer with control tokens, we contend that more informative
directional cues should have resulted in a style transfer model that performed



7.2. Limitations 97

on par with the unidirectional models. Previous research has proven that
inserting control tokens into text succeeds in generating style specific content
(Keskar et al. [2019]).

The route to putting the notion into action and addressing the research questions
was fraught with problems. Some of these, such as the issue of lack of diversity of the
augmented data, were overcome to some extent by an extensive analysis in selecting
the intermediate language for backtranslation. However, in the majority of cases,
addressing these concerns was beyond the scope of this investigation. Such and other
shortcomings are mentioned and described in depth in the next section. We feel that
these findings open the door to a plethora of future research opportunities, not only
to solve the flaws in our work, but also to explore deeper!

7.2 Limitations

We often found the style transfer models struggling to identify the nuances that
contribute towards authenticity involved in the text to rephrase them accordingly.
We list all the limitations we have encountered and identified throughout the work.

e Our current vocabulary, which consists of objective (adverbs) and subjective
categories (relativity and discrepancy), does not necessarily contain words
that are unique to that category. For example, as inspired by LIWC, a few
adverbs are also part of the relativity category. Although such cases are rare,
this problem must be resolved with the highest priority, either by revising the
words that fall into the category or by using a heuristic to give preference to a
particular category when a common word occurs. The major hurdle in revising
the vocabulary is the known problem of word sense disambiguation.

e The backtranslation data augmentation methodology used in this research,
do not produce diverse paraphrases. This is not necessarily the issue with
the machine translation engine as they are trained to translate texts to target
language without losing the original content of text in source language. But the
lack of diversity in paraphrases may prevent the model from exploring different
options for increasing or decreasing the degree of authenticity of a text. This
could also have been achieved by aggressively filtering the parallel data, as
shown by Krishna et al. [2020]. Such a corpus could also simplify the evaluation
of style transfer, as the differences between the input and the style-transferred
output could be somewhat more pronounced than in the current scenario.

e BART and T5 models produce target style specific results inconsistently. Gen-
erating n-best sentences shows us that the results are not always consistent with
respect to the target style. Although overcoming the above limitations could
contribute to better stylistic paraphrases, a deep analysis of model predictions
would be needed to understand the role of data and vocabularies and how much
they contribute in fine-tuning. This could be accomplished through certain
explainable methods or through adversarial attacks to test what and how the
model generates when words are substituted, removed, added etc.



98

7. Conclusion

e We realize that the case of authenticity or word categories once defined for the

concept cannot always be generalised even within a domain. For example, if we
look at the JobOffers dataset, it could consist of information about the company
and hiring manager, information about the job offered and the skills expected
of the candidate or applicant, the expected start date and work schedule,
compensation and benefits. What we did not notice, however, is the fact that
company and employee policies are defined in some job descriptions. We are
aware that the policies speak from a third person’s point of view, without
imperatives such as ‘must’ but with many ‘ifs’; ‘buts’, ‘ors’, etc., which in our
case falls into the category of discrepancy and leads to a very low authenticity
score. This can be seen as a limitation, as our simple lexicon-based approach
may not be suitable for datasets containing texts with such variable tone.

Evaluation is always a limitation in NLP because there is no single acceptable
metric that could be confidently used to quantify overall performance, or at
least a single metric that could be trusted to evaluate each task. For example,
we need an ensemble of metrics to evaluate a model’s ability to retain content.
While this can give us different perspectives on retention of meaning, it comes
at the price of each metric having its own drawbacks.

Fluency or grammaticality or naturalness of texts has been an important area
of evaluation for many years. But again, each metric that contributes to fluency
has its own drawbacks, in addition to its low correlation with humans. For
example, perplexity of language models used in this research, is an unbounded
metric and has the additional weakness of providing a low perplexity score for
unnatural sentences with common words (Krishna et al. [2020]). Using the
perplexity measure from general pre-trained language models may not be a
reliable option, as Jurafsky and Martin [2000] shows that only perplexities for
models with the same vocabulary are comparable.

When it comes to the evaluation of style transfer, although we argue that our
simple approach of difference in authenticity scores between target and source
text helps us quantify style transfer better than some of the recent work with
continuous scores, again the unconstrained nature of the score remains a major
problem. While the perplexity scores are positively unbounded metric, the
style transfer score is both positively and negatively unbounded metric. The
difference of what score sets a text apart from another is a question of utmost
importance which we have not answered in this work.

7.3 Future Work

e Fine-tuning the vocabulary would be our first step. Since words and word

categories are nothing more than a dictionary of tokens, the words in each
category need to be updated and refined. Word sense disambiguation is
undoubtedly a problem that such vocabulary-based research must address. The
work of LIWC, Generallnquirer, and 100Worte could be seen as a start here.

e Replacing backtranslation with another text augmentation method such as Wei

and Zou [2019] or Morris et al. [2020] might be one approach. Or aggressively
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filtering a large parallel corpus such as ParaNMT-50 (Wieting and Gimpel
[2018]) to maximize lexical and syntactic diversity, prevent text copying, remove
sentence pairs with low semantic similarity (Krishna et al. [2020]), and filter out
sentence pairs that are not indicative of style transfer may also be considered
as a starting point.

e The cues for recognizing the authenticity of a text is still relatively restricted
since it evaluates just the syntactic level (lexicon-based approach) and does
not address the semantic content of the structure. Qin and Burgoon [2007]
has expressed a similar concern in automatic deception detection that several
reliable cues that can be detected by humans are usually missed-out, including
plausibility or consistency of content. Such cues, of course, increase the
complexity of this concept, but at the same time can increase the efficiency of
such a system.

e Although the feature importance of control token is not clearly defined in this
work, we cannot rule out the effect of control tokens (RQ1). Recent work such
as that of Keskar et al. [2019] has shown us the effect of control tokens in style
specific text generation. Therefore we believe that there is still enough scope
in exploring the prospects of adding more control tokens, such as regression
scores. We saw how close the classifier was able to reproduce the scores based
on the vocabularies.

e Using the same set of networks used in our work, we can explore other ap-
proaches previously explored in the text style transfer community. Approaches
like a classifier used as an evaluator network to correct predictions when train-
ing a Seq2Seq model, or an unsupervised learning approach like a variational
autoencoder to reconstruct the original sentence but adversarially match the
style of the generated text to that of the desired target style.

e One area we have not yet addressed is the human evaluation of the style
classifier. Human evaluation needs to be carefully designed not only for the
type of data provided to the experts, but also the criteria for which the
classifier’s predictions need to be evaluated. Do we ask annotators to binarily
classify whether they find something authentic or trustworthy? How do we
correlate such a judgement to the continuous authenticity scores? Do we
consider all texts that have authenticity scores greater than 0 to be authentic
and less than 0 to be inauthentic? Such questions and more are at hand. But
the additional evaluation by experts and the correlation of their judgments
with the results of the automatic evaluation will make the research on this
front a bit more complete.

e We need to relax the constraint that approaches like ours are imperceivable.
Methods of explainability or interpretability are paramount in deep learning to
analyze what, why, and how a model predicts. This alone could be another study
to prove or disprove the approach by attacking the text and explaining the model
predictions. There are several methods in the area of model interpretability.
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Ribeiro et al. [2016]’s LIME! and Lundberg and Lee [2017]’s SHAP? help
us to investigate which tokens contributed more or less to a particular text
generation. Alammar [2020] provides a detailed visualization of what the model
is “thinking” using gradient saliency, neuron activations, and factor analysis®.
In turn, there are several tools, such as Google’s Language Interpretability Tool
(Tenney et al. [2020]), which provides a framework for loading the model and
data and inspecting various aspects of the model and its predictions*. While
each interpretability tool has its own drawbacks, it could still provide us with
a strong point of discussion.

Attacking the text by appending additional, unrelated text or allowing typos and
word changes at the sentence, word, or even character level can be considered
along with the work of explainability. Ebrahimi et al. [2018|’s HotFlip and Li
et al. [2019a]’'s TEXTBUGGER to add, delete and swap characters, Zhang
et al. [2020a]’s Metropolis-Hastings attack to add, delete or replace words in
original texts, Wallace et al. [2021]’s Universal Triggers, where every input in
the dataset is preceded by the same trigger sequence, are some methods that
can be used for both the classifier and the Seq2Seq models. Morris et al. [2020]
provides a framework of more than 80 types of adversarial attacks in NLP°.

Originally, we planned to include the ‘model interpretation’ phase in our study.
However, as this is not feasible with the current scope of this research, we have
made it a top priority for the near future.

7.4 Overall Conclusion

In this thesis we explore the possibility of modulating authenticity of texts using
a style transfer approach. Our work, which we see as a preliminary study in this
direction, seeks to generate text that allow the users to control the authenticity to
the desired level. The approach involves training transformer-based Seq2Seq models
with dataset indicative of authenticity style transfer that is leveraged by a fine-tuned
transformer-based authenticity style classifier.

We created parallel data using the backtranslation method, which involved extensive
analysis in the selection of the intermediate language. Seq2Seq models, BART and T5,
were used as style transfer models. These models were trained for different variants of
style transfer such as Less-to-More, More-to-Less, and Bidirectional. All style transfer
models are evaluated both automatically and manually. We developed a DistilBERT
authenticity classifier to assess the authenticity of each piece of text. While GPT-2
perplexity scores represented the automatic evaluation of fluency, content preservation
ability was automatically evaluated using an ensemble of metrics such as GLEU,
BLEU, METEOR, embedding average and vector extrema cosine similarity metrics.

The automatic evaluation revealed that the Seq2Seq models were relatively good at
transferring style, although human judgments showed otherwise. Bidirectional models

Thttps://github.com /marcotcr/lime
2https://github.com/slundberg/shap
3https://github.com /jalammar/ecco
4https://github.com /PAIR-code/lit
Shttps://github.com/QData/Text Attack
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fared worse than unidirectional models in the task of style transfer. Nevertheless,
both automatic and human judgements stated bidirectional models produced more
fluent and content preserving texts. The classifier model is observed to produce
authenticity scores close to the original target which was backed with its attention
head visualizations. We attempted to be transparent in our study by showcasing the
quality of model generations through manual analyses. We adapted our style transfer
strategy on a public formality corpus, and the results illustrate how successful these
transformer models can be in this task.

There are several limitations in this preliminary study that need to be addressed in
the future works. However, in conclusion, our study brings a new style attribute
into the text style transfer community and sets a strong baseline in the task of
authenticity-style transfer, which appears to work particularly well when provided
with more context.
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Appendix A

Table 1: List of companies and corresponding websites

scraped for brand-related informa-

tion
No. Company ‘Website
1 004 GmbH https://www.004gmbh.de
2 a. hartrodt (GmbH & Co) KG https://www.hartrodt.com
3 A. M. Ramp Co. GmbH https://www.ruco-druckfarben.de
4 Abbelen GmbH https://abbelen.de
5 ACERINOX DEUTSCHLAND GmbH http://www.acerinox.com
6 Active Nutrition International GmbH https://active-nutrition-international.com
7 ADAC - Rechtsschutz Versicherungs -AG https://autovermietung.adac.de
8 ADAC Medien und Reise GmbH https://media.adac.de
9 Adler Vertriebs GmbH & Co. Werbegeschenke KG https://www.adlerwerbegeschenke.de
10 ADM Mainz GmbH https://www.adm.com
11 Advantest (Europe) GmbH https://www.advantest.com
12 AEZ Leichtmetallrader GmbH https://www.aez-wheels.com
13 Alba Moda GmbH https://www.albamoda.de
14 Albert Kerbl GmbH https://www.kerbl.com
15 ALB-GOLD Teigwaren GmbH https://www.alb-gold.de
16 Aldiana GmbH https://www.aldiana.com
17 Alexander Biirkle GmbH & Co. KG https://www.alexander-buerkle.de
18 alltours flugreisen gmbh https://www.alltours.de
19 Alpla - Werke Lehner GmbH & Co. KG https://www.alpla.com
20 Alsco Berufskleidungs-Service GmbH https://www.alsco.de
21 AlsterFood GmbH https://www.alsterfood.de
22 Altuntas Backwaren GmbH https://altuntas-backwaren.de
23 Amgen GmbH
24 Analytik Jena Aktiengesellschaft
25 ANDRITZ Sundwig GmbH /
26 anona GmbH //anona.de
27 Anton Diirbeck GmbH s:/ /www.duerbeck.com
28 Anton Graf GmbH Reisen Spedition /www.grafs-reisen.de
29 Aperam Stainless Services Solutions Germany GmbH s:/ /aperam.com
30 APOGEPHA Arzneimittel GmbH s:/ /www.apogepha.de
31 Applied Materials GmbH / /www.appliedmaterials.com
32 APRENA GmbH http://www.aprena.de
33 aquatherm GmbH http://mail.aquatherm.de
34 ara Shoes AG https://www.ara-shoes.de
35 ArcelorMittal Distribution GmbH https://stahlhandel.arcelormittal.com
36 arko GmbH https://www.arko.de
37 ARRI Arnold Richter Cine Technik GmbH & Co. Betriebs KG https://www.arri.com
38 ARTDECO cosmetic GmbH https://www.artdeco.de
39 AS Bekleidungswerk GmbH https://www.modas-bekleidung.de
40 Ascométal GmbH https://www.ascometal.com
41 Athesia Kalenderverlag GmbH https://athesia-verlag.de
42 Atlas Copco Construction Tools GmbH https://www.atlascopco.com
43 Auerbrau GmbH https://www.auerbraeu.de
44 Augsburger Druck- und Verlagshaus GmbH vorm. Haas Grabherr https://adv-schoder.de
45 AUGUST STORCK KG https://www.storck.com
46 AUMA Riester GmbH & Co. KG https://www.auma.com
47 AutobusOberbayern GmbH https://www.autobusoberbayern.de
48 Avedo Essen GmbH https://avedo.de
49 Avena GmbH & Co. KG https://www.avena.de
50 AVL Deutschland GmbH https://www.avl.com
51 B + K Offsetdruck GmbH https:/ /www.bk-offset.de
52 B&U Beraten und Umsetzen GmbH https://www.selders.com
53 Back Bord Miihlenbéckerei GmbH & Co. KG https://www.backbord.de
54 BACK EUROP Deutschland GmbH & Co. KG https://www.back-europ.de
55 Bicker Andresen GmbH & Co. OHG https://baecker-andresen.de
56 Béicker Buchholz https://www.buchholz-baecker.de
57 Bicker Gaues GmbH (ps:/ /backgeschwister.de
58 Bicker Going www.goeing.de
59 Bécker Huth /www.baecker-huth.de
60 Bécker Meesenburg GmbH //www.baecker-meesenburg.de
61 Bécker Schrader ( schrader.de
62 Bécker Trunk GmbH https://www.baecker-trunk.de
63 Bicker Wiedemann GmbH https://baecker-wiedemann.de
64 Bicker Wolff GmbH & Co. KG https://www.baeckerwolff.de
65 Bickerei Brinker GmbH https://www.brinker.de
66 Biéckerei Brinkhege GmbH & Co. KG //www.brinki.de
67 Biéckerei Dams GmbH & Co. KG http://www.baeckerei-dams.de
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68 Bickerei Evertzberg GmbH & Co. KG https://www.evertzberg.de

69 Béckerei Exner http://www.baeckerei-exner.de

70 Biickerei Glup GmbH http:/ /baeckerei-glup.de

71 BACKEREI HAPP GmbH & Co.KG http://www.baecker-happ.de

72 Béckerei Harms GmbH http://baeckerei-harms.de

73 Biéckerei Heisters GmbH & Co. KG http://baeckerei-heisters.de

74 Biéckerei Heitzmann GmbH & Co. KG https://www.baeckerei-heitzmann.de
75 Biéckerei Herbert Meyer und Sohn GmbH https://www.baeckerei-meyer.de

76 Bickerei Herbert Nelles F. und S. Nelles GmbH https://www.die-backmanufaktur.de
7 Béckerei Hermann GmbH https://www.baeckereihermann.de
78 Biickerei Jorg Olsson GmbH https:/ /www.baeckerei-olsson.de

79 Biéckerei Kayser GmbH https://baeckerei-kayser.de

80 Biéckerei Konditorei Frank Fahland GmbH & Co. KG https://www.baeckerei-fahland.de
81 Biickerei Konditorei Raisch https://www.baeckerei-raisch.de

82 Biéckerei Konditorei Wolf GmbH https://baeckerei-wolf.de

83 Béckerei Kiister GmbH http://www.kuester.de

84 Biéckerei Leifert GmbH https://www leifert.de

85 Béckerei Nussbaumer GmbH & Co.KG https://baeckerei-nussbaumer.de

86 Biéckerei Peter Schmitt GmbH http://www.baecker-schmitt.de

87 Biickerei Peter und Cornelia Dreifig KG https://www.baeckerei-dreissig.de
88 Biickerei Pliicker GmbH & Co.KG https://www.baeckerei-pluecker.de
89 Biickerei Schmitz http://baeckerei-schmitz.de

90 Biéckerei Schuirmann GmbH & Co. KG http://www.baeckerei-schuirmann.de
91 Biéickerei Schwarz GmbH & Co. KG https://brotrebellen.com

92 Biéckerei Stolzel GmbH https://www.baeckerei-stoelzel.de
93 Biickerei Tackmann GmbH & Co.KG https://baeckerei-tackmann.de

94 Biickerei und Conditorei Triffterer GmbH & Co. KG https://bacckerei-triffterer.de

95 Biéickerei und Konditorei Adolf Katz https://www.baeckerei-katz.de

96 Biickerei und Konditorei Birkholz GmbH https:/ /www.baeckerei-birkholz.de
97 Biéckerei und Konditorei Hans-Giinter Tiedemann GmbH & Co. KG http://www.baecker-tiedemann.de
98 Bickerei Wagner GmbH https://www.baeckereiwagner.de

99 Bickerei Wilhelm Middelberg GmbH https://www.baeckerei-middelberg.de
100 Biéckerei Wintering GmbH & Co. KG //www.wintering.de

101 Bickerei-Konditorei Behrens-Meyer GmbH tp://www.behrens-meyer.de

102 Biickerei-Konditorei Kuhn e. K. https://www.kuhn-baeckerei.de

103 Bickerei-Konditorei Padeftke GmbH https://www.baeckerei-padeftke.de
104 Backhaus Béckerei GmbH https://www.backhaus-1b.de

105 Backhaus Bickert GmbH & Co. KG https://www.backhaus-bickert.de
106 Backhaus Mahl GmbH & Co. KG https://www.backhausmahl.de

107 Backhaus Siegel GmbH https://www.backhaus-siegel.de
108 Backhaus Wedemann Wedemann Backwarenvertriebs GmbH https://www.backhaus-wedemann.de
109 Backhaus Zoller GmbH & Co.KG https://backhaus-zoller.de

110 Badische Neueste Nachrichten Badendruck GmbH https://bnn.de

111 Badische Staatsbrauerei Rothaus AG https://www.rothaus.de

112 Badische Stahlwerke GmbH https://www.bsw-kehl.de

113 Badischer Winzerkeller eG https:/ /www.badischer-winzerkeller.de
114 Badisches Tagblatt GmbH https://www.badisches-tagblatt.de
115 Baerlocher GmbH https://www.baerlocher.com

116 Baker Tilly Unternehmensberatung GmbH https://www.bakertilly.de

117 Balletshofer GmbH https://www.balletshofer.de

118 BALLONI GmbH https://balloni.de

119 Bank-Verlag GmbH https://www.bank-verlag.de

120 Basel Reisen GmbH & Co. KG https://www.basel-reisen.de

121 Bastian-s GmbH https://bastians-baecker.de

122 Bausch+Strobel Maschinenfabrik Ilshofen GmbH+Co. KG https://www.bausch-stroebel.com
123 Bausparkasse Mainz AG https://kunden.bkm.de

124 Bayerische Staatsbrauerei Weihenstephan https://www.weihenstephaner.de
125 Bayerisches Miinzkontor GmbH & Co. KG https://www.muenzkontor.de

126 Bayern Express P. Kiihn Berlin GmbH https://bex.de

127 BBDO Group Germany GmbH https://bbdo.de

128 Bela Handels GmbH & Co KG https://www.bela.de

129 Bell Flavors Fragrances GmbH http://www.bell-europe.com

130 BENQ Deutschland GmbH https://www.benq.eu

131 Bentley Edu https://www.bentley.edu

132 Bergedorfer Buchdruckerei von Ed. Wagner GmbH https://www.bergedorfer-zeitung.de
133 Bergophor-Futtermittelfabrik Dr. Berger GmbH & Co. KG https://www.bergophor.de

134 Berief Food GmbH https://www.berief-food.de

135 Bernhard Mollers GmbH & Co. KG /www.moellers-online.de

136 Bernhard Werning Bickerei und Konditorei GmbH & Co. KG | [www.baeckerei-werning.de
137 Berta Frey Schne OHG daytona Schuhfabrik (ps://www.daytona.de:443

138 BEST 3 Gefliigelerndhrung GmbH https://www.best-3.de

139 Bettenwelt GmbH & Co. KG https://www.daenischesbettenlager.de
140 Beumer Lutum GmbH https://beumer-lutum.de

141 Bianca Moden GmbH & Co. KG s:/ /www.bianca.de

142 Bibliographisches Institut GmbH / /www.duden.de

143 Biebelhausener Mithle GmbH & Co. KG www.biebelhausener-muehle.com
144 BigXtra Touristik GmbH https://bigxtra.de

145 Bilfinger arnholdt GmbH https://www.arnholdt.bilfinger.com
146 Billerbeck Betten-Union GmbH & Co. KG https://billerbeck.info

147 billigweg.de Reisen GmbH https://www.billigweg.de

148 BIO COMPANY GmbH https://www.biocompany.de

149 Biochem Zusatzstoffe Handels- und Produktionsges. mbH https://www.biochem.net

150 Birkenstock digital GmbH https://www.birkenstock.com

151 Blickle Réder+Rollen GmbH u. Co. KG https://www.blickle.de

152 Block Foods AG https://www.block-house.de

153 Blutsgeschwister GmbH https://www.blutsgeschwister.de
154 Bochumer Verein Verkehrstechnik GmbH https://www.bochumer-verein.de
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155 Boie GmbH & Co. KG https://www.boie.com

156 Béllhoff GmbH https://www.boellhoff.com

157 Bollig Kemper GmbH & Co KG https://www.bolligundkemper.de
158 Bosch Rexroth AG http://www.boschrexroth.com
159 Bose GmbH https://www.bose.de

160 botek Prézisionsbohrtechnik GmbH https://www.botek.de

161 Bott GmbH & Co. KG https:/ /www.bott.de

162 Brand-Pack https://www.brandpack.eu

163 Brandt Zwieback-Schokoladen GmbH & Co. KG http://www.brandt-zwieback.de
164 Brauerei C.A. VELTINS GmbH & Co. KG https://www.veltins.de

165 Brauerei Gold Ochsen GmbH https://goldochsen.de

166 Brauerei Hacklberg https://www.hacklberg.de

167 Braun Sohn Druckerei GmbH & Co. KG http://www.braun-und-sohn.de
168 Bremerhavener Rotations-Druck GmbH & Co. KG https://www.nordsee-zeitung.de
169 Briihler Stahlhandel GmbH https://www.bruehler-stahlhandel.de
170 BRUNATA Wérmemesser GmbH & Co. KG https://www.brunata-metrona.de
171 Buch- und Offsetdruckerei Hiauser KG https://haeuserkg.de

172 Buchbinderei Schomaker GmbH & Co.KG https://www.walter-schomaker.de
173 Bucher Aloisius Quelle GmbH https://www.aloisius-quelle.de
174 Bucher Hydraulics GmbH https://www.bucherindustries.com
175 bugatti GmbH https://www.bugatti-fashion.com
176 BUHLMANN Rohr-Fittings-Stahlhandel GmbH + Co. KG https://buhlmann-group.com
177 Bundesdruckerei GmbH https://www.bundesdruckerei.de
178 Burger Knicke GmbH + Co. KG https://www.burger-knaecke.de
179 Biisch GmbH https://baeckerei-buesch.de

180 Buschjost Magnetventile GmbH & Co KG https://www.buschjostventile.de
181 BUZIL-WERK Wagner GmbH & Co. KG https://www.buzil.com

182 Cactus GmbH https://www.cactus.ag

183 Calenberger Backstube Oppenborn OHG https://calenberger-backstube.de
184 Capgemini Deutschland Holding GmbH https://www.capgemini.com

185 Carat Deutschland GmbH http://www.carat.com

186 Carl Schéffer GmbH & Co. KG https://www.schaeffer24.de

187 Carl Spaeter GmbH https://www.spaeter.de

188 Carlson Wagonlit Deutschland GmbH https://www.mycwt.com

189 CASAMUNDO GmbH https://www.casamundo.de

190 Casimir Kast Verpackung und Display GmbH https://www.casimir-kast.de

191 Caterpillar Global Mining Europe GmbH https://www.cat.com

192 Cavendish Harvey Confectionery GmbH https://cavendish-harvey.de

193 cbs Corporate Business Solutions Unternehmensberatung GmbH https://www.cbs-consulting.com
194 CEAG Notlichtsysteme GmbH http://ceag.de

195 CEBONA GmbH https://www.cebona.de

196 CeDo Folien und Haushaltsprodukte GmbH https://www.cedo.com

197 Cellesche Zeitung Schweiger Pick Verlag Pfingsten GmbH & Co. KG https://www.cellesche-zeitung.de
198 CellMark Deutschland GmbH https://www.cellmark.com

199 CERATIZIT Deutschland GmbH https://www.ceratizit.com

200 CFP Brands Siikwarenhandels GmbH & Co. KG https://www.cfp-brands.de

201 CGI Deutschland Ltd. Co. KG https://www.cgi.com

202 Chemische Fabrik Wocklum Gebr. Hertin GmbH & Co. KG https://chemie-wocklum.wocklum-gruppe.de
203 Chevrolet Deutschland GmbH https://www.chevrolet.de

204 CHG-MERIDIAN AG https://www.chg-meridian.de
205 Christ Juweliere und Uhrmacher seit 1863 GmbH https:/ /www.christ.de

206 Clivet GmbH https: //www.clivet.com

207 Cobana GmbH & Co. KG https://www.cobana.com

208 Coilinter Internationaler Stahlservice GmbH & Co. KG https://www.coilinter.de

209 Color Line GmbH https://www.colorline.de

210 ComLine GmbH ps:/ /www.comline-shop.de
211 Concordia Versicherungs-Gesellschaft auf Gegenseitigkeit //www.concordia.de

212 Conditorei Coppenrath Wiese GmbH & Co. KG /www.coppenrath-wiese.de
213 Confiserie Heilemann GmbH /www.heilemann.de

214 Continental Reifen Deutschland GmbH https://www.continental-reifen.de
215 coolback GmbH /www.coolback.de

216 Coppenrath Feingebick GmbH https://coppenrath-feingebaeck.de
217 CORDES GRAEFE OSNABRUCK KG https://www.gc-gruppe.de

218 Corning GmbH https://www.corning.com

219 COSMOS Versicherung AG https://www.cosmosdirekt.de
220 CPC Haferkamp GmbH & Co. KG http://www.cpepackaging.com
221 CPM Germany GmbH https://www.cpmgermany.de

222 CRIF Biirgel GmbH /www.crifbuergel.de

223 CULTIZM DM International Trading e.K. | [www.cultizm.com

224 Cyberport GmbH (tps:/ /www.cyberport.de

225 Cyklop GmbH https://cyklop.de

226 DA Deutsche Allgemeine Versicherungs AG https:/ /www.da-direkt.de

227 DAHLHOFF Feinkost GmbH https://dahlhoff.de

228 Daimler Financial Services AG https://media.daimler.com

229 Dallmeyers Backhus GmbH https://dallmeyers.de

230 Danhauser GmbH & Co. KG Baustoffe https://www.danhauser.de

231 DAT Drixlmaier Automotivtechnik GmbH /www.draexlmaier.com
232 DAVASO GmbH https://www.davaso.de

233 DAW SE http://www.daw.de

234 DBA Deutschland GmbH https://www.nurdie.de

235 DEG Deutsche Elektro-Gruppe Elektrogrosshandel GmbH http://www.deutsche-elektro-gruppe.de
236 DEG-Deutsche Investitions- und Entwicklungsgesellschaft mbH https://www.deginvest.de

237 Dentsu Aegis Network Germany GmbH https://www.dentsuaegisnetwork.com
238 Der Beck GmbH https://www.der-beck.de

239 DER Touristik Frankfurt GmbH & Co. KG https://www.dertour.de

240 DESMI GmbH https://www.desmi.com

241 DESSBO Sweet Biskuit GmbH https://www.dessbo.de

242 DETECON International GmbH https://www.detecon.com

243 Detlef Malzers Backstube GmbH & Co. KG http://www.malzers.de
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244 DEUMU Deutsche Erz- und Metall-Union GmbH https://www.deumu.de

245 Deutsche expert Zentrale GmbH https://www.expert.de

246 Deutsche Herrenwische-Fabriken Dornbusch Co. GmbH https://www.seidensticker.com
247 Deutsche Saatveredelung AG https://www.dsv-saaten.de:443
248 Deutsche See GmbH https://www.deutschesee.de

249 Deutscher Philatelie Service GmbH https://www.dps-wermsdorf.de
250 Deutscher Ring Krankenversicherungsverein a.G. https://www.deutscherring-kranken.de
251 DEVK Allgemeine Lebensversicherungs-AG https://www.devk.de

252 DFD DIREKTWERBUNG FULLSERVICE DIALOG GMBH https://dfd.de

253 Dialog-Factory GmbH https://www.dialogfactory.de
254 Dichl BGT Defence GmbH & Co. KG https://www.diehl.com

255 Dieluweit Metallhandel GmbH https://www.dieluweit-metallhandel.de
256 DiesbachMedien GmbH https://diesbachmedien.de

257 DIGEL AG https://www.digel.de

258 DISCO HI-TEC EUROPE GmbH https://www.disco.co.jp

259 Diversey Deutschland GmbH & Co. OHG https://diversey.com

260 DKV EURO SERVICE GmbH & Co. KG https://www.dkv-euroservice.com
261 DMK Eis GmbH http://www.dmk-eis.de

262 Déobbe Béckereien GmbH & Co. KG https://doebbe.de

263 Dometic WAECO International GmbH https://www.waeco.com

264 Dorfner GmbH & Co. KG https:/ /www.dorfner-gruppe.de
265 Dorina :

266 Dorken

267 dormakaba Deutschland GmbH //www.dormakaba.com
268 Dr. Demuth GmbH & Co. KG :/ /katlenburger.de

269 Dr. Lange Co. GmbH /

270 Dr. Oetker Tiefkiithlprodukte Wittenburg KG

271 Dr. Quendt GmbH & Co. KG / /www.dr-quendt.de

272 Dr. Schir Deutschland GmbH https://www.drschaer.com

273 Dr. Theiss Naturwaren GmbH http://www.naturwaren-theiss.de
274 Drachen-Propangas GmbH https://drachengas.de

275 DREISTERN-Konserven GmbH & Co KG https:/ /www.dreistern-genuss.de
276 Dreiturm GmbH https://dreiturm.de

277 Drescher Print Solutions GmbH http://www.drescherdruck.de
278 Druck und Medien GmbH Backnang http://www.bkz.de

279 Druck- und Verlagsgesellschaft Kohring GmbH & Co. KG https://www.ejz.de

280 Druckerei C.H.Beck https://becksche.de

281 dtv Verlagsgesellschaft mbH Co. KG https://www.dtv.de

282 Duales System Deutschland GmbH https://www.gruener-punkt.de
283 Diiker GmbH & Co. KGaA http://www.dueker.de

284 E-+S Riickversicherung AG https://www.es-rueck.de

285 Eaton Germany GmbH https://www.eaton.com

286 Eberswalder Brot- und Feinbackwaren GmbH https://www.maerkisch-edel.de
287 ebm-papst Mulfingen GmbH & Co. KG https://www.ebmpapst.com

288 Ebner GmbH https://www.ebner-brot.de

289 eccos GmbH http://www.eccos-online.de

290 EDEKA Grundstiicksverwaltungsgesellschaft Rhein-Ruhr mbH Co. KG https:/ /www.edeka.de

291 Edelweiss GmbH & Co. KG https://www.edelweiss-gmbh.com
292 Edmund Merl GmbH & Co. KG https://www.merl.de

293 EDNA International GmbH https://www.edna.de

294 EFG Elbe Fetthandel GmbH https://www.elbe-fett.de

295 Eierhof Hennes GmbH https: //www.eierhof-hennes.de
296 ELECTROSTAR GmbH https://www.starmix.de

297 ELLER repro + druck GmbH https://eller.de

298 Emil Frei GmbH & Co. KG https://www.freilacke.de

299 ENERGIEUNION GmbH ps://www.energieunion.de
300 ENGEL Deutschland GmbH //www.engelglobal.com
301 Engelbert Strauf GmbH & Co. KG //www.engelbert-strauss.de
302 Engelhardt-Druck GmbH http://www.engelhardt-etikett.de
303 eprofessional GmbH https://www.eprofessional.de
304 EQOS Energie Deutschland GmbH /eqos-energie.com

305 ERCO GmbH https://www.erco.com

306 ERDAL-REX GmbH http://www.werner-mertz.de
307 Erlenbacher Backwaren GmbH https://www.erlenbacher.de

308 Ernst BOCKER GmbH & Co. KG https://sauerteig.de

309 Ernst Eberhardt GmbH Brennstoffe und Mineraldle https://www.eberhardt-bruchsal.de
310 Ernst Granzow GmbH & Co. KG https://www.granzow.de

311 ESF Elbe-Stahlwerke Feralpi GmbH https://www.feralpi.de

312 ESSILOR GmbH https://www.essilor.de

313 EURO Kartensysteme GmbH (ps:/ /www.eurokartensysteme.de
314 Europiische Reiseversicherung AG http://www.reiseversicherung.de
315 Evers & Evers GmbH & Co KG https://www.eversfrank.com
316 EWE Aktiengesellschaft https://www.ewe.de

317 Explorer Fernreisen GmbH 'www.explorer.de

318 F. Reyher Nchfg. GmbH & Co. KG /www.reyher.de

319 F. X. Troiber e. K. Lebensmittelgrofhandel Schiffsausriister

320 Fabry’s Food Snack GmbH & Co. KG

321 Familienfiirsorge Lebensversicherung AG im Raum der Kirchen https://www.vrk.de

322 Fan Point kassel https://fanpoint24.de

323 FEGA Schmitt Elektrogrofthandel GmbH https://www.be-connect.online
324 Feinbéckerei Thiele GmbH 5

325 Feldschlofchen Aktiengesellschaft

326 Ferd. Hauber GmbH

327 Ferdinand Voigt GmbH https://www.baeckerei-voigt.de
328 Fernseh Berlet GmbH & Co. KG https://www.berlet.de

329 Ferrari Financial Services GmbH https://races.ferrari.com

330 Ferrero Deutschland GmbH http://www.ferrero.de

331 FFG Werke GmbH https://ffg-ea.com

332 FIAMM Batterien- und Fanfaren-Vertriebs GmbH http://www.fiamm.com

333 FID Verlag GmbH Fachverlag fiir Informationsdienste http://example.org
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334 Fihumin-Gesellschaft m.b.H. https://www.fihumin.de

335 Finanz Informatik GmbH & Co. KG https://www.f-i.de

336 Fischer - J. W. Zander GmbH & Co. KG https:/ /www.zander-gruppe.de
337 fischer Deutschland Vertriebs GmbH https://www.fischer.de

338 Fissler GmbH https://www.fissler.com

339 Flaconi GmbH https://www.flaconi.de

340 Flensburger Brauerei Emil Petersen GmbH & Co. KG https://www.flens.de

341 FlexiTel TelefonService GmbH https://www.flexitel.de

342 Florin Gesellschaft fiir Lebensmitteltechnologie mbH https://www.florin.de

343 Flughafen Miinchen GmbH https://www.munich-airport.de
344 flyeralarm GmbH https://www.flyeralarm.com

345 FOLIENPRINT RAKO GmbH https://folienprint.de

346 Forbriger Backwaren GmbH http://www.baeckerei-forbriger.de
347 Formel D GmbH https://www.formeld.com

348 Fossil (Europe) GmbH https:/ /www.fossil.com

349 Framode GmbH - Pimkie Europe North East https://www.pimkie.de

350 Frank GmbH https://www.frank-gmbh.de

351 Frankenberger Backwaren GmbH https://www.fraback.de

352 Frankenwélder E. Held GmbH & Co. KG https://www.frankwalder.com
353 Franz Wiltmann GmbH & Co. KG - Westfilische Fleischwarenfabrik https://www.wiltmann.de

354 Freiberger Brauhaus GmbH https://www.freiberger-pils.de
355 Freiburger Druck GmbH & Co. KG https://www.freiburger-druck.de
356 Fresh Factory GmbH & Co. KG :/ /www.freshfactory.com
357 FR-Frankensolar GmbH http://www.zeitgeist-engineering.de
358 Frick GmbH https://www.stadtbaeckerei-frick.de
359 Friedrich Wilh. Waldhausen GmbH & Co. KG /waldhausen-uebach.de
360 FRIKONI Food GmbH & Co. KG

361 Frische und Service GmbH / /www frische-und-service.de
362 FrischeParadies GmbH & Co. KG https://www.frischeparadies.de
363 Fritz Feldmann GmbH & Co. KG https://www.markant-online.de
364 Friweika eG https://friweika.de

365 Froneri Ice Cream Deutschland GmbH https://www.froneri.com

366 Frozen Fish International GmbH https://www.frozenfish.de

367 FRUCHT-SERVICE Fruchthandels- und Transport GmbH http://frucht-service-hamburg.de
368 FS-KARTON GMBH https://www.mayr-melnhof.com
369 FTT Touristik GmbH https://www.fti.de

370 Fujitsu Technology Solutions GmbH https://www.fujitsu.com

371 FUJITSU TEN EUROPE GmbH http://twitter.com

372 Fiirstlich Fiirstenbergische Brauerei GmbH & Co. KG https://www.fuerstenberg.de
373 Futternapf Tiernahrungshandels- und Vertriebs GmbH https://www.futternapf-gmbh.de
374 Future Electronics Deutschland GmbH https://www.futureelectronics.com
375 G. Peschke Druckerei GmbH https://www.peschkedruck.de
376 Gabor Shoes AG https://www.gabor.de

377 Galileo Lebensmittel GmbH & Co. KG https://www.galileo-food.com
378 GCP Darex Germany GmbH https://grace.com:443

379 GEA Brewery Systems GmbH https://www.gea.com

380 Gebaudeservice WEIKAMM GmbH https://www.weikamm.de

381 Gebhardt-Stahl-GmbH https://www.gebhardt-stahl.de
382 Gebriider Wollenhaupt GmbH https://www.wollenhaupt.com
383 GEFA-Leasing GmbH https://www.gefa-bank.de

384 GEFRAN Deutschland GmbH https://www.gefran.com

385 Generali Versicherung AG https://www.generali.de

386 Georg Fischer GmbH https://www.gfms.com

387 Georg Westermann Verwaltungs GmbH https://www.westermann.de

388 Gerolsteiner Brunnen GmbH & Co. KG https://www.gerolsteiner.de

389 Gesellschaft fiir Reise-Vertriebssysteme mbH ps:/ /buchen.amondo.de

390 Getrénke Waldhoff Erfurt Logistik und Service GmbH //www.waldhoff.de

391 gevekom GmbH /gevekom.de

392 GGP Media GmbH /www.ggp-media.de

393 Giesecke Devrient GmbH https://www.gi-de.com

394 Gil Bret GmbH & Co. KG s:/ /bettybarclay.com

395 Gilbarco GmbH & Co. KG https://www.gilbarco.com

396 GILDEMEISTER energy solutions GmbH https://www.sens-energy.com
397 GIRARDET Verlag KG https://www.wz.de

398 GLOBALFOUNDRIES Dresden Module One Ltd. Liability Company Co. KG https://www.globalfoundries.com
399 Globetrotter Ausriistung GmbH https://www.globetrotter.de

400 Goeken backen GmbH & Co. KG https://www.goeken-backen.de
401 Goldbéckerei Grote GmbH & Co. KG https://goldbaecker.de

402 GOLFINO AG https:/ /www.golfino.com

403 Gollnest Kiesel GmbH & Co. KG https://www.gokishop.eu

404 Gortz Retail GmbH https://www.goertz.de

405 Gothaer Allgemeine Versicherung AG https://holm.gothaer.de

406 Gottinger Tageblatt GmbH & Co. KG https://www.goettinger-tageblatt.de
407 grandcentrix GmbH https://grandcentrix.net

408 Gretsch-Unitas GmbH https://www.g-u.com

409 Griesinger GmbH https://www.griesinger-brot.de
410 Griesson-de Beukelaer GmbH & Co. KG https:/ /www.griesson-debeukelaer.de
411 Groupe SEB Deutschland GmbH https://www.rowenta.de

412 GRUN Software AG https://www.gruen.net

413 GRUNDFOS GMBH https://de.grundfos.com

414 Gubor Schokoladen GmbH http://www.guboroutlets.de

415 Gude GmbH Papier Verpackung Logistik https://www.gude.de

416 Gundlach Holding GmbH & Co. KG https://www.gundlach.de

417 gym80 International GmbH https://gym80.de

418 H. Stoll AG Co. KG https://www.stoll.com
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419 H.O. Persichl GmbH & Co. KG https://www.persichl.de

420 HAERING GmbH https://www.haering.de

421 Hagemeyer Deutschland GmbH & Co. KG https://corporate.rexel.de

422 Hager Vertriebsgesellschaft mbH Co. KG https://www.hager.de

423 HAKAWERK W. Schlotz GmbH http://www.hakawerk.de

424 Haldex Brake Products GmbH https://www.haldex.com

425 Halloren Schokoladenfabrik AG https://www.halloren.de

426 Hilssen Lyon GmbH https://www.haelssen-lyon.de

427 Hamma GmbH & Co. KG http://www.hamma.de

428 HANDELSHOF HAMBURG GmbH & Co. KG https: //www.handelshof.de

429 Handwerksbéckerei Mack GmbH & Co. KG https://handwerksbaeckerei-mack.de

430 Hans Dietz GmbH & Co. KG https://www.dietz-wurst.com

431 HANS G. HAURI KG Mineralstoffwerke http://www.hauri.de

432 HANSA-HEEMANN AG https://www.hansa-heemann.de

433 Hardenberg-Wilthen AG https://ausbildung.hardenberg-wilthen.de

434 HASA GmbH http://hasa.freiberger-pizza.com

435 Haugg Kiihlerfabrik GmbH https://www.haugg-group.com

436 Hauni Maschinenbau GmbH https://www.hauni.com

437 HDI Lebensversicherung AG https://www.hdi.global

438 Heinemann GmbH & Co. https://www konditorei-heinemann.de

439 Heinrich Apel GmbH https://baeckerei-apel.de

440 Heinrich Heine GmbH https://www.heine.de

441 Heinrich Kithlmann GmbH & Co. KG https://www.kuehlmann.de

442 Heinrich KUPER GmbH & Co. KG https:/ /www kuper.de

443 Heise Medien GmbH & Co. KG https://www.heise.de

444 Heliatek GmbH /www.heliatek.com

445 HELMUT FELDTMANN GmbH ps:/ /www.feldtmann.de

446 Helmut Léser GmbH & Co. KG Waffelfabrik / Jwww.waffel-loeser.de

447 HELUKABEL GmbH / /www.helukabel.com

448 HELVETIA schweizerische Lebensversicherungs-AG / /www.helvetia.com

449 Hemmelrath Lackfabrik GmbH / /www.hemmelrath.de

450 Herbstreith Fox KG Pektin-Fabriken https://www.herbstreith-fox.de

451 Hermann Hartje KG https://www.hartje.de

452 HERZA Schokolade GmbH & Co. KG https://herza.de

453 Herzog Coilex GmbH https://www.thyssenkrupp-materials-processing-
europe.com

454 Hess Natur-Textilien GmbH https://www.hessnatur.com

455 HEUFT SYSTEMTECHNIK GMBH https://heuft.com

456 HIESTAND DEUTSCHLAND GmbH https://aryzta.de

457 Hildebrandt Bartsch GmbH & Co. KG https://www.igefa.de

458 HILDEGARD BRAUKMANN Kosmetik GmbH & Co.KG https://www.hildegard-braukmann.de

459 Hirschvogel Eisenach GmbH https://ib-schiessl.de

460 HIWIN GmbH https://www.hiwin.de

461 HL Hamburger Leistungsfutter GmbH http://www.hl-futter.de

462 Hochwald Sprudel Schupp GmbH http://www.hochwald-sprudel.de

463 Hoffmann Goppingen Qualitiatswerkzeuge GmbH & Co. KG https://www.hoffmann-group.com

464 Hofmann Druck Niirnberg GmbH & Co. KG https://www.hofmann-infocom.de

465 Hégands GmbH https://www.hoganas.com

466 Holiday Extras GmbH https://www.holidayextras.de

467 HOMANN Feinkost GmbH https://www.homann.de

468 HORSCH Maschinen GmbH https://www.horsch.com

469 HSN Home Shopping Network GmbH https://www.hsn.com

470 HUGO BOSS AG https://www.hugoboss.com

471 Hugo Hamann GmbH & Co. KG https://www.buerokompetenz.de

472 Hiihnerhof Heidegold GmbH http://www.heidegold.de

473 HUK-COBURG-Krankenversicherung AG https://www.huk.de

474 Hiisken Modehaus http://huesken.de

475 HYMER AG it /www.hymer.com

476 IDEAL Lebensversicherung a.G. https://www.ideal-versicherung.de

A4T7 Igepa Grofhandel GmbH (ps:/ /www.igepa.de

478 iglo GmbH //www.iglo.de

479 ikarus Design Handel GmbH https://www.ikarus.de

480 Immergut GmbH & Co. KG https://www.immergut.de

481 IMPARAT Farbwerk Iversen Méhl GmbH & Co. KG http://www.imparat.de

482 Informatica GmbH https://www.informatica.com

483 Ingersoll Werkzeuge GmbH https://www.ingersoll-imc.de

484 INTER CHALET Ferienhaus-Gesellschaft mbH https://www.interchalet.de

485 Interone GmbH https://interone.de

486 Interprint Beteiligungs-GmbH http://www.interprint.com

487 INTERSPORT Deutschland eG https://www.intersport.de

488 INVISTA Resins Fibers GmbH https://www.kochind.com

489 ITS - Interact Tele Service AG https://www.interact-ag.de

490 iwis antriebssysteme GmbH https://www.iwis.com

491 J. D. Kiister Nachf. + Presse-Druck GmbH & Co. KG http://www.kuester-pressedruck.de

492 J. Fink Druckerei GmbH & Co. KG https://www.jfink.de

493 J. N. Eberle Federnfabrik GmbH https://www.eberle-federn.de

494 J.G. Niederegger GmbH & Co. KG https://www.niederegger.de

495 J.G. Weisser S6hne GmbH & Co. KG https://www.weisser-web.com

496 JACK WOLFSKIN AUSRUSTUNG FUR DRAUSSEN GmbH & Co. KGaA https:/ /www.jack-wolfskin.com

497 Jasper Rund- und Gesellschaftsfahrten GmbH https://jasper.de

498 Jeans Fritz Handelsgesellschaft fiir Mode mbH https://www.jeans-fritz.de

499 jepsen stahl gmbh https://www.jepsen-stahl.de

500 John Deere GmbH & Co. KG https://www.deere.de

501 johnen-druck GmbH & Co. KG http://www.johnen-gruppe.de

502 Josef Seibel Schuhfabrik GmbH https://www.josef-seibel.de

503 Jowat SE https://www.jowat.com

504 JTL-Software-GmbH https://www.jtl-software.de

505 Julius Zorn GmbH https://www.juzo.com

506 Jumbo Spiele GmbH https://www.jumbo.eu
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507 Jung Bonbonfabrik GmbH & Co KG https://www.jung-europe.de
508 Jungfer Druckerei und Verlag GmbH https://www.jungfer-druck.de
509 Kabel Premium Pulp Paper GmbH https://www.kabelpaper.de

510 Kaiser Bekleidungs-GmbH https://www kaiser-fashion.de
511 Kamp Reisen GmbH & Co. KG http://kampreisen.de

512 Kamps GmbH https://kamps.de

513 Karl Berrang GmbH http://berrang.de

514 Karl Rogg GmbH & Co. KG https://moebel-rogg.de

515 Karl Schmidt GmbH http://www.baeckerei-schmidt.de
516 Karl Wellmann GmbH https://www.wellmann-baeckerei.de
517 KARO-Gebéaudereinigungs GmbH https://karo-reinigung.de

518 Keim und Brecht OHG http://www.keimundbrecht.de
519 Keller Kalmbach GmbH https://keller-kalmbach.de

520 Kenwood Electronics Deutschland GmbH https://www.kenwood.de

521 Kerry Ingredients GmbH https://kerry.com

522 KerryGold https://www kerrygold.de

523 Kerschgens Werkstoffe Mehr GmbH https://www.kerschgens.de

524 Ketchum Pleon GmbH https://www ketchum.com

525 K-fee System GmbH http://www.mein-expressi.de
526 Kieler Zeitung GmbH & Co. Offsetdruck KG https://www.kn-media.de

527 Kieler Zeitung Verlags- und Druckerei KG-GmbH & Co. https://www.kn-online.de

528 Kienle + Spiess GmbH http://www.kienle-spiess.de

529 Kirchliche Zusatzversorgungskasse des Verbandes der Ditzesen Deutschlands https://www.kzvk.de

530 KLEBCHEMIE M. G. Becker GmbH & Co. KG https://www kleiberit.com

531 Kleinespel + Imping GmbH & Co.KG http://www.kleinespel-imping.de
532 Knoll Elektro Grokhandel GmbH & Co KG https://www knoll-elektro.de
533 Kolpingwerk Deutschland https://www.kolping.de

534 Konica Minolta Business Solutions Deutschland GmbH https://www.konicaminolta.de
535 Konig-Brauerei GmbH https://shop.koenig.de

536 Konradin Druck GmbH https://konradin-druck.de

537 Kontrast Communication Services GmbH https://www kontrast.de

538 Kontron AG https://www.kontron.com

539 Kostritzer Schwarzbierbrauerei GmbH https://www.koestritzer.de

540 Kraft-Schlotels GmbH https://www.wksgruppe.de

541 Kréuter-Mix GmbH https://www kraeuter-mix.de
542 KRAVAG-ALLGEMEINE Versicherungs-AG https://www.bag.bund.de

543 Kreiszeitung Verlagsgesellschaft mbH Co. KG https://www kreiszeitung.de
544 Kreitmaier Béckerei-Konditorei-Cafe e. K. https://baeckerei-kreitmaier.de
545 Kroner-Stiarke Bio GmbH http://www.kroener-staerke-bio.de
546 Kroschke sign-international GmbH https://www.kroschke.com

547 Kulmbacher Brauerei Aktien-Gesellschaft https://www kulmbacher.de

548 Kiirten Lechner GmbH https://www kldruck.com

549 KVV - Karlsruher Verkehrsverbund https://www.kvv.de

550 LAMILUX Heinrich Strunz GmbH https://www.lamilux.de

551 Landbéckerei Niemeyer KG https://landbaeckerei-niemeyer.de
552 Landbéckerei Schmidt GmbH https://www.landbaeckerei-schmidt.de
553 Landbiéckerei Sinz GmbH https://www.feneberg.de

554 Landbéckerei Sommer GmbH https:/ /www.landbaeckerei-sommer.de
555 Landbéckerei Stefan Braune e.K. https://www.baecker-braune.de
556 Lands End GmbH https://www.landsend.de

557 Landschaftliche Brandkasse Hannover https://www.vgh.de

558 LANGE GmbH & Co. KG http://www.baeckerei-lange.de
559 Langnese Honig GmbH & Co. KG https://langnese-honig.de

560 Lankwitzer Lackfabrik GmbH https://www.lankwitzer.com
561 Lipple Blechverarbeitung GmbH & Co. KG Bayern //www.laepple.de

562 LASERLINE GmbH ps:/ /www laser-line.de

563 Lauenstein Confiserie GmbH //www.lauensteiner.de
564 Laverana GmbH & Co. KG 'www.lavera.de

565 LBV - Raiffeisen e.G. - Schrozberg

566 Lebek International Fashion GmbH & Co. KG

567 Lebensmittelwerke Lindemann GmbH & Co. KG s:/ /lindemann.info

568 Lebkuchen-Schmidt GmbH & Co. KG https://www.lebkuchen-schmidt.com
569 Lectra Deutschland GmbH https://www.lectra.com

570 Ledig Béckerei - Konditorei GmbH & Co. KG http://www.baeckerei-ledig.com
571 LEDVANCE GmbH https://www.ledvance.de

572 Leiber GmbH https://www.leibergmbh.de

573 Leitz GmbH & Co. KG https://www.leitz.org

574 Lekkerland Deutschland GmbH & Co.KG https://www.lekkerland.de

575 LEUE NILL GmbH + Co.KG https://www.leucundnill.de

576 Leufgens GmbH https://www.leufgens.de

577 LG Electronics Deutschland GmbH https://www.lg.com

578 Lichtenheldt GmbH https://lichtenheldt.de

579 Liebherr-Hausgerite Ochsenhausen GmbH https://www.liebherr.com

580 Lieken Brot- und Backwaren GmbH https://www.goldentoast.de

581 Linde Gas Therapeutics GmbH https://www .linde-healthcare.de
582 Lingemann GmbH https://www.lingemann.com
583 LISEGA SE https://www lisega.de

584 Litens Automotive GmbH https://litens.com

585 Littlelfuse Europe GmbH https://www.littelfuse.com

586 LOGOCOS Naturkosmetik AG https://www.logona.de

587 L’OREAL Deutschland GmbH http://www.loreal.de

588 LOWA Sportschuhe GmbH https://lowa.de

589 LSG Lufthansa Service Holding AG https://www.lsg-group.com

590 LSG-Food Nonfood Handel GmbH https://www.ringeltaube.de

591 L’tur tourismus AG https://www.ltur.com

592 Ludwig Weinrich GmbH & Co. KG https://www.weinrich-schokolade.de
593 Ludwig Zenger Industrie-Service GmbH https://www.zenger-gmbh.de
594 Lugina Schuhfabrik GmbH https://xn—waldlufer-z2a.de

595 LUHR FILTER GmbH & Co. KG https://www.luehr-filter.de

596 Liining-Handels-GmbH & Co. KG https://www.luening.de
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597 Maier Haushaltspflege GmbH http://www.peggy-perfect.de
598 Mannesmannrohren-Werke GmbH https://www.mannesmann.com
599 Manolya Electronics GmbH & Co. KG https://manolya.de

600 Manufactum GmbH & Co. KG https://www.manufactum.de

601 Marc Aurel Textil GmbH https://www.marc-aurel.com
602 MARC Shoes GmbH https://marcshoes.com

603 Mirkischer Zeitungsverlag GmbH & Co. KG https://www.come-on.de

604 Markisches Medienhaus GmbH & Co. KG https://www.moz.de

605 MASTERRIND GmbH https://www.masterrind.com
606 Masterwerk GmbH https://masterwerk.eu

607 Matratzen Concord GmbH https://www.matratzen-concord.de
608 Mattel GmbH https://www.mattel.de

609 MAURER + WIRTZ GmbH & Co. KG https://www.m-w.de

610 Max Knobloch Nachf. GmbH https://www.max-knobloch.com
611 Max Rischart’s Backhaus KG https://www.rischart.de

612 Max Zechbauer Tabakwaren GmbH & Co. KG https://www.zechbauer.de

613 Max-Aumiiller GmbH & Co. KG http://www.max-aumueller.de
614 MayerS Béckerei-Konditorei GmbH & Co. KG https://www.mayer-s.de

615 McCain GmbH https://www.mccain.de

616 McCann Worldgroup Deutschland GmbH https://meccann.de

617 mcs promotion GmbH https://www.mcs-promotion.com
618 Meckatzer Lowenbrau Benedikt Weifs KG https://www.meckatzer.de

619 Mecklenburgische Brauerei Liibz GmbH https://www.luebzer.de

620 MedienService GmbH & Co.KG https://www.medienservice.de
621 MEHLER ENGINEERED PRODUCTS GMBH https://www.mehler-ep.com

622 Meisterbickerei Schneckenburger GmbH & Co.KG https://www.meisterbaeckerei.de
623 Melitta SystemService GmbH & Co. KG https://www.melitta.de

624 Memminger Brauerei GmbH http://memminger-brauerei.de
625 Mensch und Maschine acadGraph GmbH http://www.acadgraph.de

626 merkur frucht Freiburg GmbH http://www.merkurfrucht.de

627 Merz Consumer Care GmbH https://www.tetesept.de

628 Mess- und Regeltechnick Jiicker GmbH http://www.juecker-germany.de
629 Messer Group GmbH https://www.messergroup.com
630 Mestemacher GmbH https://www.mestemacher.de
631 Metallwarenfabrik Marktoberdorf GmbH & Co. KG (tps://www.roesle.com

632 Metro SB-Grofmérkte GmbH & Co. KG https://www.metro.de

633 Meyer Meyer Holding SE Co. KG https://www.meyermeyer.com
634 Meyer Catering Service GmbH http://www.meyer-frankfurt.de
635 Michael Weinig Aktiengesellschaft https://www.weinig.com

636 Microtune GmbH & Co. KG https://www.microtune.com

637 Miedl GmbH https://www.miedl.com

638 Milupa GmbH https://www.milupa.de

639 Minderleinsmiihle GmbH & Co. KG https://www.rosengarten-naturkost.de
640 Mittelbayerischer Verlag KG https://www.mittelbayerische.de
641 moderner Baubedarf Gottfried Wirtz GmbH & Co. KG https://www.mobau-wirtz.de
642 Mondi Bad Rappenau GmbH https://www.mondigroup.com
643 MOORGUT KARTZFEHN VON KAMEKE GmbH & Co. KG https://www kartzfehn.de

644 Muffenrohr GmbH https://www.muffenrohr.de

645 Miiller Backhaus GmbH https://www.muellersbackhaus.de
646 MWB Motorenwerke Bremerhaven AG https://twitter.com

647 mymuesli GmbH https://www.mymuesli.com

648 Nabaltec AG https://nabaltec.de

649 Nagel’s Backstube http://www.nagels-backstube.de
650 Neef + Stumme GmbH & Co. KG Druck und Verlag https://www.neef-stumme.de
651 Nestle https://www.nestle.de

652 Nestlé Health Science (Deutschland) GmbH https://www.nestlehealthscience.de
653 Netzhammer Grosshandelsgesellschaft mbH https://www.netzhammer.de
654 Neue Presse Multimedia GmbH https://www.pnp.de

655 Neues Deutschland Druckerei und Verlag GmbH https://www.neues-deutschland.de
656 Neuwieder Couvertfabrik GmbH https://www.mayer-network.com
657 Nice-Pak Deutschland GmbH https://www.nice-pak.de

658 NL Verpackung GmbH & Co. KG https://www.nl-verpackung.de
659 nobilia-Werke J. Stickling GmbH & Co. KG https://www.nobilia.de

660 Nobis Printen e.K. https://nobis-printen.de

661 NORDBRAU Ingolstadt GmbH & Co. KG https://www.nordbraeu.de

662 Noris Blattgold GmbH https://noris-blattgold.de

663 Norske Skog Walsum GmbH http://www.norskeskog.com

664 NovaPrint GmbH & Co. KG http://www.novaprint-oldenburg.de
665 NTT DATA Deutschland GmbH https://www.nttdata.com

666 Oberbayerisches Volksblatt GmbH & Co. Medienhaus KG https://www.ovb-medienhaus.de
667 Océ Printing Systems GmbH & Co. KG https://cpp.canon

668 Odenwiélder Marzipankonditorei GmbH https://www.odenwaelder-marzipan.de
669 OESTREICHER+WAGNER GmbH https://www.oew.de

670 Ohly GmbH https://www.ohly.com

671 Okle GmbH Grofhandelszentrale https://www.okle.de

672 Olaf Balzer e.K https://baeckerei-balzer.de

673 Olymp Bezner GmbH & Co.KG https://www.olymp.com

674 Onlineprinters GmbH https://www.onlineprinters.de
675 ORAFOL Europe GmbH https://www.orafol.com

676 Orange Jungle GmbH & Co.KG https://www.orangejungle.de
677 Ornua Deutschland GmbH https://www.ornua.com

678 Oskar Bottcher GmbH & Co. KG https://www.obeta.de

679 Ospelt food GmbH https://www.ospelt.com

680 Ostsee Anzeigenblattverlag GmbH https://www.wochenspiegel-online.de
681 OTIS GmbH & Co. OHG https://www.otis.com

682 Otto Nukbaum GmbH & Co KG http://www.nussbaum-group.de
683 OTTO SPANNER GmbH https://www.spanner.de

684 PM Cosmetics GmbH & Co. KG https://www.dermasence.de
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685 PALMBERG Biiroeinrichtungen + Service GmbH https://palmberg.de

686 PAM Sprehe Frischgefliigel- und Fleischhandel GmbH & Co. KG https://www.sprehe.de

687 PANDORA Jewelry GmbH https://m.pandora.net

688 Papyrus Deutschland GmbH & Co. KG https://www.papyrus.com

689 Paul Giinther GmbH & Co. KG https://www.guentherkg.de

690 Paul Lange Co. oHG https://www.paul-lange.de

691 Paul Parey Zeitschriftenverlag GmbH https://www.paulparey.de

692 PE.WE. GmbH https://www.pewe-ideen.com

693 Pernod Ricard Deutschland GmbH https://www.pernod-ricard.de

694 Pesch Backwaren KG https://www.pesch-backwaren.de
695 Peter Backwaren OHG https://www.baecker-peter.de

696 Peter Preimesser GmbH & Co. KG http://www.preimesser.de

697 Pfalz Gebéudereinigung GmbH http://www.pfalz-gebaeudereinigung.de
698 Pfalzgraf Konditorei GmbH https:/ /www.pfalzgraf.de

699 Pfizer Deutschland GmbH https://www.pfizer.de

700 Piasten GmbH & Co. KG http://www.piasten.de

701 Pickenpack Seafoods GmbH https://www.pickenpackseafoods.com
702 Pikeur Reitmoden Brinkmann GmbH & Co KG https://pikeur.shopware.e-shop-direct.com
703 Pinguin Druck GmbH https://pinguindruck.de

704 PIONEER Jeans-Bekleidung GmbH https://www.pioneer-jeans.com

705 Plansee Composite Materials GmbH https://www.plansee.com

706 plentymarkets GmbH https://www.plentymarkets.eu

707 Porcher Industries Germany GmbH https://www.pi-interglas.com

708 PRIMUS international printing GmbH https://www.primus-print.at

709 PRINOVIS Dresden GmbH https://www.prinovis.com

710 print media GmbH & Co. KG https://www.parzeller.de

711 Profi Parts Fahrzeugteile Grofhandelsgesellschaft mbH https://profi-parts.de

712 Protina Pharmazeutische GmbH https://www.basica.com

713 Prysmain Group https://de.prysmiangroup.com

714 Piils-Brau KG http://www.weismainer.de

715 QVC Call Center GmbH & Co. KG https://www.qve.de

716 Radio Frequency Systems GmbH http://www.rfsworld.com

717 RAFI GmbH & Co. KG https://www.rafi.de

718 Raiffeisen Waren-Zentrale Rhein-Main eG https://www.rwz.de

719 RAJAPACK GmbH https://www.rajapack.de

720 RAPUNZEL NATURKOST GmbH https://www.rapunzel.de

721 Rebional GmbH https://www.rebional.de

722 Recyclex https://recylex.cu

723 RedaktionsNetzwerk Deutschland GmbH https://www.neuepresse.de

724 Refratechnik Cement GmbH https://www.refra.com

725 Reh Kendermann GmbH https://www.reh-kendermann.de
726 Rehms Druck GmbH https://www.rehmsdruck.de

727 Reinhard Mohn GmbH https://www.bertelsmann.de

728 Reischmann GmbH & Co. KGaA https://www.reischmann.biz

729 Remsdruckerei Sigg, Hértel u. Co. KG https://remszeitung.de

730 Remstal-Bote GmbH https://www.dhw.de

731 Revell GmbH https://www.revell.de

732 Rheinbraun Brennstoff GmbH https:/ /www.rheinbraun-brennstoff.de
733 Rheinisch-Bergische Druckerei GmbH https: //www.rheinisch-bergische-druckerei.de
734 RHEINPFALZ Verlag und Druckerei GmbH & Co. KG https://www.rheinpfalz.de

735 Richard Borek GmbH & Co. KG https://www.borek.de

736 Richard Bretschneider GmbH https://www.bretschneider.de

737 RICOSTA Schuhfabriken GmbH https://www.ricosta.de

738 Rinklin Naturkost GmbH https://www.rinklin-naturkost.de
739 RITUALS Cosmetics Germany GmbH / /www.rituals.com

740 Robert Bosch Fahrzeugelektrik Eisenach GmbH ps://www.bosch.de

741 Robert Lindner GmbH & Co. KG //www lindner-esskultur.de
742 Réchling Automotive AG Co. KG /'www.roechling-industrial.com
743 Rofa Bekleidungswerk GmbH & Co. KG https://rofa.de

744 ROFU Kinderland Spielwarenhandelsgesellschaft mbH https://www.rofu.de

745 ROHLFS BACKEREI KONDITOREI GmbH https://www.rohlfs-baeckerei.de

746 Roland Meinl Musikinstrumente GmbH & Co. KG https://meinlstickandbrush.com

47 Rosner GmbH & Co. KG https://www.rosner.de

748 Rotkippchen-Mumm Sektkellereien GmbH https://www.rotkaeppchen.de

749 RS Components GmbH https://de.rs-online.com

750 RTS GmbH Gebiudedienstleistungen s:/ /www.rts-gmbh.de

751 Riibezahl Schokoladen GmbH | /www.rk-schoko.de

752 Rudolf Peters Landhandel GmbH & Co.KG / /www.rudolfpeters.de

753 Rudolf Sievers GmbH & Co. KG Partner fiir Technik | [www.rudolf-sievers.de

754 RUF Lebensmittelwerk KG //www.ruf.eu

755 S. FISCHER Verlag GmbH :/ /www.fischerverlage.de

756 Séchsisch-Bayerische Starkstrom-Gerétebau GmbH https://www.sgb-smit.com

757 Saint-Gobain Sekurit Deutschland GmbH & Co. KG https://www.saint-gobain-sekurit.de
758 Salzgitter Mannesmann Line Pipe GmbH / /www.mannesmann-linepipe.com
759 Salzwedeler Baumkuchen GmbH /baumkuchen-saw.de

760 SAMOON-Collection Fashion Concept GERRY WEBER GmbH https://group.gerryweber.com

761 SAUERESSIG GmbH + Co. KG https://www.saueressig-engineering.com
762 Sauter-Cumulus GmbH https://www.sauter-cumulus.de

763 SAXOPRINT GmbH https://www.saxoprint.de

764 Schifer Dein Backer GmbH & Co. KG https: //www.schaefer-dein-baecker.de
765 Schifer’s Brot- u. Kuchen-Spezialititen GmbH & Co. KG https://www.schaefers-brot.de

766 Schindler Deutschland AG Co. KG https://www.schindler.com

767 Schleunungdruck GmbH https://schleunung.com

768 Schmitt Elektrogrofhandel GmbH https://www.fega-schmitt.de

769 SCHMITTS Backstube KG https://www.schmitts-backstube.de
770 Schmitz Nittenwilm OHG https://schmitz-nittenwilm.de

771 Schneider GmbH & Co. KG https://www.schneider-om.com

772 Schneider Versand GmbH https://www.schneider.de

773 Schneider Weisse G. Schneider Sohn GmbH https://schneider-weisse.de

774 SCHULZ FARBEN- UND LACKFABRIK GMBH https://www.schulz-farben.de
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775 Schumacher GmbH https://www.dorothee-schumacher.com

776 Schwarzwilder Edelbranntweinbrennerei Bimmerle KG https://www.bimmerle.de

T Sealed Air GmbH https://www.scaledair.com

778 Sehne Backwaren KG https://www.sehne.de

779 Service-Reisen Heyne GmbH & Co. KG https://www.servicereisen.de

780 Seyfert GmbH https://www.palm.de

781 shoe.com GmbH & Co. KG http://soliver-shoes.com

782 Shopping24 https://www.shopping24.de

783 SIG SAUER GmbH & Co. KG https://sigsauer.de

784 Silbitz Group GmbH https://www.silbitz-group.com

785 Simon-Kucher Partners Strategy Marketing Consultants GmbH https://www.simon-kucher.com

786 SI-Zweirad- Vertriebsgesellschaft mbH https://www.prophete.de

87 Smiths Heimann GmbH https://www.smithsdetection.com

788 Snipes SE https://www.snipes.com

789 SodaStream GmbH https://sodastream.de

790 Solar-Fabrik Aktiengesellschaft fiir Produktion und Vertrieb von solartechnischen | https://www.solar-fabrik.de
Produkten

791 SOLARWATT GmbH https://www.solarwatt.de

792 Solarzentrum Allgéu e. K. http://www.solarzentrum-wiosun.de

793 Spargelhof Schéfer - Bauernladen Spargelhof Schifer GmbH https://www.spargelhof-schaefer.de

794 Spicer Gelenkwellenbau GmbH https://gwbdriveshaft.com

795 Spiegel GmbH https://www.baeckereispiegel.de

796 Spitzner GmbH https://www.spitzner.de

797 Sportl GmbH https://www.sportl.de

798 Staatliche Porzellan-Manufaktur Meissen GmbH https://www.meissen.com

799 Staatliches Hofbrduhaus in Miinchen https://www.hofbraeu-muenchen.de

800 Stadbrotbécker Rott GmbH https://stadtbrotbaecker-rott.de

801 Stadtbéckerei Kamp GmbH https://www.stadtbaeckerei-kamp.de

802 stadtbackerei schultheiss GmbH & Co. KG https://stadtbaeckerei-schultheiss.de

803 Staples Deutschland GmbH & Co. KG https://www.staplesadvantage.de

804 Stark Druck GmbH & Co. KG https://www.stark-gruppe.de

805 Staudigl-Druck GmbH & Co. KG https://www.staudigl-druck.de

806 STEIDL.REISEN GmbH & Co. KG https://www.steidl-reisen.de

807 STEINEL Elektronik GmbH & Co. KG https://www.steinel.de

808 Steinhaus GmbH https://www.steinhaus.net

809 StieberDruck GmbH http://stieberdruck.de

810 STOCKMEIER CHEMIE GmbH & Co. KG https:/ /www.stockmeier.com

811 STOLLWERCK GmbH http://www.stollwerck.de

812 STRATEGY ACTION International GmbH https://www.strategy-action.com

813 Strathos GmbH https://www.strathos-pharma.com

814 Straub GmbH https://www.straub-gruppe.de

815 Siidstern - Bolle AG + Co KG https:/ /www.suedstern-boelle.de

816 Sulzer Pumpen GmbH https://www.sulzer.com

817 Sun Chemical Osterode Druckfarben GmbH https://www.sunchemical.com

818 SuperBioMarkt AG https://www.superbiomarkt.de

819 Swiss Post Solutions GmbH https://www.swisspostsolutions.com

820 Symrise AG https://www.symrise.com

821 Tchibo Coffee Service GmbH https://www.tchibo-coffeeservice.de

822 TDK Europe GmbH https://www.tdk-electronics.tdk.com

823 TECHNOGYM WELLNESS BIOMEDICAL GmbH https://www.technogym.com

824 Teigwaren Riesa GmbH https://www.teigwaren-riesa.de

825 Tektronix GmbH https://www.tek.com

826 Teppich Essers Séhne GmbH http://www.homemarket.de

827 Theo Wormland GmbH & Co. KG https://www.wormland.de

828 Thomann GmbH https://www.thomann.de

829 THOMAS SABO GmbH & Co. KG ps:/ /www.thomassabo.com

830 Thurlénder Salate und Feinkost GmbH //thurlaender.com

831 TJX Deutschland Ltd. Co. KG /www.tkmaxx.de

832 TK Store-Management GmbH /www.jacques-britt.com

833 Toéns GmbH & Co. KG https://www.toens.de

834 TrekStor GmbH & Co. KG http://www.trekstor.de

835 TRINAC GmbH https://trinac.de

836 Trotec GmbH & Co. KG https://de.trotec.com

837 TSS GmbH & Co. KG https://www.tarox.de

838 TYROLIT GmbH https://www.tyrolit.com

839 U. Giinther GmbH https://www.guenther-prepress.com

840 Ubbo’s Backhuus KG https://www.ubbos-backhuus.de

841 Ulmer GmbH https://www.baeckerei-ulmer.de

842 Umicore Metalle Oberflaichen GmbH https://www.umicore.com

843 Ungeheuer + Ulmer KG GmbH + Co. https://www.lkz.de

844 UNICEPTA Gesellschaft fiir Medienanalyse mbH https://www.unicepta.com

845 van Laack GmbH https://www.vanlaack.com

846 Vector Informatik GmbH https://www.vector.com

847 VEM motors GmbH https://www.vem-group.com

848 Verallia Deutschland AG http://verallia.com

849 Vertriebsgesellschaft fiir Tiefbau und Umwelttechnik mbH Co. KG https://www.tvg-tiefbau.de

850 Viessmann Werke Berlin GmbH https://www.viessmann.de

851 vinzenzmurr Vertriebs GmbH https://vinzenzmurr.de

852 VISHAY BCcomponents BEYSCHLAG GmbH http://www.vishay.com

853 Vivaris Getrinke GmbH & Co. KG https://www.vivaris.net

854 Vogt Foliendruck GmbH https://www.vogt-druck.de

855 VollherbstDruck GmbH https://www.vollherbstdruck.de

856 Vorléinder Rothmaler GmbH & Co. KG https://www.siegener-zeitung.de

857 Vorlénder GmbH & Co. KG https://www.vorlaender.de

858 VOSSKO GmbH & Co. KG https://www.vossko.de

859 weco MediaServices Miinchen GmbH & Co KG https://www.w-co.de

860 W.Geiping GmbH & Co KG https://www.geiping.de

861 W.L.Gore Associates GmbH https://www.gore.com

862 WABCO GmbH & Co. OHG https://www.wabco-auto.com
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863 Waden GmbH https://waden.de

864 Walbusch Walter Busch GmbH & Co. KG https:/ /www.walbusch.de

865 Waldemar Behn GmbH http://www.behn.de

866 Walter Linss Nachf. GmbH https://pleiffer-may.de

867 Wanner GmbH Biickerei und Konditorei http://www.baeckerei-wanner.de

868 Weckerle GmbH https://www.weckerle.com

869 WE-Druck GmbH & Co KG https://we-druck.de

870 Wegener KG https://www.wegener-stahlservice.com
871 Weidemark Fleischwaren GmbH & Co. KG https://www.weidemark.de

872 WEILBURGER Graphics GmbH https://www.weilburger.com

873 Weleda AG https://www.weleda.de

874 Wellner - das Modehaus GmbH & Co. KG https://wellner.modehaus.de

875 WEPA APOTHEKENBEDARF GmbH & Co KG https://www.wepa-apothekenbedarf.de
876 Wergona Schokoladen GmbH http://www.wergona.com

877 Wernesgriiner Brauerei GmbH http://www.wernesgruener.de

878 WESER-KURIER Mediengruppe https://www.weser-kurier.de

879 Westfilische Stahlgesellschaft mbH Co. Eisen- und Stahlhandel- KG https://www.ws-stahl.de

880 Westmetall GmbH & Co. KG http://www.westmetall.com

881 WESTPRESS GmbH & Co. KG https://www.westpress.de

882 WIESENHOF Gefliigel-Kontor GmbH https://www.wiesenhof-gastroservice.de
883 Wiesheu GmbH https://www.wiesheu.de

884 Wikana Keks und Nahrungsmittel GmbH https://www.wikana.de

885 Wild Kartoffel- und Zwiebelmarkt GmbH https://www.wild-eppingen.de

886 Wilhelm Rink GmbH & Co. KG https://www.rink-elektro.de

887 WILLY BOGNER GmbH & Co. KGaA https://www.bogner.com

888 Windel GmbH & Co. KG https://www.windel-candy.com

889 Winkels Getrénke Logistik GmbH https://www.winkels.de

890 Winzergemeinschaft Franken eG GWF https://www.gwi-frankenwein.de

891 WIRmachenDRUCK GmbH https://www.wir-machen-druck.de
892 Wucherpfennig GmbH https://www.edeka-wucherpfennig.de
893 zeb.rolfes.schierenbeck.associates gmbh https://zeb-consulting.com

894 Zeitungsverlag Schwerin GmbH & Co. KG https://www.svz.de

895 Zenithmedia GmbH https://www.zenithmedia.de

896 Zeppelin Baumaschinen GmbH https://www.caterpillar.com

897 Zimmermann-Graeff Miiller GmbH https://www.zgm.de

898 7S Verlag GmbH https:/ /www.oetker-verlag.de

899 Zurbriiggen Wohn-Zentrum GmbH https://www.zurbrueggen.de

900 Zwergenwiese Naturkost GmbH https://www.zwergenwiese.de

901 Zwick GmbH & Co. KG https:/ /www.zwickroell.com



Appendix B

Table 2: List of English and German URL paths that were ignored while scraping brand
information of each website

Language Black-listed paths
news
newsletter
press-releases
press-release
job

jobs
job-offers
joboffers
imprint
company
career

careers
quality

brands

services

rights

legal

events
news-events
news-releases
releases

contact
contact-us
job-career
jobs-career
news-media
media
media-release
media-releases
webinars

video

imprint
stellenangebote
karriere

presse
pressemeldungen-zum-unternehmen
newsmeldung
footer
datenschutzerklaerung
datenschutz
German impressum
rechtliches
kontakt
kontakt-uns
kontaktiere-uns
jobs-karriere
news-medien
medien
informationen

English




Appendix C

Table 3: List of HTML elements that were specifically ignored while scraping the text
from brand-related webpages

HTML elements

|[document]| m-search-field-dynamic
aside m-story-teaser-group-dynamic
button nav

cite noscript

dd ol

div option

dl o-website-finder-dynamic
dt picture

em ppc-container

fieldset ppc-content

figure pre

g script

head section

header small

html span

iframe strong

img style

input sup

li svg

link table

main ul

meta video




Appendix D

Attention Head Visualizations

Attention head visualizations of texts in the Tables 6.12 and 6.13 using the bertviz
tool®. For bidirectional models, the same input texts are considered as for unidirec-
tional transfers. Therefore, these visualizations are not repeated in Sections 3 and 4.
Also, the authenticity values of the input text for bidirectional transfers are obtained
without the control token.

1. Less-to-More Transfer

Input Text: Report any condition which you feel could result in an accident or injury
and / or stop work if required
Score: -3.01

BART Transfer: Report any conditions that you think may lead to accident or injury,
and/or stop working when needed
Score: 0.29

T5 Transfer: Report any conditions that you think may result in accidents or injuries,
and /or stop work when required.
Score: 0.32

2. More-to-Less Transfer

Input Text: All changes in my weight and height are okay. Can these values really
show my growth?
Score: 2.39

BART Transfer: All changes in weight and height are ok. Can these metrics tell me
something?
Score: -0.63

T5 Transfer: All the changes in my weight and height are ok - Can these values
actually show my progress?
Score: 1.67

3. Bidirectional Less-to-More Transfer

The input texts here are prepended with ‘~’ (cap/hat) control token to transfer to a
more authentic style.

Shttps://github.com /jessevig/bertviz
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[SEP] [SEP]
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Figure 1: Attention head visualizations of Less-to-More example
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(b) BART Transfer
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Figure 2: Attention head visualizations of More-to-Less example

Input Text: “Report any condition which you feel could result in an accident or
injury and / or stop work if required
Score: -3.01

BART Transfer: Report any situation that you think may cause an accident or injury
and/or stop working when necessary
Score: -0.69
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T5 Transfer: Report any condition that you feel may result in an accident or injury
and /or suspend work if necessary.

Score: -2.58
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[SEP] [SEP]
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Figure 3: Attention head visualizations of Bidirectional More-to-Less Transfer example

4. Bidirectional More-to-Less Transfer

The input texts here are prepended with ‘~’ (tilde) control token to transfer to a less
authentic style.

Input Text: ~ All changes in my weight and height are okay. Can these values really
show my growth?
Score: 2.39

BART Transfer: Any changes to my weight and height can be OK. Can these values
be truly a representation of my growth?
Score: 0.43

T5 Transfer: All my changes in weight and height were ok, they may indeed show
me the growth?
Score: 1.89
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[SEP]
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[SEP]

Figure 4: Attention head visualizations of Bidirectional More-to-Less Transfer example
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