
Otto-von-Guericke University Magdeburg

Faculty of Computer Science

Master Thesis

Explainable Bilingual Text Retrieval in the
Automotive Domain

Author:

Viju Sudhi

March 17, 2022

Advisors:

Prof. Dr.-Ing. Ernesto William De Luca
M.Sc. Sabine Wehnert
Institut für Technische und Betriebliche Information Systems (ITI)
Otto-von-Guericke University, Magdeburg

M.Sc. Andreas Krug
Institut für Intelligente Kooperierende Systeme (IKS)
Otto-von-Guericke University, Magdeburg

Norbert Michael Homner
Value Engineering Connectivity/ Fahrerassistenz/ eMobility
Audi AG, Ingolstadt



Sudhi, Viju:
Explainable Bilingual Text Retrieval in the Automotive Domain
Master Thesis, Otto-von-Guericke University Magdeburg, 2022.



Abstract

To satiate the comprehensive information needs of users, retrieval systems that can reliably
handle more than one language are inevitable in the present digital space in the wake
of ever-rising multilingualism. The recent developments in artificial intelligence and
particularly natural language processing help to build large and complex language models
that can be trained in multiple languages with considerably less training time. However,
these models pose the challenge of explaining the model output to the end-users. The
need for explainable multilingual retrieval systems arises at this juncture. This work
presents Bilingual Text Retrieval Explanations (BiTe-REx) aimed at users performing
competitor or wage analysis in the automotive domain. BiTe-REx, to the best of our
knowledge, is the first-of-its-kind to explain bilingual retrieval premises. Our system
handles queries related to the automotive domain in both English and German. BiTe-REx
then retrieves relevant bilingual documents in English and German, given user queries.
The system, thereby, supports users to gather a more comprehensive picture of their query
by retrieving bilingual results regardless of the query language. This enables them to make
a more informed decision by exposing how the underlying model judges the relevance of
documents. We present in the thesis how dense vector representations can be learned from
automotive document collections and how they outperform the general-purpose embedding
models. We also study how related the explanations the system provides are with the
human-annotated ground truth. With an elaborate user study, we conclude that the users
find the explanations significantly understandable and also helpful to perceive the different
factors that contributed to the bilingual document retrieval.
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1. Introduction

The information need of users is usually expressed in their mother tongue although they
can speak and search for information in different languages. When they pose queries in
different languages even when the queries semantically mean the same, common search
engines yield a different number and different order of relevant search results. Consider a
user in the automotive domain who wants to gather information about the advanced driving
features. For example, the user searches for “automatische Notbremsung" in German. For
this query, the user receives search results mostly in German at least on the first results
page. But this is not the case when (s)he searches for the English equivalent of the same
query “automatic emergency braking" in the same search engine. To validate this, we
present a Google search for the German query that yields only 110K search results (see
Figure 1.1) while its English counterpart receives a whopping 45M results (see Figure 1.2).

When this can be argued as a direct implication of the less availability of online content in
languages other than English, it irrevocably poses a question of whether the search results
did justice to the comprehensive information need of the user. The user should not miss
out on relevant results just because the information is not available in English. The issue
becomes more significant in a domain-specific professional search engine where the user
searches for relevant information in a huge number of documents with less regard to the
query language.

An equally intriguing question in conjunction with this discussion is whether the search
results that common search engines present to the user are explained reasonably well.
The explanations to a retrieval task can enable the user to assess the search results and
can understand the factors that contributed to their retrieval. In the multilingual retrieval
perspective, if the system retrieves an English document for a German query, does the
system also explain why the document in this foreign language was retrieved? Does the
system also consider the possibility of the user is just a novice in this foreign language and
tailor the explanations accordingly?

These premises call for explainable multilingual retrieval systems.
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Figure 1.1: Search results for the DE query “automatische Notbremsung" in a Google
search. The search engine yields a total of 110K search results. The results on the first
page are in German.

Figure 1.2: Search results for the EN query “automatic emergency braking" in a Google
search. The search engine yields a total of 45M search results. The results on the first page
are in English.
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1.1 Motivation
This section describes shortly why we need a multilingual retrieval system and an explain-
able retrieval system.

Multilingual retrieval system

According to a recent statistic [43], 25.9% of the web pages available online are in English,
followed by Chinese with around 19.4% and the remaining languages with much lower
percentages (see Figure 1.3). Though this should not come by surprise owing to the
immense spread and use of English across the globe, it is interesting to read these figures
along with the percentage of internet users from the same statistic. More than half of the
world’s internet users come from Asia where English is not the native language. Even
more interesting is the fact that the native English speakers only account for around 16% of
the internet users (see Figure 1.4). Nevertheless, English is the most used language online.

English

Chinese

Spanish

Arabic

Rest of the languages

25.9%

19.4%
7.9% 5.2%

41.6%

Figure 1.3: Distribution of languages used in web pages. Source: [43].

Asia

Europe

Africa

America and Caribbean

Rest of the world

53.4%

14.3%

11.5%

16.3%
4.5%

Figure 1.4: Distribution of internet users. Source: [43].

This points towards the direction of "the digital language divide" [108], where the author
asserts that “the internet, far from our common notion of it being infinite, is just as big as
the language we speak". This can lead to an inequality of information available online and
in even worse cases can lead to an inequitable treatment of people speaking uncommon
languages. From the perspective of information retrieval (including general-purpose or
domain-specific searches), the users do not obtain reliable results to the searches if their
query language is uncommon. This is also supported by a recent statistic by the European
Commission [20] that shows 44% of the internet users in Europe “feel they are missing
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interesting information because web pages are not in a language that they understand". At
this juncture, as observed by Bego and Droemann [9], we should accept the “flourishing
multilingualism" in the digital space and strive to make it more inclusive and accessible.
This idea applies to even a domain-specific search system that should be devised to
transcend the boundaries of language.

Explainable retrieval system

With the advance of artificial intelligence (AI) and particularly natural language processing
(NLP) in recent years, we can now train complex language models (with over billions of
parameters) to learn different languages from large corpora of text [107] with extended
computational resources [18]. These models perform relatively better than their classical
counterparts at various downstream tasks, however, at the cost of their explainability to the
end-user. Recently, with transparency identified as a key factor in labelling an AI system
trustworthy [2], more effort has been put into explaining these so-called black-box models
to build users’ trust [67]. The user once made aware of why a particular decision has been
made by the AI, tends to rely more on the system [3]. Sharing the same idea, Arrieta et al.
[6] observed that the various performance metrics are not necessarily the only measure
for adopting AI in science and society but also its ability to explain why it resulted in a
decision or how it responds if a feature value changes in a particular direction.

Luo et al. [56] observed that there has been significant work ongoing in NLP in the field
of explaining model predictions to the user - particularly in question-answering systems,
sentiment analysis and text classification tasks [8, 26, 29, 55, 59, 94, 96]. However, Verma
and Ganguly [101] argued that there has been relatively less consensus in explaining an
information retrieval system. It is even more intriguing to note that explaining multilingual
retrieval has not been particularly explored yet.

Bilingual Text Retrieval Explanations (BiTe-REx)

This thesis presents Bilingual Text Retrieval Explanations BiTe-REx1, which to the best
of our knowledge is the first of its kind to explain a domain-specific bilingual retrieval
task. The system aids users in the automotive domain to perform an effective competitor
or wage analysis. For a given query, the users are presented relevant bilingual results
from various automotive web pages. This enables them to comprehensively understand
the new business ideas and strategies being adopted in the competing organizations and
also benefits in computing the overall cost of a project. The explanations presented by the
system further help the users to make a more informed decision on these tasks.

The thesis also focuses on training different models to encode natural language to dense
vector representations. A comprehensive evaluation of the different methods to achieve
this is also presented. In the light of the literature survey, it is also observed that there are
very few large scale models [42, 95] trained with data from the automotive domain.

The main contributions of this thesis are summarized below.

• We develop an explainable bilingual retrieval system which arrives at explanations by

1available on https://github.com/vijusudhi/bite-rex

https://github.com/vijusudhi/bite-rex
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– analyzing the term co-occurrences in the underlying train corpus,
– examining how the terms’ associations learned by the model agree with these

co-occurrences,
– presenting how the learned associations help the model to identify the significance

of terms in bilingual retrieval, and
– visualizing the representation space of the query and document vectors exposing

the contextual differences learned by the model.

• The thesis defines evaluation metrics to validate the explanations provided by the
system against human-annotated ground truth, taking into account the variance of
human-provided relevance judgements.

• We conduct an elaborate user study aimed at evaluating how understandable and
helpful are the proposed explanations.

1.2 Industrial use case
This section briefly describes the industrial use case addressed by this thesis. The thesis
aims at users in the automotive domain performing competitor and wage analysis.

• Competitor Analysis: It is typical in most industries to perform a competitor analysis
before either the conceptualization or launch of a product or service. The activity
attempts to understand the new business ideas, products or services and strategies
being developed or adopted in the competing organizations. Consider an example
when company A wants to develop a new driver assistance feature - take adaptive
cruise control (ACC) as an instance. Company A seeks to know if any of its competing
organizations have developed (or are developing) new features related to ACC. This is
mostly found in the web pages of the corresponding organizations, especially in their
media sites. This information can help company A either to improve their concept or
adopt technologies that are not yet available on the market. However, the company
(often) lacks an in-house domain-specific search system that can yield relevant search
results. The hurdle also increases when the employees performing the analysis resort
to a particular language for their search but the required information is only available
in a different language in the competing organizations’ websites. This is where a
multilingual text retrieval system designed particularly for the domain (and possibly
for the respective task) can be useful.

• Wage Analysis: To analyse the cost of a project, the original equipment manufacturers
(OEMs) perform an extensive wage analysis. The wage analysis tries to find out the
wages offered by the different suppliers of an OEM. This can help the OEM to fix the
amount of work to be done in the project and also to compute the overall cost of the
project. For example, an OEM would like to know what range of wages a “functional
safety engineer" is offered by the suppliers. The average wages of these engineers
affect the worth of the project. This search should also include results for “Funktionale
Sicherheitsingeneur/-in" to give a comprehensive picture of the regional market. This
again demands a domain-specific search system that can handle queries of multiple
languages and retrieve bilingual results from web pages of different organizations.
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1.3 Research questions

The thesis poses the following four research questions. This section introduces the ques-
tions and describes the evaluation phases we design to address these questions.

Research Question 1: How good are static and contextual embeddings trained
on a domain-specific dataset in comparisonwith general-purpose embeddings?

The text in natural language can be encoded to vector representations using static and
contextual embedding models. While the static embedding of a word does not vary
depending on the context in which the word occurs, the contextual embeddings vary
depending on the context. In this thesis, we first collect bilingual automotive documents
and train static and contextual embeddings with this data. After we train the embeddings,
we compare the performance of the trained embedding models with the general-purpose
embeddings which are trained using documents from different domains. In Section 8.1, we
present a detailed evaluation to answer this research question.

Research Question 2: How do retrieval results vary with the trained static and
contextual embeddings in the premise of bilingual text retrieval?

The trained embeddings are used to retrieve relevant bilingual documents from document
collections in the automotive domain. The models should retrieve relevant documents in
English and German irrespective of the query language. In Section 8.2, we evaluate how
the retrieval performances vary when we use static and contextual embeddings. We extend
this evaluation in Section 8.3 where a set of users analyses if the documents retrieved by
the embedding models are relevant to the search query.

Research Question 3: Are explanations from static and contextual embeddings
relatable to the human judgement?

The proposed system BiTe-REx explains the bilingual retrieval premise with the help
of different explanation techniques. These explanations can also vary depending on the
embeddings used in the system. As a user, we have our intuitions to explain why a
document was retrieved by a model. It will be interesting to compare the explanations
provided by the system and the explanations conceived by the users. A detailed comparison
of these explanations and a further discussion of this research question is presented in
Section 8.3.

ResearchQuestion 4: Would users prefer an explainable retrieval interface over
a normal interface incapable of providing explanations?

In order to prompt the users to continue using an explainable search system, the users
should primarily be able to understand the explanations the systems provide. The presented
explanations should also help the users to perceive the different factors that have contributed
to document retrieval. These facets are evaluated with the help of a user study which we
present in Section 8.4.
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Collecting bilingual
automotive data

Retrieving using 
bilingual embeddings

Explaining the 
bilingual retrieval task

Phase 1: Intrinsic evaluation

Obtaining
bilingual embeddings

Phase 2: Extrinsic evaluation

Phase 3: Quantitative evaluation

Phase 4: Qualitative evaluation

Chapter 4
(Section 4.1)

Chapter 5

Chapter 6

Chapter 4
(Section 4.2 to 4.5)

Chapter 8
(Section 8.1)

Chapter 8
(Section 8.2)

Chapter 8
(Section 8.3)

Chapter 8
(Section 8.4)

Bilingual Text Retrieval Explanations
BiTe‐REx

Chapter 7

Figure 1.5: Thesis chapters following the workflow

1.4 Structure of the thesis
The three focal points of the thesis are (i) the different embedding models, (ii) information
retrieval and (iii) explainable retrieval. In Chapter 2, we explain the technical background
of these concepts. This is followed by Chapter 3 where we detail the existing work in these
respective areas.

The structure of the thesis from Chapter 4 follows the pipeline we devised for implementing
the prototype (see Figure 1.5). We start with collecting the bilingual automotive documents
to train our static and contextual embedding models. This is presented in Chapter 4. We use
the trained bilingual embeddings to retrieve relevant bilingual automotive documents from
different document collections. The different retrieval techniques we adopt are presented in
Chapter 5. The thesis also devises different explanation techniques to explain the bilingual
retrieval task. These explanations are discussed in detail in Chapter 6.

We present our final implementation referred to as BiTe-REx in Chapter 7. In this chapter,
we show how the three components discussed in the previous chapters together compose
the system.

We carry out four phases of evaluation to evaluate each component of our system and
then conduct an elaborate user study to qualitatively assess the system. These phases of
evaluation are discussed in Chapter 8. This chapter ends with a discussion that answers the
research questions posed by the thesis. We conclude the thesis and present the limitations
and future work in Chapter 9.





2. Background

This section presents the background of the different word representations and the ways
to train them, followed by a description of how to use them in information retrieval
systems replacing the classical retrieval techniques. A brief introduction to explainable AI
particularly in the field of NLP is also presented.

2.1 Word embeddings
The initial but one of the most challenging concerns in the field of NLP is to translate the
language as we know it to what computers can process (or to put it plainly, an array of
real-valued numbers). This also arises from the fact that we should be able to perform
operations (such as taking the sum or product, etc.) on the resulting word representations.
Though discrete representations including one-hot vectors are easy to interpret, they suffer
from reasoning about the real world by not always inferring the desired meaning of the
encoded natural language [14]. Instead, the distributional hypothesis proposed by Harris
[37] says if two words are similar, they tend to occur in similar linguistic contexts. This
idea was further popularized when Firth [32] noted that “one shall know a word by the
company it keeps". The word embeddings since the late 2010s account for this general
idea [31, 90].

The Neural Network Language Model (NNLM) introduced by Bengio et al. [11] yielded
word embeddings as a by-product of training a neural network. However, this network
was considerably complex owing to the non-linear hidden layer and an expensive softmax
computation. The attempt to resolve this challenge further paved the way for the static and
contextual embeddings as presented below.

2.1.1 Static embeddings

Mikolov et al. [63] introduced the seminal Skip-Gram (SG) and Continuous Bag-of-
Words (CBOW) models (called word2vec) and replaced the non-linear layer of NNLM
with a linear layer. The expensive softmax computation was handled with either an
inexpensive hierarchical softmax or a more efficient negative sampling (introduced by
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Mikolov et al. [65]). The resulting word vectors captured both syntactic and semantic
relationships between words. These models benefited from their simple architectures and
the consequential less training time.

word2vec - Skip-gram model

The skip-gram model is trained to predict the probabilities of a word being a context word
for the given target with the training objective of reducing the loss defined in Equation 2.1.

Figure 2.1: word2vec - Skip-Gram model. Source: [104]

Jθ =
1

T
·

T∑
t=1

∑
−n≤j≤n,n̸=0

log p(wt+j|wt) (2.1)

where, T is the length of the text in the instance, n is the window size and wt is the word at
index t. The probability of word wt+j given the word wt denoted as p(wt+j|wt) computed
according to Equation 2.2.

p(wt+j|wt) =
exp(v⊤wt

v
′
wt+j

)∑
wi∈V exp(v⊤wt

v′
wi
)

(2.2)

Training an SG model is achieved by a neural network architecture as illustrated in
Figure 2.1. The model learns to predict one output context word using one input word at a
time. The different layers of the network are described below.

• Input layer has a one-hot vector x⃗ for the input word. If the vocabulary size is V , the
one-hot input vector has 1 in the corresponding index of the word and 0 in the other
indices.

• Hidden layer has linear neurons with no activation function. The hidden layer is
represented by an embedding matrix W of size V X N , where N is the intended
number of features (or dimensions) of the word embeddings. This is a hyper-parameter
one can set and is usually set to 300 for word2vec embeddings.
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• Output layer yields the one-hot encoded context word vector y⃗ . If the words belong
to the same context, we get similar output vectors. The columns in W ’ encode the
context for each word in the vocabulary. This matrix is still different from W , which
has the vocabulary words in its rows.

word2vec - CBOWmodel

Unlike the skip-gram model, the continuous bag of words model predicts a target word
from multiple input context words. This is achieved by the training objective as given in
Equation 2.3, where the probability of words is computed according to Equation 2.2.

Figure 2.2: word2vec - Continuous Bag-of-Words model. Source: [104]

Jθ =
1

T
·

T∑
t=1

∑
−n≤j≤n,n ̸=0

log p(wt|wt−n, ..., wt−1, wt+1, ..., wt+n) (2.3)

As illustrated in Figure 2.2, there are multiple context words as input to the CBOW model.
The input vector of these words are multiplied with the embedding matrix W and then
averaged. This averaging stage smoothens over a lot of the distributional information and
hence the CBOW model is claimed to be better for small datasets.

Efficient softmax computation

The denominator of Equation 2.2,
∑

wi∈V exp(v⊤wt
v

′
wi
) demands computing the exponential

over all the words in the vocabulary. This results in higher training time and higher
computational costs with a complexity of O(V ). To avoid this, a more efficient computation
of softmax probabilities is proposed. These methods particularly include hierarchical
softmax [63] and negative sampling [65].
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• Hierarchical softmax transforms the output softmax layer into a tree hierarchy. The
vocabulary of the corpus is organized as a binary tree such that all nodes have only
two leaves. For example, a Huffman tree organizes words in the tree such that the
frequent words form the shallower layers and the less frequent words form the deeper
layers. The number of nodes is equal to the number of words (leaves) - 1. This helps in
training only with a handful of outputs in each instance and not the entire vocabulary.
The computational complexity is thereby reduced to O(log2V ).

• Negative sampling involves each training instance modifying only a small percentage
of the weights of the words in the vocabulary instead of all of them. This is achieved
by randomly selecting just a small number of negative words (the words which do
not belong to the output words, given the target word) while updating the weights,
in addition to updating the weights for the positive word (the word which belongs
to the output words, given the target word). Instead of V words, negative sampling
demands an update of only n+ 1 words, where n is the number of negative samples.
The negative samples are selected from a uni-gram distribution where more frequent
words are more likely to be selected as negative samples.

Global Vectors (GloVe)

Pennington et al. [72] claimed that word2vec models did not make use of the global
co-occurrences of the corpus, but rather looked at local context windows while training.
They, in turn, proposed Global Vectors (GloVe) which tried to bring the best of both worlds
- global matrix factorization methods (such as Latent Semantic Analysis) and local context
windows (such as word2vec). When the former exploits the global statistics of the corpus,
the latter helps in yielding an optimal representation space that fits well for different word
analogy tasks.

fastText

Later, Bojanowski et al. [12] argued that exploiting sub-word information could enhance
the representation power of word vectors. This was established by Joulin et al. [47] with an
over-the-benchmark performance of fastText vectors on sentence similarity tasks. These
vectors significantly help morphologically rich languages having a lot of inflexions and
also in learning reliable representations for rare (or even out-of-vocabulary) words.

Problems with static embeddings

Though the static word embeddings outperformed the then benchmarks for many NLP
tasks, the idea of restricting a word with a single real-valued vector does not hold good
when it comes to polysemous words. For example, static embedding models learn a single
vector for the word apple even if it appears in the context of fruits or in the context of
companies or electronic products. As Wang et al. [103] discussed, a lot of work went in
the direction of resolving polysemy while representing text with static embeddings. A few
among them include the following: Reisinger and Mooney [80] learned context-dependent
representation for words after clustering the occurrences of words in the corpus; Chen
et al. [16] exploited the available large knowledge bases to learn both the representation
and disambiguation of word senses jointly; and Neelakantan et al. [68] extended the SG
model to a Multi-Sense Skip-Gram model which learns a global vector for each word with
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different sense vectors (the number is defined by a hyper-parameter K) and associated
them with context clusters.

However, the more efficient approach to disambiguate polysemous words and to capture
the semantics of a language is to learn word embeddings depending on the context in
which the words occur. This is achieved by contextual embeddings.

2.1.2 Contextual embeddings

McCann et al. [60] argued that words hardly occur in isolation in natural language, as
opposed to the bag-of-words approach in static embeddings which do not take into ac-
count the order of words. They suggested that any means to learn word representations
considering the context in which the words occur would enrich the representation. The
authors proposed Context Vectors (CoVe) which are essentially the outputs from a Long
Short Term-Memory (LSTM) encoder trained for machine translation. The model takes
GloVe word vectors as input and the two-layer bi-directional LSTM further enriches them
with the word contexts. Peters et al. [74] proposed Embeddings from Language Models
(ELMO) where each word is represented by a vector resulting from bi-directional language
models trained on different tasks. The authors suggested that the vectors can be used in
downstream tasks following task-specific weighting. Universal Language Model Fine
Tuning (ULMFiT) proposed by Howard and Ruder [40] initially pre-trained a language
model on a very large corpus and then fine-tuned the resulting vectors for the downstream
tasks. The model significantly outperformed different text classification tasks.

Transformers

Most of the discussed language models using Recurrent Neural Networks (RNNs) or
LSTMs to capture the context of the word in a sentence suffered from long-term depen-
dencies in their model architectures. Vaswani et al. [99] proposed transformers utilizing
an attention mechanism that reduces the path lengths from the encoder to the decoder
thereby avoiding the bottleneck of long-range dependencies found in RNNs. This also
facilitates parallel training which significantly reduces the computation steps while training
the model. Table 2.1 details these differences.

The input text (or sequences of them) are initially tokenized to individual tokens. These
tokens are then converted to embeddings. In addition, positional encoding is added to
determine the position of each token in the sequence. The resultant input vectors are fed
to the encoder stack comprising of N identical layers of multi-head attention layers and
feed-forward layers - each with residual connections and layer normalization. Likewise,
the decoder stack has the same layers plus a multi-head attention layer over the output
of the encoder stack. The point-wise feed-forward networks are applied to each position
separately and identically. The architecture is illustrated in Figure 2.3.

While encoding an individual token, the attention layers (see Figure 2.4) determine how
much importance should be placed on the other tokens of the sequence. This is achieved
by taking a query Q (from the target sentence) and finding the most similar keys K
corresponding to the values V (from the source sentence). Attention scores are computed
according to Equation 2.4. Here, the scaled dot product (with a scale

√
n) between Q and

K returns how similar the keys are, which when further multiplied with V returns how
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Table 2.1: Differences between language models based on RNNs and transformers

Language models based on
RNNs

Transformers with attention
mechanism

Dependencies Long-range dependencies are
problematic.

Attention in transformers helps
the decoder to weigh the differ-
ent tokens in the encoder differ-
ently. Hence, dependencies turn
shorter.

Training steps Higher number of training steps Lower number of training steps.

Parallel compu-
tation

The sequential nature or recur-
rences in the model prevent par-
allel computation.

There are no recurrences in the
model and hence it enables par-
allel computation.

Gradients The model suffers from gradi-
ent vanishing and explosion.

There is no gradient vanishing
or explosion in the model.

Figure 2.3: Architecture of transformers. Source: [99]
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similar the values are corresponding to the similar keys. Computing softmax over these
scores converts them to probabilities ranging between 0 and 1. These attention scores are
further refined by multi-head attention where each head of the attention layer enables the
model to attend to tokens in different positions in the sequence.

attention(
#»

Q,
#»

K,
#»

V ) = softmax

(
#»

Q · #»

K√
n

)
· #»

V (2.4)

Attention can be either self-attention or inter-attention and can be optionally masked to
prevent attending to a particular region of tokens. The transformers employ all these
attention layers in its encoder and decoder stacks. This is shortly discussed below.

• In the encoder stack, the attention layers attend to both the past and future tokens
of the sequence. However, the triplet Q,K, V comes from the input sequence from
within the encoder. This is unmasked self-attention.

• In the decoder stack,

– there are attention layers that attend to only the past tokens of the sequence within
the decoder. This is achieved by masking all the future tokens. This is masked
self-attention.

– there are also attention layers which take Q from the decoder sequence and the
K,V from the encoder sequence. Here, with inter-attention the decoder attends
to the most important tokens in the encoder while decoding a token.

Figure 2.4: Attention layers in transformers. Source: [99]

With the advent of transformers, there emerged a plethora of language models built on top
of them. The most notable contenders were (i) the Generative Pre-training Model (GPT)
[78] which exploits the decoder stack of the transformers and (ii) the Bidirectional Encoder
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Representation from Transformers (BERT) [25] which instead exploits the encoder stack.
Since GPT uses the decoder which masks the future tokens in the self-attention layer, a
token can only attend to the previous tokens and not the future ones. However, BERT has
the advantage of attending to both the past and future tokens which the authors claimed as
a possible reason for it attaining better performances in sentence-level tasks in comparison
to GPT.

Bidirectional Encoder Representation from Transformers (BERT)

BERT initially pre-trains the transformers encoder stack with Masked Language Modelling
(MLM) and Next Sentence Prediction (NSP) tasks and then further fine-tunes the stack
for various downstream tasks such as text classification, sentiment analysis, question
answering, etc. The motivation for this two-phase training scheme is to train general
pre-trained models (and to make them publicly available) with a very large number
of documents while retaining the next stage of fine-tuning as a rather simple training,
demanding fewer amounts of data.

Figure 2.5: Pre-training and fine-tuning with BERT. Source: [25].

The pre-training tasks illustrated in Figure 2.5 are detailed below.

• Masked language model: To learn the context of tokens (or words), BERT employs
MLM and tries to predict randomly masked tokens in its input sequences. This helps
the model to capture both the syntactic and semantic information of the tokens. MLM
randomly masks 15% of the tokens in each sequence. Each of these masked tokens is
then,

– replaced with the special token [MASK] with 80% probability,
– replaced with a random token with 10% probability, and
– retained as the same token with 10% probability.

• Next sentence prediction: BERT also proposes NSP where the model is fed two input
sentences a and b and is trained to output a binary label = 0 IsNext, if b is the next
sentence of a and label = 1 IsNotNext, if otherwise.
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• The pre-training loss is the sum of the mean MLM likelihood and the mean NSP
likelihood.

Recently, Yang et al. [106] claimed the special tokens introduced during pre-training BERT
models including [MASK] create a discrepancy between the pre-training and fine-tuning
stages since such tokens are never confronted in a real-life downstream task. The authors
proposed XLNet as a remedy that employs a generalized auto-regressive pre-training with
a permutation language modelling objective. This helps XLNet to learn the bidirectional
context in the text not at the cost of corrupting the data with special tokens. The authors
found their model outperforming BERT in various NLP tasks.

Though there are many emerging transformers-based architectures, BERT and its variants
are still widely used for various downstream tasks including information retrieval which is
discussed in the following section.

2.2 Information Retrieval
Manning et al. [58] formally define IR as “finding material (usually documents) of an
unstructured nature (usually text) that satisfies an information need from within large
collections (usually stored on computers)". The following sections analyse each keyword
that builds this definition.

Unstructured data: IR systems handle unstructured data usually in natural language text
and differ from retrieving contents from a database system. The differences in handling
user queries in these systems are presented in Table 2.2.

Table 2.2: Differences between database and IR systems. Abridged from [98].

Database systems IR systems

Query Artificial, complete and re-
stricted queries (for example,
SQL queries).

Natural, incomplete and un-
restricted queries (for exam-
ple, natural language queries in
search engines).

Documents Structured Unstructured

Matching Looks for records with exact
match. Only looks if the terms
in the query are present or not.
No ranking is involved.

Looks for documents with par-
tial or best matches. Even if
the document partially matches
the query, returns the document.
Ranking is involved.

Sensitivity Sensitive to errors in queries.
Documents are not fetched in
case of errors.

Insensitive to errors in queries.
Documents may still be fetched
in case of errors.

Model Deterministic (for example, re-
lational models)

Not deterministic (for example,
vector space models)

User’s information need: It is interesting to note the paradox of finding out about by
Hjerppe [39] which states that there is “a need to describe that which you do not know in
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order to find it”. This rightly applies to an IR system which starts at the lack of (some)
information of a user (which forms his information need) prompting him however to
formalize this in order to fill his information gap. This formalization can vary from being
highly concrete to being very vague. Once the user formalizes his query, he resorts to
retrieval models to return relevant documents.

Depending on the query language and the document language, we can classify retrieval
systems into different categories. The common retrieval systems handle queries and docu-
ments in the same language. When the documents and queries are not in the same language,
there emerges multilingual and cross-lingual retrieval approaches. As discussed by Sorg
and Cimiano [91], multilingual retrieval (MLIR) systems retrieve documents in more than
one language and also include the documents in the query language. However, cross-
lingual retrieval (CLIR) systems retrieve documents in a language other than the query
language. For example, consider a query in EN. An MLIR system retrieves documents in
EN and other available languages, while a CLIR system retrieves documents only in the
other available languages. Sorg and Cimiano [91] also state that MLIR is inherently more
difficult than CLIR. A bilingual retrieval system is a multilingual retrieval system capable
of handling two languages.

We can also classify retrieval systems based on the nature of their retrieval. The three
different retrieval models - boolean retrieval, ranked retrieval and probabilistic retrieval are
worth exploring. Table 2.3 presents an overview of how these models present results to the
user.

Table 2.3: Differences between different retrieval models

Boolean model Ranking model Probabilistic model

Idea Checks if the docu-
ments match the query
or not.

Orders the documents
by their relevance to
the query.

Computes the proba-
bility of a document
being relevant to a
given query.

Ranking No ranking is involved.
A document is either
retrieved or not by the
model.

Ranks documents us-
ing similarity scores.
Higher the similarity
score, higher the rank.

Ranks documents us-
ing probability rank-
ing principle. Higher
the probability, higher
the rank.

The most commonly used retrieval model is the vector space model which is described
below.

Retrieval using vector space model

The vector space model (VSM) represents documents (and queries) as vectors d⃗ in a
space defined by the terms t as different dimensions (see Equation 2.5). The value of the
document vector indicates the association of the term with the document.
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d⃗ =


w1

w2
...

wN

 (2.5)

These term weights (wi in Equation 2.5) can be denoted by one or more of the following
weights.

• term frequency tft,d, defined as the number of occurrences of term t in the document
d,

• document frequency dft, defined as the number of documents where the term t occurs,
and,

• inverse document frequency idft, defined as the inverse of document frequency dft.

The most common approach is to combine tft,d with idft such that the resulting term
weight merits the local contribution of the term in the documents and demerits the global
contribution of the term in the collection of the documents. This is motivated by the Zipf’s
distribution which says terms which are more frequent in the document collection (for
example, articles such as a, an, the and words such as for, that, etc.) are less informative
than those words that occur rarely. The combination of these weights usually normalized
by a factor norm is given as,

wt,d =
tft,d · idft
norm

(2.6)

where, the usual variants of tft,d, idft and norm with a total of N documents in the
collection are,

tft,d =


tft,d,

1 + log(tft,d),

0.5 +
0.5 · tft,d
max(tft,d)

idft =



1,

log
N

dft
,

max(0, log(
N − dft

dft
)

norm =



1,∑
i wi,d,√∑

i w
2
i,d,

maxi(wi,d)

Though tf − idf is a simple but efficient approach to retrieve and rank documents, it does
not consider word syntax (such as word order, sentence structure, etc.) or word semantics
(such as meaning, polysemy, etc.). This can be solved by the retrieval of documents using
word embeddings.

Retrieval using word embeddings

The static and contextual embeddings capture semantics and syntax of the words, unlike
tf − idf vectors, as discussed in Section 2.1. They differ from the classical VSM as shown
in Table 2.4.
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Table 2.4: Differences between retrieval using vector space model and word embeddings

Vector space model Word Embeddings

Dimensions Terms Learned by the model
Vectors Documents Terms (or words) or sentences
Semantics Not captured Captured

Similarity metrics

In the retrieval task, initially, the query and the documents are vectorized using Equation 2.6
for VSM or using the word embedding models. The similarity between these vectors is
then computed. The documents with higher similarity scores are ranked higher. The
different similarity metrics are presented in Table 2.5 with cosine similarity being the most
commonly used.

Table 2.5: Different similarity metrics

Metric Computation with vectors of length N

Based on Euclidean distance sim(q, d) =
1

1 +
√∑N

i=1(wq,i − wd,i)2

Dot product sim(q, d) =
∑N

i=1(wq,i · wd,i)

Cosine similarity sim(q, d) =

∑N
i=1(wq,i · wd,i)√

(
∑N

i w2
q,i)(
∑N

i w2
d,i)

Most of the retrieval systems present the relevant results to the user and ends the cycle.
If the retrieved results can not fetch the users’ information needs, the users re-formulate
the queries (now in the light of the retrieved results) to retrieve more relevant (or specific)
results. However, until recently there have been very few discussions on the retrieval
systems attempting to explain why these documents were retrieved. This is the aim of the
emerging field of explainable AI which is discussed in the next section.

2.3 Explainable AI

As defined by Samek et al. [83], explainable AI (xAI) is “a sub-field of AI, focused on
exposing complex AI models to humans in a systematic and interpretable manner". Though
the classical decision trees and regression models are inherently interpretable, the recent
deep learning models have “nested non-linear structures" making them almost black-boxes
when it comes to explaining the model decisions to the end-user.

The explanations can be classified based on different criteria. The commonly used classifi-
cation criteria as discussed by Luo et al. [56] and Danilevsky et al. [24] are summarized
below.
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• Depending on whether the explanations are specific to the underlying model or not:
Model-agnostic explanations do not explain the working of a specific model, but
explain the model predictions by examining the input instances and the corresponding
model outputs. On the other hand, model-specific explanations attempt to expose the
working of a specific model to the end-user.

• Depending on which instances are explained: Local explanations explain a partic-
ular instance (or a set of instances) while global explanations consider all potential
instances while explaining the model output.

• Depending on when the instances are explained: A self-explaining model explains
the instances right when the model predicts the output, while post-hoc explanations
explain model outputs after the model has predicted them.

Explanation techniques

Danilevsky et al. [24] surveyed the state of xAI in NLP and found an overview of explana-
tion techniques. The most relevant from this survey are detailed below.

• Feature importance: By identifying the importance of different input features on the
model output, one can intuitively explain the model behaviour. These input features
can be lexical features such as words or tokens, or latent features learned by the
network.

• Surrogate model: When the model to be explained is very complex, one can ap-
proximate the model with a simpler easily interpretable surrogate model. Though
the fidelity of such approximate explanations is a concern, they seem to reasonably
serve the purpose of explaining the model outputs to the end-user. Local Interpretable
Model-Agnostic Explanations (LIME) [81] is a very common example for this. LIME
explains black-box model predictions by approximating the complex model as a more
interpretable linear one.

• Example-driven: To explain a particular instance, the example-driven techniques
expose how the model behaves when confronted with other similar instances. Such
explanations can provide insights to the end-users, particularly for question answering
and text classification systems.

A few methods suggested by Luo et al. [56] to explain a model with the discussed tech-
niques are detailed below.

• Input perturbation: To compute feature importance on a lexical level, each word
or token in the original text is removed or perturbed and the resulting change in
performance (for example, similarity scores) is measured. The features which yield
larger drops in the performances are then identified as more important than the other
features.

• Attention weights: Feature importance can also be understood from the way the model
attends to the different input tokens. This can be learnt by examining the attention
weights (if the model employs some kind of an attention mechanism). Though the
tasks including sentiment analysis and neural machine translation often employ such
attention-based feature importance explanations, the explanations based on attention
weights do not always fit for all the tasks to explain the model output [44, 86].
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• Attribution methods: In this approach, the important input features are analyzed by
examining the gradients of the model (for example, DeepLIFT [88] and Layerwise
Relevance Propagation (LRP) [7], etc.) or by looking at the hidden states of the
model. Such explanations pose the question of whether they are comprehensible to a
non-technical end-user just as how they are to a user with technical expertise in this
domain.

Evaluation of explanations

There is hardly any agreement on a standard way to evaluate the explanations provided
by a system [24]. The evaluation of explanations can vary depending on the nature of
explanations and also on the end task. The commonly observed evaluation measures are
detailed below.

• Human evaluation: This involves a set of human annotators who annotate the various
instances which are then used to compare with what the model presents as explanations.
Such evaluations suffer from being subjective, which however can be resolved by
reporting how inter-annotator variances were resolved.

• Comparison to baselines: The existing baselines, for example, the systems extending
LIME, can be used to relatively evaluate the explanations presented by a system.
Though such evaluations give quantitative results, it is often a concern to initially
studying if the baseline explanations cater to the needs of the end-user or are compre-
hensible to them.

2.4 Summary
This thesis aims at training static (word2vec and fastText) and contextual embeddings
(architectures based on BERT). These embeddings are then used, as opposed to the
classical VSM, for the bilingual retrieval task at hand. We employ largely model-agnostic
explanations, a few are global in nature and others are local, by exploiting the feature
importance and example-driven techniques. Chapter 4 to Chapter 6 describe each of the
three concepts in detail. The next chapter describes the existing work in these areas.
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This chapter briefly discusses the seminal and related work in the following areas of
research - static and contextual bilingual embeddings, their use in information retrieval
and the different facets of explainable retrieval.

3.1 Bilingual embeddings
Bilingual (or multilingual in general) embeddings can be learned from monolingual em-
beddings trained individually in a language and then transformed to the other(s), such that
the embeddings from both (or all) languages share a common semantic space. This de-
mands learning the transformation matrix with the supervision of a bilingual dictionary or
completely resorting to unsupervised techniques. Regardless of the nature of supervision,
these approaches are not restricted by the type of corpus (not necessarily sentence-aligned)
needed for training. The other common approach is to jointly optimize the objectives of
monolingual and bilingual embeddings making use of a parallel (sentence-aligned) corpus.
Considering the breadth of research in this field, this section discusses only the main works
which can give an overview of the tools and techniques in this field.

Static embeddings (learned with word alignments)

Klementiev et al. [48] extended the NNLM proposed by Bengio et al. [11] with an objective
of inducing and aligning the bilingual word representations. They rely on an interaction
matrix to account for the relatedness of words in both languages. This matrix is built with
the help of tools such as GIZA++2. Mikolov et al. [64] instead approached the task as
a two-step process. They learned monolingual embeddings from large corpora of text
and then learned a translation matrix to project the embeddings of different languages
in a common space. The source of this matrix is a small bilingual dictionary and the
authors claimed that even if the dictionary contains very few instances of related semantic
concepts (citing their example, one in English to uno in Spanish), the model still gives a
reasonable generalization over similar instances. They extended CBOW and SG models

2http://www.fjoch.com/GIZA++.html

http://www.fjoch.com/GIZA++.html
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to achieve the cross-lingual objective. Faruqui and Dyer [28] explored the same idea but
achieved the translation to a common vector space using Canonical Correlation Analysis
(CCA) which learns projection vectors for each language such that their correlation with
the other language is maximal. They further showed that the approach could be used even
with the embeddings learned from RNN vectors or SG models. Zou et al. [111] proposed
an objective function that combines both the monolingual semantics and the bilingual
translation equivalence utilizing word alignments. The following section details how static
bilingual embeddings can be learned without word alignments.

Static embeddings (learned without word alignments)

Hermann and Blunsom [38] argued that utilizing a word-level alignment may not be the best
option to learn bilingual representations owing to the often complicated morphology of the
languages. They stated this with an example of a compound noun in German (for example,

“Haustürschlüsselloch") which would need a phrase in English (here, “front door keyhole")
to align with. They proposed a model which learns a compositional vector model (CVM) for
each of the languages and reduces the distance between the sentence-level encoding of the
input parallel sentences. Chandar et al. [15] learned bilingual representations with an auto-
encoder architecture without demanding a word-level alignment. They, however, needed a
sentence-aligned corpus to train the model. The authors claimed that the model was able
to map pairs of words within a language and between the languages they were trained on.
Gouws et al. [33] also proposed methods to learn bilingual representations without word
alignments. They jointly optimized both the monolingual and bilingual objectives. The
latter bilingual regularizer minimizes the distance between word representations in two
languages weighted by a similarity function.

Contextual embeddings

Aldarmaki and Diab [5] argued that homographs (i.e. words written similarly but with
different meanings, for example, “bear" as an animal and a verb), when used in an
alignment dictionary, might lead to sub-optimal mapping. To overcome this, they tried
to learn the transformations from the sense-disambiguated sentence embeddings from
ELMO [74]. The authors concluded that their model results in high translation accuracies
(on sentence-level tasks) despite being trained on a smaller corpus. Multilingual BERT
(mBERT) [25] was found a strong multilingual model as supported by the study of Wu
and Dredze [105]. Lample and Conneau [50] proposed novel modalities of training their
cross-lingual language model (XLM). They differed from the MLM pre-training of mBERT
by concatenating an arbitrary number of sentences and chunking at 256 tokens instead of
using pairs of sentences. They extended MLM (of mBERT) to a bilingual objective called
Translation Language Modelling (TLM) where they concatenate the parallel sentences
in two languages and then randomly mask tokens in the concatenated text. This way,
they claimed that the model tried to learn within-language semantics as well as between-
language semantics. Conneau et al. [22] extended the idea of XLM inspired by RoBERTa
[53] and trained XLM-R on 100 languages. Their results showed that one single model is
sufficient for various NLP tasks regardless of language. Inspired by XLM which proved
that pre-training a model with cross-lingual tasks could help it learn cross-lingual semantics
better, Huang et al. [41] proposed Unicoder which extends the pre-training tasks with (i)
cross-lingual word recovery - aimed at learning relations between different languages, (ii)
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cross-lingual paraphrase detection - similar to NSP, but the sentences are from different
languages and (iii) cross-lingual masked language model - similar to MLM, but the
sentences are from different languages. Like XLM, this model concatenated different
sentences for the pre-training tasks instead of taking them as a pair. The authors also found
that while fine-tuning with more languages, their results were significantly improving.
Recently, Eisenschlos et al. [27] proposed MultiFit, an extension of UMLFiT [40] based
on a quasi-RNN and subword tokenization. All the discussed contextual models took the
competition on various NLP tasks a significant step ahead.

In this thesis, we train word2vec [63] and fastText [12] bilingual models following the
idea presented by Mikolov et al. [64]. For contextual models, we rely on two BERT-based
architectures: Sentence-BERT [79] and mBERT [25] borrowing the idea of Huang et al.
[41] to further pre-train the model. The following section details the works that use static
and contextual embeddings for information retrieval.

3.2 Information Retrieval
Information retrieval, as Peters et al. [73] noted, is part of a larger information acquisition
cycle. It demands users verbalize their information needs and formulate the same as queries
which are then fed to an IR system. The system, in turn, presents results to the user who
processes the results and iterates through the cycle again if his/her information need is
not thoroughly met, ideally with an improved query formulation. It is at this juncture the
authors noted that query formulation is a difficult phase for the user, if forced to use an
unfamiliar language. The authors also noted that the influence of cultural difference (while
formulating the query and processing the retrieved results) should not be overlooked. For
example, the authors point that “Football World Cup" in British English and “Soccer
World Cup" in American English should be treated the same.

Bilingual information retrieval, traditionally, extends their monolingual counterparts start-
ing with a translation stage [13, 87, 97, 110]. In this stage, either the queries or documents
or both are translated to bridge the language gap. However, the commonly relied query
translation tends to be erroneous when the system is unable to disambiguate senses. This
is usually attributed to the shortness of queries which leave very little context for sense
disambiguation (or even translation). At the same time, Peters et al. [73] also argued that
the objective of CLIR is not in yielding perfect translations but just ‘pseudo-translations’
which can still result in reliable retrieval of relevant documents. Nie [69] observed similar
problems with translation-based bilingual retrieval and further discussed the need for a
common representation space for queries and documents for an effective bilingual retrieval.

Static and contextual bilingual embeddings detailed in Section 2.1 help in bringing queries
and documents in different languages to a common representation space ruling out the need
for a translation-based CLIR. Towards this goal, Jiang et al. [46] proposed pre-training
(or further fine-tuning) the multilingual BERT model with the objective of CLIR. They
claimed the self-attention based transformer architecture captures interactions of query and
document terms even if presented in different languages. An interesting observation by
Litschko et al. [52] while exploring both static and contextual multilingual text encoders for
unsupervised CLIR was that the pre-trained contextual models (mBERT and XLM) failed
at the CLIR tasks when compared with their static counterparts. The authors argued this is
because of the text chunking of long documents (or queries) to 256 tokens (in the models
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they used) which could have lost essential information while encoding with contextual
encoders. It is also worth noting the lack of large scale CLIR resources, as discussed by Sun
and Duh [93] who then constructed CLIRMatrix from publicly available Wikipedia articles
and synthesized relevance labels. They also observed that a single multilingual model
(mBERT in their case) can perform significantly better than a combination of multilingual
encoders.

In this thesis, we adopt the ideas shared by Jiang et al. [46] while pre-training the mBERT
model. The thesis also examines the differences in using static and contextual embeddings
for the bilingual retrieval task at hand, similar to the objectives of Litschko et al. [52]. The
next section presents the existing attempts to explain retrieval systems.

3.3 Explainable Retrieval
With the emergence of deep learning architectures, despite the models yielding significantly
better performances, they suffer from being intrinsically explainable (or interpretable as
used interchangeably in the community) unlike the classical decision trees or regression
models. Across the different domains of AI, this has led to discussions and opened a
field of Explainable AI. The section below discusses how IR systems are explained and
examines the recent works in explaining search systems.

To explain neural information retrieval models, Singh and Anand [89] extended the idea of
Local Interpretable Model-Agnostic Explanations (LIME) [81], which explains black-box
model predictions by approximating the complex model to a more interpretable linear
one. They proposed techniques to convert the ranking scores obtained from a neural IR
model to probabilities and then feed them to LIME for explanations. Verma and Ganguly
[101] noted that the words sampled for producing local explanations affect the quality of
the explanations and suggested sampling methods including uniform, biased and masked
sampling to train the explanation model.

Sen et al. [85] approximated the frequency of a term in the document and the corpus, and
the length of the document to explain why different documents are ranked differently by
different ranking models. Chios and Verberne [17] exploited the gating network of the
neural IR Deep Relevance Matching Model [35] to explain the importance of query words.
Fernando et al. [30] tried explaining IR systems with the help of a model-specific approach
DeepSHAP [54], which computes Shapley values as the contribution of an input feature
and found the explanations to be considerably different from those that LIME generated.

One of the major applications of IR is in professional search systems. Verberne [100]
argued that such search systems should centre around the individual users to do justice to
their information needs. Sharing the same idea, search systems in different domains have
become more explainable in recent years. Ai et al. [4] constructed a dynamic knowledge
graph with the knowledge of the users and items of their e-commerce and tried explaining
retrieval of items interesting to the users considering the paths in this graph. In a related
work [3] they concluded that the users tend to be more satisfied when the explanations
presented are faithful. Abu-Rasheed et al. [1] proposed a similar graph-based model to
help engineers to analyse design failures in the semiconductor chip design. Recently,
Polley et al. [75, 76] explained book searches with hand-crafted features and Qu et al. [77]
explained literature search in medicine with the help of intrinsically interpretable decision
trees.
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Almost all of these works consider monolingual retrieval and to the best of our knowledge,
none explores the bilingual premise. In this thesis, we address this gap by explaining why
a set of bilingual documents was retrieved regardless of the query language.





4. Obtaining bilingual embeddings

We train static and contextual bilingual embeddings to further use them for the bilingual
retrieval task. To train these automotive domain-specific models, we use bilingual content
from various automotive patents. We then use these trained models to retrieve the relevant
bilingual documents scraped from different automotive web pages. In Chapter 7, we show
how we utilize these embeddings in the component Embedder of our system BiTe-REx.

This chapter presents the statistics of these data collections and the different pre-processing
steps and tokenization techniques employed depending on the nature of embeddings we
train. We also describe how we build a bilingual dictionary to aid the training processes.

4.1 Data
This section briefly describes the data collection we use to train the different models and
the collection from which we retrieve the relevant documents.

4.1.1 Automotive patents from EPO

Learning bilingual embeddings can be aided by parallel sentence-aligned data. To train
our automotive domain-specific bilingual models, we obtained such parallel data from
the automotive patents filed with the European Patent Office (EPO)3. Out of the many
components in the patents, the components important for our text analytics activity are
detailed below.

• Title,

• Description with an overview of the technical background of the patent and a descrip-
tion of the invention,

3https://www.epo.org/searching-for-patents/data/bulk-data-sets/text-analytics

https://www.epo.org/searching-for-patents/data/bulk-data-sets/text-analytics


30 4. Obtaining bilingual embeddings

• International publication number to uniquely identify the patent,

• International patent classification4 (IPC) to understand the domain of the patent, and

• Claims.

Among these components, though most of the content of the patent lies in the Description
field, it is not always sentence-aligned and hence is not suitable as our training data.
However, the Title and the Claims of every patent in the EPO are sentence-aligned in
English, German and French. We utilize this bilingual content (in EN and DE) to construct
the training dataset (see Figure 4.1).

Figure 4.1: Sentence-aligned claims of the patent Method of controlling inter-vehicle
gap(s). The related pairs of words in English and German are highlighted.

To filter the automotive patents, we make use of the patents’ IPC. The classification with
the symbol B60 includes topics related to vehicles in general5. We collected automotive
patents since the year 2010. Table 4.1 presents the statistics of the collected data.

4.1.2 Web-scraped automotive web pages

The application of the proposed prototypical tool lies in competitor analysis or wage
analysis for users in the automotive domain. This demands fetching recent bilingual

4The World Intellectual Property Organization defines IPC as “a hierarchical system of language indepen-
dent symbols for the classification of patents and utility models according to the different areas of technology
to which they pertain".

5IPC B60 defines vehicle as “ all vehicles except those restricted to one of the following types of vehicles:
rail vehicles, waterborne vessels, aircraft, space vehicles, hand carts, cycles, animal-drawn vehicles, and
sledges".
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Table 4.1: Statistics of data collected from EPO

Number

Automotive patents from EPO since 2010 52,660
Parallel sentences in Claims (in EN and DE) 545,098

content from competitor organizations. Towards this, we scraped bilingual documents6

from different automotive web pages. This data is not parallel or sentence-aligned. Hence,
this data is used only while we deploy the retrieval system and not while training the
models. Table 4.2 presents the overall statistics of this data collection.

Table 4.2: Statistics of data collected from automotive web pages

Number

Automotive competitors 25
Scraped web pages 5,669
Scraped documents either as single sentences or paragraphs 133,732

4.2 Data processing
The claims from the collected patents should be pre-processed before feeding them as
input to the static embedding models. However, we do not apply any pre-processing
steps before feeding data into the contextual embedding models. The static embedding
models may also need a bilingual dictionary for aligning EN and DE words and may also
demand tokenization of the bilingual text. This section describes in detail these preliminary
processing tasks including (i) basic pre-processing, (ii) building a bilingual dictionary by
(iii) merging noun phrases and (iv) tokenization steps applied on the input data of the static
embedding models.

4.2.1 Pre-processing

To account for the common inconsistencies in the raw text of the claims, the following
steps are carried out.

• All numbers are replaced with the keyword NUM .

• The newlines, consecutive white spaces and punctuation (except for :, ; and ,) are
replaced with a single white space.

• Though the spelling errors are relatively minimal in the collected claims, the word
boundaries are not always surrounded by white spaces. This is usually seen for
the words shown in Table A.1. For example, in the erroneous EN words such as

“androlling", “thatend", “byeach" and the DE words such as “undherausführen",
“dererzeugen", “dassvorgegebene", etc. white space should be added in between. To

6using https://scrapy.org/, the HTML tag <p> in the automotive web pages are scraped.

https://scrapy.org/
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resolve this, we first check if the words are erroneous by looking at WordNet synsets7.
If the word is found erroneous, we check if any word in Table A.1 occurs in the
erroneous word. In case of an occurrence, we replace the word with the same word
followed by a white space character.

Table A.2 shows an example of how a claim is pre-processed.

4.2.2 Merging noun phrases

While training static embedding models, it is often difficult to bring a compound DE
word and its corresponding EN phrase together in the shared representation space. To
resolve this, we initially identify noun phrases in the text8 and merge them as single tokens.
For example, the compound DE word “rückenlehnenabschnitt" and the EN phrase “seat
back portion" mean the same and should result in similar representations. Hence, the
EN noun phrase is merged as “seat_back_portion" so that the model can learn a unique
representation for this phrase as well, along with learning representations for individual
words that compose this noun phrase. Further examples are shown in Table A.3 where an
EN and its corresponding DE claim are presented with merged noun phrases.

The merging of noun phrases also helps while building a bilingual dictionary as discussed
in the next section.

4.2.3 Building a bilingual dictionary

To train static embedding models, we make use of a bilingual dictionary to align the
corresponding EN and DE words. This dictionary is constructed with the help of a
commonly used word aligner GIZA++9. The tool takes in the set of parallel sentences,
computes the co-occurrences of the words in the corpus and learns word alignments using
Viterbi alignment10 [102]. The tool provides a lexical translation probability p(t|s) which
quantifies the probability of a word s in the source language to be translated to a word t in
the target language.

Though a word-level aligner finds reasonable alignments between individual words in EN
and DE, the alignments between noun phrases are relatively hard to learn. For example,
the DE word “rückenlehnenabschnitt" should be aligned with the EN phrase “seat back
portion". A word-level aligner finds it hard to align the DE word to a corresponding EN
word (just because it doesn’t exist). To resolve this, the noun phrases in the dataset are
identified (see Section 4.2.2) and merged into single tokens. Running GIZA++ over such
parallel sentences with merged noun phrases, a more reliable bilingual dictionary can be
built which can handle both word-level and phrase-level alignments.

A total of 166,902 alignments were found from the parallel sentences and a few are
presented in Table A.4.

7https://www.nltk.org/howto/wordnet.html
8using https://spacy.io/
9http://www.fjoch.com/GIZA++.html

10Koehn [49] discusses that the alignment depends on the length of the two sentences to be aligned and
the translation probability learned from the parallel corpus.

https://www.nltk.org/howto/wordnet.html
https://spacy.io/
http://www.fjoch.com/GIZA++.html
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4.2.4 Tokenization

As a final step before feeding the processed claims to the static embedding models, we
tokenize the bilingual claims by performing the following steps.

• Obtain an initial set of tokens from a pre-trained tokenizer11.

• Remove tokens from this set,

– if they are stop words12 in EN or DE, or,
– if they are punctuation or digits.

4.3 Training static embeddings
Once the bilingual claims are processed, we feed them to the different static embedding
models. Static embeddings are trained with word2vec13 and fastText14 approaches with
different modalities of alignments - either aligning the EN and DE tokens before training
the embeddings, referred to as offline alignment or aligning EN and DE tokens after training
the embeddings, referred to as post-hoc alignment.

4.3.1 Offline alignment

For offline alignment, we initially pre-process, merge the noun phrases and then tokenize
the claims (see Figure 4.2). Now, in the list of tokens of an EN claim, we replace each
EN token one at a time with its corresponding DE token (if available) in the bilingual
dictionary. The same is repeated for a DE claim where we replace each DE token one at a
time with its aligned EN token. Now, when the model is trained with fixed window size, it
finds related DE tokens in the context of EN tokens and vice-versa. This helps the model
to learn similar representations for similar words in both languages.

An example for offline alignment is shown in Table 4.3 for the list of tokens presented
in Table A.5. In this list of EN tokens, 16 of them have an aligned DE token in the
bilingual dictionary. This creates 16 different training instances, each replacing an EN
token with its DE counterpart. This results in a total of 17 training instances including the
original instance. To generalize, we augment every claim in the dataset to n+ 1 training
instances, where n is the number of tokens in the claim which have an alignment (in the
other language) in the bilingual dictionary.

Though merging noun phrases helps in obtaining reliable bilingual alignments, it poses a
different challenge while training the model. Consider the noun phrase “driver_circuit"
from the list of EN tokens in the above example. If the model never finds training
instances with the words “driver" and “circuit" individually, it will not be able to learn
the representations of these words and would only learn the representation of the merged
noun phrase. To resolve this, we pass the original list of tokens without the merged noun
phrases (by simply removing the underscore thereby separating the tokens) in addition to

11We use word_tokenize from NLTK. https://www.nltk.org/api/nltk.tokenize.html
12using stopwords from NLTK. https://www.nltk.org/book/ch02.html
13using https://radimrehurek.com/gensim/models/word2vec.html
14using https://radimrehurek.com/gensim/models/fasttext.html

https://www.nltk.org/api/nltk.tokenize.html
https://www.nltk.org/book/ch02.html
https://radimrehurek.com/gensim/models/word2vec.html
https://radimrehurek.com/gensim/models/fasttext.html
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Figure 4.2: Overview of training static embeddings with offline alignment

the instances with the merged noun phrases. This can be seen as a further augmentation of
training instances and this statistic is presented in Table 4.4.

Table 4.4: Statistics of instances used for training the static embeddings with offline
alignment

Number

Parallel sentences 545,098

Offline aligned instances (with noun phrases merged) 3,136,108
Offline aligned instances (without noun phrases merged) 3,136,108

Total train instances 6,272,216

We train both word2vec and fastText models with offline alignment. These models are
further denoted as WV OFF and FT OFF, respectively.

4.3.2 Post-hoc aligment

As illustrated in Figure 4.3, bilingual static embeddings can also be learnt without aligning
the sentences before training. The embedding models can be trained individually with
monolingual data and then the resultant monolingual embeddings can be aligned with
supervised or unsupervised techniques. The resulting common representation spaces
ensure similar words in both languages have similar representations.
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Table 4.3: Augmenting training instances leveraging alignments from the bilingual dictio-
nary

Instance Replacement
(EN token −→ aligned DE token)

1 modular −→ modulare
2 comprising −→ umfassend
3 circuit −→ schaltung
4 substrate −→ substrat
5 inlet −→ einlass
6 configured −→ konfiguriert
7 circulation −→ zirkulation
8 mounting −→ montage
9 operation −→ betrieb

10 supported −→ getragen
11 operation −→ betrieb
12 driver_circuit −→ treiberschaltung
13 drive_signals −→ ansteuerungssignale
14 cooled −→ gekühlt
15 least −→ mindestens
16 defines −→ definiert

Consider the monolingual embeddings X and Y learned from monolingual data (in our
case, EN claims and DE claims from the patents taken individually). In post-hoc alignment,
we learn a matrix W such that WX ≈ Y . Depending on how we learn W , we can classify
the post-hoc alignment as supervised and unsupervised. This distinction is discussed
below.

1. Supervised alignment: Mikolov et al. [64] showed that the matrix W can be learned
with the help of a bilingual dictionary that consists of pairs of similar words in both
languages. This linear mapping can bring similar words in both languages to shared
space. We use the implementation15 of Conneau et al. [21] to train static embeddings
with supervised post-hoc alignment (further denoted as WV POST SUP and FT POST
SUP for the word2vec and fastText variants, respectively) using the bilingual dictionary
constructed in Section 4.2.3.

2. Unsupervised alignment: Conneau et al. [21] argued that post-hoc alignment can also
be achieved on monolingual embeddings by using adversarial training combined with
Procrustes refinement. They train the matrix W and a discriminator model successively.
The discriminator is trained to understand the right embedding from WX to align
an embedding from Y with, while the matrix W is trained such that it prevents the
discriminator from doing so. The resultant W matrix is further refined using an
orthogonal Procrustes approximation [84]. This attempts to transform the embeddings
WX and Y such that they are maximally superimposed. To achieve this, they aim to
maximize the similarity between the embeddings iteratively. In this implementation,

15https://github.com/facebookresearch/MUSE

https://github.com/facebookresearch/MUSE
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they propose a cross-domain similarity local scaling (CSLS) as the similarity metric
which considers the mean similarity of an embedding with its neighbourhood. They
claim that the unsupervised technique yields bilingual embeddings comparable to
those obtained from the supervised technique. An overview of the unsupervised
post-hoc alignment is presented in Figure 4.4. We train both word2vec and fastText
variants with unsupervised post-hoc alignment (further denoted as WV POST UNSUP
and FT POST UNSUP, respectively).

Figure 4.4: Unsupervised post-hoc alignment of monolingual word embeddings. Source:
[21].

4.4 Training contextual embeddings
As discussed in Section 2.1.1, the various shortcomings of static embeddings can be
overcome by training contextual embeddings. This prompted us to train the contextual
embeddings (i) with the Sentence-BERT model and (ii) by further pre-training the mBERT
model.
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Figure 4.5: Overview of training contextual embeddings with Sentence-BERT

Learning contextual embeddings with Sentence-BERT, as proposed by Reimers and
Gurevych [79], involves a teacher-student architecture (see Figure 4.5). The training
starts with selecting a teacher model which is reasonably trained in one language. We
use stsb-roberta-base-v2 trained on English as the teacher model. Now, the
objective is to train a student model from scratch such that the model can give similar
representations for sentences similar in both EN and DE. From each instance in the parallel
sentence-aligned corpus, we pass an EN claim to the teacher model. The teacher model
outputs a sentence representation for this sentence, which we treat as the reference EN
embedding, #     »xen, t. Now, we give both EN and its corresponding DE claim to the student
model. The student model initially attempts to output representations for the EN claim and
the DE claim denoted as #     »xen, s and #     »xde, s, respectively. These representations may not be the
best as the model is still learning to align the representations in both languages. Hence,
minimizing the combined loss between (i) #     »xen, t and #     »xen, s and (ii) #     »xen, t and #     »xde, s is the
training objective of the model. Note that the second loss is computed against embeddings
in different languages to train the model to give similar representations in both languages
for similar sentences.

4.4.2 Pre-training mBERT with MLM and NSP
We also experimented with learning contextual embeddings by further pre-training the
mBERT model with MLM and NSP tasks with the bilingual automotive dataset (see
Figure 4.6). To construct the input for the pre-training tasks, we follow the steps detailed
below.
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1. An automotive patent from EPO has many claims. We consider each claim individually
and assign the claim as sentencea. Now,

• for 50% cases, select a random sentence from the list of claims as the next
sentence sentenceb with the NSP label = 1 denoting the class IsNotNext, and

• for the other 50% cases, select the corresponding claim in the other language as
sentenceb with the NSP label = 0 denoting the class IsNext.

2. Tokenize this initial dataset composed of (sentencea, sentenceb, label) with a pre-
trained BERT tokenizer16.

3. For each tokenized input,

• mask 15% of tokens with the special token [MASK]. Special tokens such as
[SEP], [CLS] and [PAD] are not masked, and

• keep the rest of the tokens as is.

4. Now, pre-train the model with this input data (around 732,376 instances) with the
objective of minimising the combined loss of MLM and NSP.

An example of an input instance to the model is presented in Table A.6.

16We use bert-base-multilingual-uncased from Huggingface.
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4.5 Summary
This chapter detailed the document collections we used, the different models trained and
their training approaches. A summary of the different trained models and their hyper-
parameters is presented in Table 4.5. The next chapter describes how we can use these
trained models to retrieve relevant bilingual documents given user queries.
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Table 4.5: Summary of static and contextual embedding models

M
od

el
ac

ro
ny

m
D

es
cr

ip
tio

n
H

yp
er

-p
ar

am
et

er
s

St
at

ic
em

be
dd

in
gs

W
V

O
FF

w
or

d2
ve

c
w

ith
of

fli
ne

al
ig

nm
en

t
ar

ch
ite

ct
ur

e
=

Sk
ip

-G
ra

m
,

W
V

PO
ST

SU
P

w
or

d2
ve

c
w

ith
su

pe
rv

is
ed

po
st

-h
oc

al
ig

nm
en

t
so

ft
m

ax
co

m
pu

ta
tio

n
w

ith
ne

ga
tiv

e
sa

m
pl

in
g,

W
V

PO
ST

U
N

SU
P

w
or

d2
ve

c
w

ith
un

su
pe

rv
is

ed
po

st
-h

oc
al

ig
nm

en
t

ve
ct

or
si

ze
=

30
0,

w
in

do
w

si
ze

=
10

,
ig

no
re

w
or

ds
w

ith
fr

eq
ue

nc
y

<
10

FT
O

FF
fa

st
Te

xt
w

ith
of

fli
ne

al
ig

nm
en

t
ar

ch
ite

ct
ur

e
=

Sk
ip

-G
ra

m
,

FT
PO

ST
SU

P
fa

st
Te

xt
w

ith
su

pe
rv

is
ed

po
st

-h
oc

al
ig

nm
en

t
so

ft
m

ax
co

m
pu

ta
tio

n
w

ith
ne

ga
tiv

e
sa

m
pl

in
g,

FT
PO

ST
U

N
SU

P
fa

st
Te

xt
w

ith
un

su
pe

rv
is

ed
po

st
-h

oc
al

ig
nm

en
t

ve
ct

or
si

ze
=

30
0,

w
in

do
w

si
ze

=
5,

ig
no

re
w

or
ds

w
ith

fr
eq

ue
nc

y
<

1

C
on

te
xt

ua
le

m
be

dd
in

gs

Se
nt

en
ce

-B
E

R
T

Se
nt

en
ce

-B
E

R
T

tr
ai

ne
d

w
ith

a
te

ac
he

r-
st

ud
en

tm
od

el
te

ac
he

rm
od

el
=
s
t
s
b
-
r
o
b
e
r
t
a
-
b
a
s
e
-
v
2

st
ud

en
tb

as
e

m
od

el
=
x
l
m
-
r
o
b
e
r
t
a
-
b
a
s
e

ve
ct

or
si

ze
=

76
8,

m
ax

#
to

ke
ns

=
51

2
#

hi
dd

en
la

ye
rs

=
12

,#
at

te
nt

io
n

he
ad

s
=

12

m
B

E
R

T
Fu

rt
he

rp
re

-t
ra

in
ed

m
B

E
R

T
w

ith
M

L
M

an
d

N
SP

m
od

el
=
b
e
r
t
-
b
a
s
e
-
m
u
l
t
i
l
i
n
g
u
a
l
-
u
n
c
a
s
e
d

ve
ct

or
si

ze
=

76
8,

m
ax

#
to

ke
ns

=
51

2
#

hi
dd

en
la

ye
rs

=
12

,#
at

te
nt

io
n

he
ad

s
=

12



5. Retrieving using bilingual
embeddings

In the previous chapter, we presented how we train static and contextual embeddings. We
describe how these embeddings are used for the bilingual retrieval task in this chapter. In
Chapter 7, we show how this section constitutes the Retriever component of BiTe-REx.

5.1 Creating sentence embeddings
The first step in a retrieval task is to take a user query as input. Here, we let the users input
queries in either EN or DE. These natural language queries are encoded to dense vector
representations utilizing the trained static and contextual embedding models. The sentence
embeddings from static embedding models are created according to Equation 5.1 and from
contextual models according to Equation 5.2.

Static models

#»x =



∑N
j=1

( # »

t(i)
j +

#  »

t(o)
j

)
, if dual sum∑N

j=1

( # »

t(i)
j

)
, if single sum

1

N
·
∑N

j=1

( # »

t(i)
j +

#  »

t(o)
j

)
, if dual average

1

N
·
∑N

j=1

( # »

t(i)
j

)
, if single average

(5.1)

where, N is the number of tokens t in the input sentence x,
# »

t(i)
j and

#  »

t(o)
j are the vector

representations of tj from the embedding matrix and the context matrix of the model (W
and W

′ matrices presented in Section 2.1), respectively.
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dual embeddings utilize the vector representations from both the embedding and context
matrices, while single uses the embeddings from only the embedding matrix. sum
computes just the sum of vector representations of the terms to get the sentence vector,
however, average computes the average of these vectors.

For static models trained with post-hoc alignment, a token has only one vector representa-
tion. Hence, only single works here with

# »

t(i)
j =

#»
tj .

Contextual models

#»x =
1

N
·

N∑
j=1

(
#     »

hlast(ti) · a(ti)
)

(5.2)

where, N is the number of tokens t in the input sentence x,
#     »

hlast denotes the hidden
states of the last layer of Sentence-BERT or mBERT, a(ti) denotes the attention mask
corresponding to the token ti.

5.2 Retrieving relevant documents
Once we create sentence embeddings for both the query and the documents, we compute
the relevance scores for these documents given the query. For this, we adopt different
strategies for the different trained models. These techniques are presented in Equation 5.3
and Equation 5.4.

Static models and Sentence-BERT

score(q, d) = cos( #»q · #»

d ) (5.3)

where, #»q and
#»

d are the vector representations of the query q and the document d, respec-
tively and cos(.) is the cosine similarity between these vectors.

mBERT

score(q, d) = prob(q, d) (5.4)

where, prob(q, d) is the prediction probability of the NSP classification head.

In the initial experiments, we computed relevance scores for documents by encoding them
using static and contextual embeddings individually. However, after examining a few
queries (as discussed later in Section 8.2 and Section 8.3), we made use of both the scores
to retrieve more relevant documents.



6. Explaining bilingual retrieval

The last chapters explained how to train embeddings and demonstrated how to use them
for the bilingual retrieval premise. This chapter focuses on how to explain the retrieval of
bilingual documents. In Chapter 7, we show how these explanations are presented to the
end-users in BiTe-REx.

Explaining the model behaviour to the end-users helps in building their trust in the system.
For a retrieval task, the explanations should technically provide the user with a detailed
view into different retrieval aspects, possibly from the statistics of the underlying training
corpus to the final relevance judgement. Such comprehensive explanations help the users
also to make a more informed decision on the different auxiliary tasks they undertake with
the help of retrieval systems, such as the competitor analysis and wage analysis in our case,
aiding them to also analyse the retrieved search results.

In this chapter, we present the preliminary experiments which aim at explaining the bilin-
gual retrieval premise, its limitations and then describe a set of more intuitive explanations
we implement in our prototype.

6.1 Preliminary experiments
We tried experimenting with the attention weights of the contextual model and also tried to
build associations from the training corpus to devise explanations to the bilingual retrieval
task.

6.1.1 Exploiting attention weights

In the attempt to explain the bilingual retrieval premise using the attention weights, we
fetched the weights from all the layers of mBERT in all the heads and examined if the
weights could help us understand why the model has predicted the NSP label (which is
used to conclude the relevance of the document given a query, see Section 5.2).

To obtain the attention weights, we set the query as sentence_a and the retrieved document
as sentence_b and feed it to the pre-trained mBERT model. We also pass the argument
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output_attentions = True to the class transformers.BertForPreTraining. This
returns a tensor output[′attention′] with L tuples of shape [B,H, l1, l2], where L is the
number of layers in the model, B is the batch size, H is the number of attention heads and
l1 and l2 are the token lengths of the two sentences. Now we check for each attention head
(by indexing the H tensor dimension) for each layer (by indexing the L tuple) to get the
attention weights for each query and document term. For each query token, we check a
maximum of 5 document terms (ordered by the attention weights) it attends to.

For example, consider an EN query “adaptive cruise control" and an EN document
retrieved for this query, “Adaptive cruise control makes riding more convenient for the
rider, especially in dense traffic, and could help to prevent rear-end collisions". The
pre-trained mBERT model tokenizes this sequence as (omitting the punctuation):

[CLS], ada, ##ptive, cruise, control, [SEP],

ada, ##ptive, cruise, control, makes, riding, more, con, ##veni, ##ent,

for, the, rider, especially, in, dense, traffic, and, could, help, to,

prevent, rear, end, collision, ##s, [SEP]

As shown in Figure 6.1, almost all document tokens are attended by the different query
tokens in the different attention heads of the model. This trend is not different even
for the special token [CLS] which is expected to hold information reasoning the NSP
classification [25]. Thereby, it is hard to present a set of document tokens to the user as a
plausible explanation to why the document was retrieved given their query.

Figure 6.1: Document tokens attended by the query tokens in the last layer (= 12) of
the pre-trained mBERT model. Each column header shows the query tokens. Each entry
shows the document tokens attended by each query token in the particular attention head.
The number of attended document tokens is limited to a maximum of 5 for this preliminary
examination.

On further examining random EN and DE queries it was found,

• the document tokens corresponding to articles, conjunctions and prepositions (EN: a,
an, and, DE: die, der, mit, etc.) attend to almost all the query tokens, and,
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• almost all the document tokens in the heads 7 and 9 in the layers 2 and 7 of the
pre-trained mBERT model attend to almost all the query tokens.

In the light of these observations, we concluded attention weights can not reasonably
or rather intuitively explain the bilingual retrieval task at hand. This finding also agrees
with recent works that conclude attention weights can not satisfactorily explain the model
predictions [19, 34, 44].

6.1.2 Exploiting syntactic information from the corpus

In an abstract sense, the model should initially perceive what the user query is before
retrieving a set of relevant documents. The meaning of the query as inferred by the model
is, hence, a possible explanation to the retrieval premise. With this idea, we tried to learn
the meaning of the query by exploiting the syntactic information in the underlying training
corpus.

Most of the bilingual claims in the automotive patents from the EPO follow the template:

A [comprises or defines or supports or aufweist or umfasst or ausführt, etc.] B

Here, linguistically, A is the subject, the word within [..] is the verb and B is the object in
the corresponding claim. These syntactic dependencies are parsed17 to learn associations
between the different subjects and objects (which are found to be mostly nouns or noun
phrases) in the dataset. Now, when the user searches for a particular query, we check if
the query involves any of the subjects or objects we collected. In the case of a match, the
associations can be presented as an explanation of how the model may perceive the query.
The associations can also be used to suggest similar queries to the user. Such associations
are also exploited by other works in IR including Srihari et al. [92] and Milajevs et al. [66].

For example, for the EN query “braking", we fetch from our collected associations the
following:

the vehicle [comprises] a braking mechanism,
the braking mechanism [comprises] a hydraulic disk brake,
the braking mechanism [comprises] a regenerative brake,
a vehicular braking apparatus [defines] a variable-volume chamber,
an electric braking apparatus [includes] a pad non-contact judgment unit,
etc.

These associations can help in showing braking is related to vehicles and can be extended
to other concepts such as hydraulic disks, volume chambers, etc. On presenting these
associations, we assume the user can understand how the model perceives the query.

However, such explanations are often restricted by the availability of associations related
to the query. Also, the user query will not always be related to the nouns or noun phrases
in the collected associations, devoid of which these explanations are unrealizable. Though
we find potential with these explanations, it depends on the underlying training corpus and

17Using spaCy, we check for dependencies with subj to match nsubj, nsubjpass, csubj, etc. and obj to
match pobj, dobj, etc. The label scheme for the used model is available at https://spacy.io/models.

https://spacy.io/models
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holds good only if the retrieval task is solely performed on this corpus or a closely related
corpus, domain and terminology-wise. Since we retrieve from bilingual web pages scraped
from different automotive organizations using models trained on the automotive patents, it
was concluded not to further rely on these explanations.

6.2 Intuitive explanations
With further experiments, we devised more intuitive explanations. We start with the
basic co-occurrence statistics of the query and document terms in the corpus, followed
by learning the query-document term(s) associations and document term significance
presented as local explanations and visualizing the representation space of query and
documents as a global explanation to the retrieval premise. It is also interesting to examine
the agreement between the presented associations and significance and how it helps the
users to evaluate the underlying model both on the intrinsic word representations learned
by the model and the extrinsic task of retrieving bilingual documents. These explanations
together help the users to draw analogies between words in a language familiar to them
(presumably the query language) with the foreign words (in the retrieved documents). The
users in light of the presented explanations can then make a more informed decision on
accepting or rejecting the retrieved results by judging the factors that contributed to the
retrieval. The proposed explanations can also be used in conjunction with other language
models since they are largely model-agnostic.

The following sections describe each of these explanations in detail.

6.2.1 Query-Document Term(s) Co-occurrences

It is intuitive to reason about the model behaviour using the underlying training data. We,
therefore, present the co-occurrences of query and document terms in the training corpus
to the user, often omitted by related work. The co-occurrence of a query term tq with a
document term td is computed according to Equation 6.1.

co− occurrence(tq, td) =
|stq ,td |
|stq |

· 100 (6.1)

where |sx| is the number of sentences with the term x in the set of concatenated parallel
sentences in the training corpus.

Example: Consider a DE query, q = “adaptiver Tempomat" and one among the retrieved
EN documents, d = “The adaptive cruise control (ACC) helps to adapt the speed in heavy
traffic to the flow to keep a safe distance to the preceding vehicle". As shown in Table 6.1,
the query token “adaptiver" occurs 15 times in the corpus and “tempomat" occurs 44
times.

The co-occurrences of document tokens with the query tokens are computed as below
(only the highest values are presented).

|sadaptiver| = 15 and |sadaptiver,adaptive| = 15

=⇒ co− occurrence(adaptiver, adaptive) =
15

15
· 100 = 100%
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Table 6.1: Query-Document Term(s) Co-occurrences. The values shown are |stq ,td|
corresponding to the query term (in columns) and document term (in rows).

adaptiver (15) tempomat (44)

adaptive 15 3
vehicle 4 20
control 4 39
cruise 1 42
speed 0 29
distance 1 6

|stempomat| = 44 and |stempomat,cruise| = 42

=⇒ co− occurrence(tempomat, cruise) =
42

44
· 100 = 95.45%

6.2.2 Query-Document Term(s) Associations
The model can learn associations between words from the co-occurrences in the corpus
which serve as a reflection of how well the model captures the bilingual semantics of the
training corpus. The association of a query term tq with a document term td is computed
according to Equation 6.2.

association(tq, td) =
|sim(t⃗q , d⃗ )− sim(t⃗q , ⃗d¬td )|

sim(t⃗q , d⃗ )
· 100 (6.2)

where x⃗ is the vector representation of the term x, d¬x is the perturbed document without
the term x and sim(⃗a , b⃗ ) is the cosine similarity between the vectors a⃗ and b⃗ .

Example: In the query and document tokens mentioned above, to find associations, we
remove one document term at once and compute the similarity of this perturbed document
with the query term. The similarity values hence obtained for the different document terms
are shown in Table 6.2.

Table 6.2: Query-Document Term(s) Associations. The values shown are sim(t⃗q , ⃗d¬td )
for the query term (in columns) and the document term (in rows).

adaptiver (0.6189) tempomat (0.2378)

adaptive 0.1886 0.3029
vehicle 0.6048 0.2307
control 0.5919 0.2701
cruise 0.6016 0.1452
speed 0.6186 0.2592
distance 0.6129 0.2339

The association of query terms with document terms are then computed as below (only the
highest values are presented).
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with tq = adaptiver: sim(
#»
tq ,

#»

d ) = 0.6189 and sim(
#»
tq ,

#»

d ¬ adaptive ) = 0.1886

=⇒ association(adaptiver, adaptive) =
|0.6189− 0.1886|

0.6189
· 100 = 69.52%

with tq = tempomat: sim(
#»
tq ,

#»

d ) = 0.2378 and sim(
#»
tq ,

#»

d ¬ cruise ) = 0.1452

=⇒ association(tempomat, cruise) =
|0.2378− 0.1452|

0.2378
· 100 = 38.94%

6.2.3 Document Terms Significance
Once the user is convinced of how the model associates query and document terms with
each other, we accentuate its effect on the retrieval premise. Given a query, the model
should discriminate words in the document that contribute positively and negatively to
the retrieval of the document. The significance of a document term td with the query q is
computed according to Equation 6.3.

significance(q, td) =
sim(q⃗ , d⃗ )− sim(q⃗ , ⃗d¬td )

sim(q⃗ , d⃗ )
· 100 (6.3)

where sim(⃗a , b⃗ ) is the cosine similarity just as in Equation 6.2.

Example: To compute the significance of each document term in the example presented
above, we perturb the document by removing one document term at once. Then, the
similarity of this perturbed document and the query is computed. The similarity values
hence obtained for the different document terms are shown in Table 6.3.

Table 6.3: Document Terms Significance. The values shown are sim(q⃗ , ⃗d¬td ) for the
document term (in rows).

adaptiver tempomat (0.8536)

adaptive 0.3917
vehicle 0.8498
control 0.8354
cruise 0.4728
speed 0.8376
distance 0.8469

The significance of document terms are then computed as below (only the highest values
are presented).

sim( #»q ,
#»

d ) = 0.8536

sim( #»q ,
#»

d ¬ adaptive ) = 0.3917

=⇒ significance(q, adaptive) =
0.8536− 0.3917

0.8536
· 100 = 54.11%

sim( #»q ,
#»

d ¬ cruise ) = 0.4728
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=⇒ significance(q, cruise) =
0.8536− 0.4728

0.8536
· 100 = 44.61%

6.2.4 Visualization of the Representation Space
Finally, we present a 2D-projected common representation space (using Uniform Manifold
Approximation and Projection (UMAP) [61]) of the high-dimensional query and document
vectors to the users. From the collection of documents D, we present the retrieved
documents, d ∈ D along with the documents which have words similar to those in
the query but are not retrieved, d¬ ∈ D. Such common spaces expose the contextual
differences, otherwise unseen, between the documents.

To restrict d¬, we first fetch the most important term in the query, timp according to
Equation 6.4. Here, N refers to the total number of query terms and significance(a, b) is
computed according to Equation 6.3. Now, we find documents in D (filtered to a maximum
of 5 based on the similarity scores) with the occurrence of the term timp but are not retrieved
given the query, following Equation 6.5.

timp =
N

argmax
i=1

significance(ti, q) (6.4)

d¬ = {di ∈ D | timp is a term in di and di ̸∈ d} (6.5)

Example: For the query presented earlier, using Equation 6.4, we obtain timp = adaptiver.
With this term, we fetch d¬ as following:

Auf Wunsch .. mit adaptiver Dämpferregelung erhältlich.
Für guten Fahrkomfort .. adaptiver Dämpfer und geringer ungefederter Massen.
Das Fahrwerk mit adaptiver Dämpferregelung .. und agilem Handling.
Im Zusammenspiel .. mit adaptiver Dämpferregelung, das gleichzeitig .. tiefer legt.

Here, none of the documents talks about the query but the same terms are present both in
the document and the query. This shows the contextual differences captured by the model
which resulted in not retrieving these documents given the query.

6.2.5 Query suggestions
As an additional explanation to understand how the model perceives the query, we employ
MLM with the pre-trained mBERT model and suggest similar queries to the user. This is
achieved by finding the most important term timp in the query and then masking this term
with the special token [MASK]. When this masked input is fed to the model, it gives a list
of similar words which can replace the masked position. The top 5 results are presented to
the user.

For example, consider the query “adaptive cruise control". Applying Equation 6.4, we
obtain timp = adaptive. Now when we feed “[MASK] cruise control" to the model, it
provides the following query suggestions as the top 5 results.

dual cruise control,
manual cruise control,
vehicle cruise control,
combined cruise control, and
automatic cruise control
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6.3 Summary
The devised explanations detailed in this chapter can be seen as part of a story line
explaining the bilingual retrieval task. The co-occurrences of the terms are found from the
underlying training corpus which leads the model to learn associations between words.
These associations in turn help the model to differentiate the significance of words in
the documents, given a user query. The 2-D projected representation space of the query
and document vectors also exposes the contextual differences captured by the model that
prevent it from retrieving documents even when they have terms similar to the query. An
overview of the nature of explanations can be seen in Table 6.4.

Table 6.4: Overview of the devised explanations

Explanations Type of explanation Explanation tech-
nique

Query-Document Term(s)
Co-occurrences

local, model-agnostic,
-

-

Query-Document Term(s)
Associations

local, model-agnostic,
post-hoc

feature importance +
input perturbation

Document Terms Signifi-
cance

local, model-agnostic,
post-hoc

feature importance +
input perturbation

Visualization of representa-
tion space

global, model-specific,
post-hoc

example-driven



7. BiTe-REx - the system

Using the trained models described in Chapter 4, we retrieved relevant bilingual documents
as discussed in Chapter 5 and then explained the bilingual retrieval task as described
in Chapter 6. In this chapter, we plug these components together to implement our
prototypical system Bilingual Text Retrieval Explanations referred to as BiTe-REx. The
implementation is available at https://github.com/vijusudhi/bite-rex.

Embedder Retriever Explainer

Bilingual automotive
patents from EPO

Bilingual content scraped
from automotive web pages

User query 
(EN/DE)

Figure 7.1: Overview of the proposed system

The system consists of three modules - (i) an Embedder encoding texts in natural language
into dense vector representations, (ii) a Retriever taking a user query as input and returning
the relevant documents and (iii) an Explainer explaining to the user why a document was
retrieved given their query.

The front end or the graphical user interface (GUI) of the system is implemented using
streamlit18 and has the following components.

• a text field where the user can enter his/her search query in either EN or DE,

• query suggestions where the user is presented a list of suggestions most similar to
their query,

18https://streamlit.io/

https://github.com/vijusudhi/bite-rex
https://streamlit.io/
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• bilingual search results with documents relevant to the query, and

• explanation dialogs presenting to the user how we explain the retrieval premise and
the different explanations.

The following sections describe in detail each of the modules of the system.

Embedder

The Embedder transforms text from natural language to dense vector representations. We
use static and contextual embeddings to achieve this. The different embedding techniques
adopted for the different models are described in Section 5.1.

Retriever

The Retriever takes a user query in either English or German as input and with the
embeddings from the Embedder returns relevant documents from the bilingual collection
of documents scraped from different automotive web pages. To judge the relevance of
documents, we adopt different strategies for the different models. These techniques are
presented in Section 5.2.

Explainer

The Explainer presents to the user why a document (or a set of documents) is retrieved by
the Retriever module for a given query. The different explanations (explained in Chapter 6)
provide the user with a detailed view into different retrieval aspects, from the statistics of
the underlying training corpus to the final relevance judgement of the Retriever module.

Query‐Document term(s) 
co‐occurrences

Query‐Document term(s) 
associations

Document term 
significance

Visualization of 
representation space

Figure 7.2: Overview of explanations presented by the system

The following figures (Figure 7.3 to Figure 7.11) give a detailed overview of the system
interface.



53

Figure 7.3: Query input and query suggestions.

Step 1: The user searches for a query in either English or German (here, “future
of mobility"). The language classifier identifies the query language (here, EN). The user
is also given the option to change the query language if it is identified incorrectly. The
interface then shows query suggestions similar to the query in the query language.
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Figure 7.4: Displaying EN search results.

Step 2a: The user is presented the most relevant EN results from the collection
of documents scraped from different automotive web pages. The user can click on the
button "?" against each search result to see the explanations.
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Figure 7.5: Displaying DE search results.

Step 2b: The user is presented the most relevant DE results from the collection
of documents scraped from different automotive web pages. The user can click on the
button "?" against each search result to see the explanations.
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Figure 7.6: Overview of the explanations.

Step 2c: Once the user clicks on the button "?" against any search result, an
overview of the explanations is presented. Here the user selected one of the retrieved DE
documents, “Die Zukunft der Mobilität bringt intelligente, elektrifizierte, vernetzte und
automatisierte Fahrzeuge auf die Straßen." to see the explanations.
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Figure 7.7: Query-Document Term(s) Co-occurrences.

Step 3a: The user is presented the co-occurrences as a confusion matrix. A brief
description of the explanation is also provided. Here, the query terms “future" and

“mobility" co-occur the most with the document terms “zukunft" and “mobilität",
respectively.
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Figure 7.8: Query-Document Term(s) Associations.

Step 3b: The user is presented the associations with a brief description of the ex-
planation. The associations illustrate that the model has learnt to associate pairs of EN and
DE words that show higher co-occurrences.
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Figure 7.9: Document Term Significance.

Step 3c: The user is presented the significance of document terms which resulted
in the retrieval of the document. Here, the document terms “zukunft" and “mobilität" have
a very high positive contribution to the document retrieval, however, “automatisierte" and

“straßen" affect the retrieval negatively.
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Figure 7.10: Visualization of the representation space.

Step 3d: The user is presented one of the possible 2-D projections of the high-
dimensional representation space of the query and document vectors. The size of
the markers indicates how similar the document is to the query. The query, retrieved
documents and documents which are not retrieved even when they have terms similar to
the query terms (here, “mobility") are presented.
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Figure 7.11: Visualization of the representation space - user can hover over documents.

Step 3e: The user can hover over the documents to understand why a few docu-
ments were retrieved and a few others were not. This helps them to judge the contextual
differences captured by the model.





8. Evaluation and Discussion

This chapter presents the different phases of the evaluation carried out to answer the
research questions posed by this thesis. We start by evaluating the trained static and
contextual embeddings on intrinsic tasks such as word similarity and sentence similarity
(in Section 8.1) and then proceed to an evaluation of these embeddings on the extrinsic task
with a simulated bilingual retrieval dataset constructed from the automotive patents (in
Section 8.2). Then, we evaluate the relevance of retrieved documents in the downstream
task of retrieving bilingual documents from the document collection we use in our end
application. This evaluation also includes evaluating the significance of explanations
provided by the system against the human-annotated ground truth (in Section 8.3). The
last stage of evaluation presents a demo of the system to the users and conducts a user
study to evaluate the individual components comprising the system (in Section 8.4). The
chapter ends with a discussion (in Section 8.5) answering the research questions in the
light of the evaluation results from the different phases.

8.1 Phase 1 - Intrinsic evaluation of the trained em-
beddings

The trained embeddings should be able to capture the multilingual semantics seen in the
training corpus both at word-level and sentence-level. This is evaluated in this phase. The
following sections briefly describe the setup of the evaluation and the results obtained.

Setup

To carry out this evaluation phase, we construct a test set from the collected automotive
patents (see Section 4.1.1). We randomly select 50 patents from the list of automotive
patents. For each selected patent, we check the cosine similarity19 of its Title with those

19The similarity is computed with the help of sentence embeddings from the pre-trained multilingual
BERT model paraphrase-multilingual-mpnet-base-v2. We chose this model as the authors
[79] claim that the model achieves 65.83% average performance on sentence embeddings over 14 diverse
tasks from different domains.
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of the other patents. Any patent with a Title yielding a similarity value > 0.85 is then
considered a similar patent. For example, the following patents are considered similar to
the patent titled Pneumatic Tire: Pneumatic vehicle tire, Pneumatic radial tire, Heavy duty
pneumatic tire, Tire tread for a pneumatic tire, Tread profile of pneumatic tire, A laterally
stable pneumatic tire, and Rubber composition and pneumatic tire.

In this evaluation phase, we define two intrinsic tasks. Intrinsic tasks are used to evaluate the
representations learned by the model and do not involve an evaluation of these embeddings
in a downstream task. The representations learned by different models are compared with
each other and with those obtained from the baseline models. We consider the pre-trained
multilingual fastText20 model as the baseline for static embeddings and the pre-trained
multilingual sentence transformer model21 as the baseline for contextual embeddings. The
intrinsic tasks are defined below.

• Word similarity task: For the first 100 words in the bilingual dictionary (explained in
Section 4.2.3), we check if, for a given word, the model can retrieve the corresponding
aligned word in the other language (at least in its top-10 retrieved words, hence
Recall@10 is computed). For example, we check if the model can retrieve the DE
word “Stromdichte" when the EN phrase “current density" is passed and vice-versa.

• Sentence similarity task: For the bilingual claims in the test set, we check if the model
can retrieve the corresponding DE claim (at the highest rank, hence Recall@1 is
computed) when the EN claim is fed as input, and vice-versa. There are a total of
1,304 claims in each language in the test set. For example, if the EN claim “System
comprising a wiper blade adapter according to one of the preceding claims and at
least two wiper arm adapters 100a, 110a" is fed as input, we check if the model can
retrieve its corresponding DE claim “System mit einem Wischblattadapter nach einem
der vorhergehenden Ansprüche und zumindest zwei Wischarmadaptern 100a, 110a".

Results

As shown in Table 8.1, it is evident that the models trained on the domain-specific data
outperform the baselines. The following observations are made from the values in this
evaluation.

• Effect of dual/single, sum/average and pre-processing in static embeddings: The
static embeddings are encoded using either the embedding matrix (single) or both
the embedding and context matrices (dual), with or without merging noun phrases
by either taking a sum of the word vectors or its average. It is seen that the model
performance on the word similarity task does not differ with these different encodings.
However, from the sentence similarity task, it can be concluded that the embeddings
encoded as dual by taking average on merged noun phrases perform better (with a
Recall@1 of 0.1887 for EN-DE and 0.2715 for DE-EN by word2vec, and 0.2262 for
EN-DE and 0.0882 for DE-EN by fastText).

20available at https://fasttext.cc/docs/en/aligned-vectors.html.
21paraphrase-multilingual-mpnet-base-v2 available at https://huggingface.co/sentence-t

ransformers/paraphrase-multilingual-mpnet-base-v2

https://fasttext.cc/docs/en/aligned-vectors.html
https://huggingface.co/sentence-transformers/paraphrase-multilingual-mpnet-base-v2
https://huggingface.co/sentence-transformers/paraphrase-multilingual-mpnet-base-v2
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Table 8.1: Intrinsic evaluation of the trained embeddings

Model Word similarity Sentence similarity

EN - DE DE - EN EN - DE DE - EN
Recall@10 Recall@10 Recall@1 Recall@1

Static embeddings
baseline fastText - - 0.0575 0.1097
WV OFF PDA 0.2500 0.3300 0.1887 0.2715
WV OFF XSX 0.2500 0.3300 0.1051 0.1733
WV POST SUP 0.6200 0.6400 0.2094 0.2853
WV POST UNSUP 0.6300 0.6300 0.2807 0.3413

FT OFF PDA 0.1176 0.0179 0.2262 0.0882
FT OFF XSX 0.1176 0.0179 0.1679 0.0652
FT POST SUP 0.8900 0.8900 0.2324 0.3213
FT POST UNSUP 0.9000 0.8900 0.2899 0.3589

Contextual embeddings
baseline mBERT 0.8500 0.8000 0.4195 0.4624
Sentence-BERT 0.8600 0.8700 0.5253 0.5207

mBERT 0.8800 0.9000 0.9908 0.9816
(1) PDA is abbreviated for the sentence embeddings obtained by merging noun chunks, using dual

embeddings and averaging the word vectors. XSX is abbreviated for the sentence embeddings
obtained without merging noun chunks, using single embeddings and summing the word vectors.
(2) WV - word2Vec, FT - fastText, OFF - offline alignment, POST - post-hoc alignment, SUP -

supervised learning and UNSUP - unsupervised learning.
(3) The model acronyms are also found in Table 4.5.

• Effect of offline and post-hoc alignment in static embeddings: For both word2vec
and fastText models, the post-hoc alignment works better. Though the performances
are almost the same for supervised and unsupervised alignment on the word-level
task, unsupervised alignments work the best for the sentence similarity task (with the
highest Recall@1 of 0.2899 for EN-DE and 0.3589 for DE-EN sentence similarity
tasks by the fastText model).

• Effect of domain-specific training in contextual embeddings: The pre-trained baselines
for contextual embeddings significantly outperform the static embeddings (except
for the fastText post-hoc models). Both the contextual models - Sentence-BERT and
mBERT trained on the automotive patents perform better than the baseline. Among
the contextual models, it is clear that the further pre-trained mBERT model performs
the best (with over 90% Recall@10 for DE-EN word similarity task and over 98%
Recall@1 for sentence similarity tasks).

This phase of evaluation concludes that among static embeddings, the models trained
with unsupervised post-hoc alignment perform the best. Among the contextual models,
the further pre-trained mBERT model performs the best. All the models we trained
significantly outperform the corresponding baseline models.
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8.2 Phase 2 - Extrinsic evaluation of the trained em-
beddings

Once the embeddings are evaluated on the intrinsic tasks, we evaluate their performance
on a bilingual retrieval task. The setup of this phase and the results obtained are discussed
below.

Setup

As there is no bilingual retrieval test dataset in the automotive domain publicly available,
we make use of the same test set constructed for the previous evaluation phase. To
construct a bilingual retrieval dataset from the test set, we take the patent’s Title as the
query and the bilingual claims in the patent and those in the similar patents (see how we
compute similarity in the section Setup in Section 8.1) as the relevant documents. The
claims returned by the models to each of these queries are then considered the retrieved
documents. With these sets of documents, the standard metrics - precision and recall are
computed at k = 50 (Precision@50 and Recall@50) for this bilingual retrieval task.

Table 8.2: Extrinsic evaluation of the trained embeddings

Model Bilingual retrieval task

Precision@50 Recall@50

Static embeddings
baseline fastText 0.1230 0.3717
WV OFF PDA 0.1982 0.5191
WV OFF XSX 0.1778 0.4973
WV POST SUP 0.2004 0.5625
WV POST UNSUP 0.2068 0.5904

FT OFF PDA 0.2180 0.5615
FT OFF XSX 0.2042 0.5265
FT POST SUP 0.1958 0.5567
FT POST UNSUP 0.2048 0.5813

Contextual embeddings
baseline mBERT 0.2056 0.6371
Sentence-BERT 0.2424 0.7150

mBERT 0.2448 0.7373
(1) PDA is abbreviated for the sentence embeddings obtained by merging noun chunks, using dual

embeddings and averaging the word vectors. XSX is abbreviated for the sentence embeddings
obtained without merging noun chunks, using single embeddings and summing the word vectors.
(2) WV - word2Vec, FT - fastText, OFF - offline alignment, POST - post-hoc alignment, SUP -

supervised learning and UNSUP - unsupervised learning.
(3) The model acronyms are also found in Table 4.5.

Results

Table 8.2 shows the results for the extrinsic evaluation of the trained embeddings. In
this task, the models trained on the automotive patents performed significantly better
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than the baselines, as seen for the intrinsic tasks. However, unlike the intrinsic tasks,
among the static embeddings, word2vec trained with unsupervised post-hoc alignment
yields better results (with Precision@50 of 0.2068 and Recall@50 of 0.5904) than its
fastText counterpart. Also, the margin with which contextual embeddings outperform static
embeddings is smaller than what is seen in the intrinsic tasks. The pre-trained mBERT
model performs the best in this bilingual retrieval task among all the trained models (with
Precision@50 of 0.2448 and Recall@50 of 0.7373).

With these phases of evaluation, we conclude that the fastText model trained with unsuper-
vised post-hoc alignment (with high performances on 2 out of 3 tasks) is the best static
embedding model and the pre-trained mBERT model (with high performances on all the 3
tasks) as the best contextual model. The further evaluations only consider these models for
the sake of simplicity.

8.3 Phase 3 -Quantitative evaluation of the system
This phase of evaluation assesses the relevance of documents retrieved by the static and
contextual models from the document collection we use in our end application. We also
evaluate the significance of explanations provided by the system. The setup and results are
discussed below.

Setup

For this evaluation phase, we constructed a different test set, this time with 30 randomly
picked pairs of bilingual queries, mostly related to advanced driver assistance features.
The models were assessed on how well they retrieve relevant bilingual documents from the
content scraped from automotive web pages (see Section 4.1.2). Since we have no ground
truth for evaluation, we make aid of a set of users to help us with this evaluation. The
following facets are evaluated in this phase with the help of human-annotated ground truth.

• Relevance of the retrieved results: The users are presented a query and the top-1
document retrieved for this query by the static and contextual models. For each
query-document pair, the user selects if the document is relevant to the query or
otherwise. The relevance of the retrieved documents is then computed relative to the
users’ judgement.

Each query q ∈ Q is presented to a total of Uq users. If the user u ∈ Uq marks
the document retrieved for the query q as relevant, we set relq,u = 1 and if they
mark the document as not relevant, we set relq,u = 0. The relevance of retrieved
documents is evaluated with total counts (see Equation 8.1) and with majority counts
(see Equation 8.2). The latter metric helps to account for the variances in users’
responses and consider the majority of relq,u for each query q, instead of just adding
them up.

relevancetotal =

∑
q

∑
u relq,u∑
q Uq

(8.1)

relevancemajority =

∑
q maxu relq,u∑

q Uq

(8.2)
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• Significance of explanations: The evaluation also extends to understand how related
the model explanations are with what the users think as possible explanations to the
bilingual retrieval premise. Towards this, if the users marked a document is relevant
to the query, they are asked to pick words in the document they think are the most
relevant for the document retrieval (denoted as wuser). These words are compared
with the significant words the model gives as explanations (see Section 6.2.3) (denoted
as wsystem). Now, the significance of explanations is determined by considering wuser

as the relevant words and wsystem as the retrieved words. The standard IR metrics are
computed to indicate the significance of the explanations according to Equation 8.3 to
Equation 8.5 and the macro average of these scores is reported in Table 8.3.

precisionq =
|wuser,q ∩ wsystem,q|

|wuser,q|
(8.3)

recallq =
|wuser,q ∩ wsystem,q|

|wsystem,q|
(8.4)

f1 scoreq = 2 ·
precisionq · recallq
precisionq + recallq

(8.5)

However, since different users select different words as relevant, to account for the
variances in relevance judgement, we propose the metric completeness which computes
the scores by weighing each word with respect to the number of users who marked the
word significant. To compute this metric, we determine the set of all words annotated
by the users, Wuser,q for each query q. Now, we determine the factor factorw as the
relative number of users who marked the word w significant. With these values, the
completeness of explanations of each query is computed according to Equation 8.6,
where compw = 1, if the word w is in Wuser,q and compw = 0, if otherwise.

completenessq =

∑
w factorw · compw∑

w factorw
(8.6)

To evaluate these metrics, we also consider a baseline that randomly guesses significant
words from the list of words in each document. This baseline is executed 30 different
times and the values are populated in Table 8.4.

Results

Table 8.3 presents the comparison of the relevance (as judged by the users) of documents
retrieved from the static and contextual models. The users marked the documents retrieved
by the static model to be more relevant than those retrieved by the contextual model (with
relevance_total of 0.6101 and relevance_majority of 0.6667). This differs from the
results presented in the previous phases.

A similar trend is observed in the significance of explanations. As shown in Table 8.4,
the static model outperforms the baseline of random guesses by a significant margin
(with precision, recall and F1-score of 0.4078, 0.3354 and 0.3538, respectively) and
also performs better than the contextual model. The trend is no different in the metric
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Table 8.3: Relevance of retrieved documents

Model Relevance of retrieved documents

with total counts with majority counts

FT POST UNSUP 0.6101 0.6667
mBERT 0.5438 0.6000

FT POST UNSUP is abbreviated for the fastText model trained with
unsupervised post-hoc alignment.

Table 8.4: Significance of explanations

Model Precision Recall F1-score Completeness
baseline (µ =) 0.2207 0.2850 0.2468 0.4813

(σ =) 0.0203 0.0255 0.0226 0.0221
FT POST UNSUP 0.4078 0.3354 0.3538 0.6469
mBERT 0.3321 0.2636 0.2715 0.5744

FT POST UNSUP is abbreviated for the fastText model trained with
unsupervised post-hoc alignment.

completeness (the highest being 0.6469 by the static model). It is interesting to note
the recall score for the contextual model (= 0.2636) is even below what a random guess
achieves (µ = 0.2636 and σ = 0.0255).

From this phase of evaluation, we conclude that using static embeddings (trained with
considerably less training time and resources) perform equally good or in certain metrics
way better than the contextual embedding models (with a very high number of parameters
trained with more time and resources). However, this evaluation only considers 30 ran-
domly picked pairs of queries and the obtained results are only indicative of the models’
performance. To handle queries dissimilar to the ones used for this evaluation and to keep
the model output robust, we decided to combine the model outputs.

In conjunction with this discussion, it is also interesting to note the top-5 EN results
retrieved for the EN query “adaptive cruise control" as shown in Table A.8. Though the
argument is subjective, it can be seen that the documents retrieved by static embeddings
are less focussed on the user query and centre vaguely around the concept. However, the
documents retrieved by contextual embeddings are more focussed on the query talking
particularly about the query and not any auxiliary systems this concept relates to.

These observations motivated us to retrieve 500 documents initially from the static model
and then re-rank them using the contextual model. We assume this can yield us reasonable
results without compromising on the quality of results and accommodating their contextual
nature. This also helped us optimize the run-time costs incurred when retrieving documents
using contextual embeddings.
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8.4 Phase 4 -Qualitative evaluation of the system
The previous phases of evaluation aimed at quantitatively evaluating the different system
components. In this phase, we conduct a user study to qualitatively analyse each of these
components. We also compare our system with regular search engines and evaluate the
understandability and helpfulness of the explanations provided by the system. The detailed
setup and the different observations of the study are discussed below.

Setup

The user study was designed for users from different language proficiency and technical
backgrounds. A total of 15 users participated in the study. The questions in the study and
the corresponding answer options are presented in Table A.10. The study has the following
stages.

• Collecting user demographics: The study starts with a set of questions aimed at
understanding the proficiency of users in EN and DE and their technical background
in the automotive domain and in the IR or search systems (see Q1.1 to Q1.4 in
Table A.10).

• Comparing regular search engines with BiTe-REx: In this part of the study, the users
are initially asked to pick a pair of queries (an EN query and its corresponding DE
query) from the pairs shown in Table A.9. The users are then asked to search for these
queries in a regular search engine of their choice (see Q2.1 to Q2.8 in Table A.10)
and then in BiTe-REx (see Q3.1 to Q3.4 in Table A.10). The users are also asked to
count the search results in different languages and to judge the relevance of search
results from these systems considering the query. They are also asked if the systems
explained why the search results were retrieved.

• Evaluating the various aspects of the explanations presented by BiTe-REx: This
stage prompts the users to pick search results presented in BiTe-REx and is thrown
questions regarding the explanations presented for each result. Towards this task,
the user is oriented with a brief overview of the different types of explanations the
system provides. Then, the users are asked to rate how understandable and helpful the
explanations are (see Q3.5 to 3.8 in Table A.10). They are also asked to choose the
explanations they prefer to see further in search systems.

• Collecting user consensus on related search systems: The study ends with asking the
users a set of general questions regarding the influence of domain-specific, multilin-
gual, and explainable search systems (see Q4.1 to Q4.4 in Table A.10).

The users’ responses to the different stages of the study are discussed in the following
sections.

Collecting user demographics

The results of the initial set of questions aimed at gathering user demographics are shown
below.
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• Language proficiency: As illustrated in Figure 8.1, around 27% of users marked they
have native proficiency in EN and DE separately. Around 67% of users marked they
are proficient in EN at the professional working level. The least proficiency level for
EN is the limited working proficiency with only 7% of users. However, most of the
users (around 40%) have just elementary proficiency in DE.

• Technical background: Figure 8.2 shows that 67% of users have a technical back-
ground in IR or search systems, while only 33% of users marked that they have a
background in the automotive domain.

English proficiency of users German proficiency of users

Native Proficiency

Professional Working Proficiency

Limited Working Proficiency

Elementary Proficiency

No Proficiency

27%

67%

7%
27%

7%
40%

27%

Figure 8.1: Language proficiency of users

Automotive background of users IR background of users

Yes

No

33%

67% 67%

33%

Figure 8.2: Technical background of users

Comparing regular search engines with BiTe-REx

The second stage of the user study asked the users to search for the same set of queries in a
regular search engine and BiTe-REx. This helped us draw insights into what the regular
search engines fail to offer but not by our system. The results are populated below.

• Coverage of search results: On searching an EN query in a regular search engine, the
users see on average 77% of search results in EN. Similarly, it is seen that around
89% of search results are in DE if the users’ query language is DE. This validates our
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hypothesis that regular search engines return more results in the query language which
can potentially create an information gap. However, in our system, the same number
of search results are presented in EN and DE regardless of the users’ query language.

• Relevance of search results: Most of the users agreed that the search results retrieved
for the selected queries are relevant in both regular search engines (µ = 4.3 out of 5,
σ = 0.6609) and our system (µ = 4.3 out of 5, σ = 0.6289). On comparing the values,
BiTe-REx has a smaller standard deviation in the users’ responses. These responses
are illustrated in Figure 8.3.

• Explainability of search results: While asked to answer how well the search engines
explain the retrieved search results, the users on average marked a strong disagreement
(µ = 1.7 out of 5, σ = 1.5567) when they used the regular search engine. However,
they strongly agreed (µ = 4.1 out of 5, σ = 0.5017) that our system explains both the
monolingual and bilingual retrieval premises. The responses are shown in Figure 8.4.
A related-samples Wilcoxon Signed Rank Test (WSR) test showed that there is a
statistically significant difference (p < 0.001, α = 0.05) in how regular search engines
explain the retrieval premise in comparison with how our system does.

Evaluating the various aspects of the explanations presented by BiTe-REx

The last stage compared our system with regular search engines while this stage aim at in-
dependently assessing our system. The novelty of our system is the explanations it presents
to the users for the bilingual retrieval task. This stage evaluates how understandable the
presented explanations are and how helpful the explanations are to perceive the document
retrieval. For this, the users are asked to rate these two facets on a scale of 1 (being the
lowest) to 5 (being the highest). The observations from these responses are presented
below.

• Understandability: We designed the explanations such that they are understandable to
users with or without a background in IR. Figure 8.7 shows that the users found both
the monolingual and bilingual explanations presented by the system understandable
(µ = 4.0 on a scale of 5, σ = 0.8040). Out of the 4 explanations, Explanation 03
(Document Terms Significance) is found the most understandable and Explanation
04 (Visualization of representation space) is found the least understandable. It is also
interesting to note that the users from the automotive domain find the explanations
more understandable than the other users. With a one-sample WSR test, we validate
the statistical significance of the results as shown in Table 8.5.

• Helpfulness: The explanations provided by the system should help the users to
understand why a document (or a set of documents) was retrieved by the model. The
users in the study found the explanations provided by the system helpful (µ = 3.8 on
5, σ = 0.9348). Similar to the observation with the understandability facet, the users
from the automotive domain find the explanations more helpful than the others. This is
also validated by a one-sample WSR test which says the hypothesis of the helpfulness
facet being rated 4.0 on average is retained by the automotive users’ responses,
while rejected by the other responses. The other responses retain only a reduced
hypothesized median of 3.9 (see Table 8.6). As observed for the understandability
ratings, the users found Explanation 03 (Document Terms Significance) to be the
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100% 80% 60% 40% 20% 0%
DE-DE

EN-EN

Neutral Irrelevant Strongly irrelevant Relevant Strongly relevant
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(a) Relevance of monolingual search results in regular search engines
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DE-EN

EN-DE

DE-DE

EN-EN
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(b) Relevance of monolingual and bilingual search results in BiTe-REx

Figure 8.3: Relevance of search results
(1) y-axis is marked as [query language]-[document language]. (2) Regular search engines do not
always give bilingual results. Hence, the relevance of bilingual search results is not presented in (a).
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(a) Explainability of search results in regular search engines
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(b) Explainability of search results in BiTe-REx

Figure 8.4: Explainability of search results
y-axis is marked as [query language]-[document language].
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Table 8.5: Statistics for the understandability facet

Statistic

Automotive users Non-automotive users All users
Central frequencies

Exp01 µ = 4.4, σ = 0.5164 µ = 3.8, σ = 0.7678 µ = 4.0, σ = 0.7428
Exp02 µ = 3.8, σ = 0.9189 µ = 4.0, σ = 0.8256 µ = 3.9, σ = 0.8449
Exp03 µ = 4.5, σ = 0.5271 µ = 4.4, σ = 0.6708 µ = 4.4, σ = 0.6215
Exp04 µ = 4.1, σ = 0.5676 µ = 3.7, σ = 0.9881 µ = 3.8, σ = 0.8867
Overall µ = 4.2, σ = 0.6869 µ = 3.9, σ = 0.8471 µ = 4.0, σ = 0.8040

One-sample WSR test with α = 0.05
Exp01 η = 4.0, p = 0.0460 × η = 4.0, p = 0.2480 ✓ η = 4.0, p = 1.0000 ✓
Exp02 η = 4.0, p = 0.4800 ✓ η = 4.0, p = 0.7250 ✓ η = 4.0, p = 0.4580 ✓
Exp03 η = 4.0, p = 0.0250 × η = 4.0, p = 0.0350 × η = 4.0, p = 0.0030 ×
Exp04 η = 4.0, p = 0.5640 ✓ η = 4.0, p = 0.1340 ✓ η = 4.0, p = 0.2510 ✓
Overall η = 4.0, p = 0.0736 ✓ η = 4.0, p = 0.5538 ✓ η = 4.0, p = 0.6727 ✓

(1) Exp01 - Query-Document Term(s) Co-occurrences, Exp02 - Query-Document Term(s)
Associations, Exp03 - Document Terms Significance, Exp04 - Visualizing the representation space.
(2) ✓ indicates the null hypothesis is accepted by the WSR test and × indicates the null hypothesis

is rejected by the test.

Table 8.6: Statistics for the helpfulness facet

Statistic

Automotive users Non-automotive users All users
Central frequencies

Exp01 µ = 4.1, σ = 1.1005 µ = 3.7, σ = 0.8645 µ = 3.8, σ = 0.9499
Exp02 µ = 3.4, σ = 1.2649 µ = 3.7, σ = 0.7452 µ = 3.6, σ = 0.9353
Exp03 µ = 4.5, σ = 0.5271 µ = 4.1, σ = 0.6407 µ = 4.2, σ = 0.6261
Exp04 µ = 3.5, σ = 1.1785 µ = 3.4, σ = 0.9333 µ = 3.4, σ = 1.0034
Overall µ = 3.9, σ = 1.1140 µ = 3.7, σ = 0.8329 µ = 3.8, σ = 0.9348

One-sample WSR test with α = 0.05
Exp01 η = 4.0, p = 0.7630 ✓ η = 4.0, p = 0.1300 ✓ η = 4.0, p = 0.3140 ✓
Exp02 η = 4.0, p = 0.1050 ✓ η = 4.0, p = 0.0530 ✓ η = 4.0, p = 0.0160 ×
Exp03 η = 4.0, p = 0.0250 × η = 4.0, p = 0.4800 ✓ η = 4.0, p = 0.0520 ✓
Exp04 η = 4.0, p = 0.1630 ✓ η = 4.0, p = 0.0100 × η = 4.0, p = 0.0040 ×
Overall η = 4.0, p = 0.3055 ✓ η = 4.0, p = 0.0020 × η = 4.0, p = 0.00315 ×
Overall η = 3.9, p = 0.3618 ✓ η = 3.9, p = 0.9220 ✓ η = 3.9, p = 0.3900 ✓

(1) Exp01 - Query-Document Term(s) Co-occurrences, Exp02 - Query-Document Term(s)
Associations, Exp03 - Document Terms Significance, Exp04 - Visualizing the representation space.
(2) ✓ indicates the null hypothesis is accepted by the WSR test and × indicates the null hypothesis

is rejected by the test.
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most helpful and Explanation 04 (Visualization of representation space) was rated the
lowest (see Figure 8.8).

• Query suggestions: The users marked the query suggestions for EN queries with µ =
3.1 out of 5, σ = 1.3020, and for DE queries with µ = 3.5 out of 5, σ = 1.12546.
A one-sample WSR test accepts the hypothesis that the median of users’ ratings for
EN query suggestions is equal to 3.9 (p = 0.086, α = 0.05) and the median of users’
ratings for DE query suggestions is equal to 4.0 (p = 0.131, α = 0.05).

• Overall users’ preferences of explanations: As illustrated in Figure 8.5, most of the
users prefer to see Explanation 03 (Document Terms Significance) further in search
systems, while very less of them prefer Explanation 04 (Visualization of representation
space).

0 10 20 30 40 50 60

Exp04

Exp03

Exp02

Exp01

Figure 8.5: Users’ overall preferences of the explanations presented by BiTe-REx
Exp01 - Query-Document Term(s) Co-occurrences, Exp02 - Query-Document Term(s)

Associations, Exp03 - Document Terms Significance, Exp04 - Visualizing the representation space.

Collecting user consensus on related search systems

To understand the users’ general consensus on different search systems, we asked them
to mark their ratings for questions regarding domain-specific search systems (Q4.1 in
Table A.10), multilingual search systems (Q4.2 in Table A.10) and explainable search
systems (Q4.3 in Table A.10) in the last stage of the study. The users’ responses are
presented in Figure 8.6, where almost all users feel there is a need for domain-specific
multilingual explainable search systems. This level of the agreement shows that the central
focus of this thesis is significant.

100% 80% 60% 40% 20% 0%

Q4.3

Q4.2

Q4.1
Neutral Disagree Strongly disagree Agree Strongly agree

0% 20% 40% 60% 80% 100%

Figure 8.6: General user consensus on different search systems
The questions in y-axis are presented in Table A.10.
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(a) Understandability of monolingual explanations
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(b) Understandability of bilingual explanations

Figure 8.7: Understandability of explanations presented in BiTe-REx
(1) y-axis is marked as [query language]-[document language].

(2) Exp01 - Query-Document Term(s) Co-occurrences, Exp02 - Query-Document Term(s)
Associations, Exp03 - Document Terms Significance, Exp04 - Visualizing the representation space.
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(a) Helpfulness of monolingual explanations
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(b) Helpfulness of bilingual explanations

Figure 8.8: Helpfulness of explanations presented in BiTe-REx
(1) y-axis is marked as [query language]-[document language].

(2) Exp01 - Query-Document Term(s) Co-occurrences, Exp02 - Query-Document Term(s)
Associations, Exp03 - Document Terms Significance, Exp04 - Visualizing the representation space.
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8.5 Discussion
The previous sections presented the results of the different evaluation phases. This section
answers the research questions taking into account these results.

Research Question 1: How good are static and contextual embeddings trained
on a domain-specific dataset in comparisonwith general-purpose embeddings?

It is clear from the first phase of evaluation (Section 8.1) that the embeddings trained on
the domain-specific dataset perform better than the general-purpose embeddings. This is
the same for both static and contextual embeddings. Table 8.1 showed how the static and
contextual embeddings trained with the automotive patents yield significantly better results
on the word-level and sentence-level tasks.

To further validate this argument, we present a brief experiment below comparing the
contextual models trained with domain-specific data and a baseline model trained with
documents from different domains.

• Consider a pair of aligned claims as follows.

EN claim: “Electrical steering column lock according to any of the preceding claims,
wherein the elastic element 3 is made in an elastomeric material."

DE claim: “Elektrisches Lenkradschloss nach einem der vorhergehenden Ansprüche,
wobei das elastische Element 3 aus einem elastomeren Material hergestellt ist."

• After encoding these claims using the mBERT model we trained and the baseline
model22, we find a reference distance ref . We then find the distance, dist between
the EN claim and the below listed similar DE sentences.

DE sentence 1: “Sie behaupteten, dass die elektrische Lenksäule und das elastische
Element aus einem Elastomermaterial bestehen."

DE sentence 2: “Die elektrische Lenksäule ist ein wesentlicher Bestandteil."

DE sentence 3: “Es verfügt über eine elektrische Lenksäulenverriegelung und ein
elastisches Element."

• Now, we check how different is the reference distance from the distances between
these DE sentences and the EN claim, given by ref − dist.

Table 8.7: Difference in distances

DE sentence ref - dist

mBERT Baseline

DE sentence 1 0.8958 0.6731
DE sentence 2 2.6115 0.8738
DE sentence 3 2.1246 0.5904

22We use the same baseline contextual embedding model as discussed in Section 8.1.
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• It is evident from Table 8.7 that the contextual embeddings yield representations that
significantly differentiate dissimilar sentences from similar sentences (the difference
in distances vary from 0.8958 to 2.1246). However, the baseline model does not yield
representations that show such a significant difference in distances (the range is only
between 0.6731 to 0.8738). This once again validates our argument that embeddings
trained on a particular domain capture domain-specific semantics than general-purpose
embeddings.

The general-purpose embeddings are trained using documents from different domains and
may not always be the best choice for a retrieval system modelled to retrieve documents
from a particular domain. The domain-specific embeddings better capture the semantic
information in the underlying training corpus and hence, retrieve documents that are more
relevant. This result also agrees with related works that explored and contrasted domain-
specific embeddings with general-purpose embeddings for different end applications
[45, 57, 70, 82].

Research Question 2: How do retrieval results vary with the trained static and
contextual embeddings in the premise of bilingual text retrieval?

Phase 2 evaluation (Section 8.2) concludes that the contextual embeddings trained with
domain-specific data yield better results on the bilingual retrieval task where the document
collection is the same as the training dataset (in this case, the automotive patents). However,
when the retrieval task is extended to a different document collection (the bilingual web
pages scraped from different automotive organizations), the results in Phase 3 (see Rele-
vance of retrieved documents in Section 8.3) suggest that the static embeddings performed
better than the contextual embeddings.

The following experiment gives more perspective to this difference in results.

• Consider an automotive patent with the Title “Parking space line detection method
and device". We pass this as the query to retrieve relevant DE claims from the
automotive patents dataset. The following results are obtained from the static and
contextual embedding models.

DE result from the static model: “Kommunikationssystem, aufweisend eine Prüfein-
richtung 18 zum Ausführen einer Prüfung oder Nachprüfung, .. als wenn eine fahrzeug-
seitige elektrische Maschine in Betrieb ist, die im Betrieb ein geringes Maß an Lärm
erzeugt."

DE result from the contextual model: “Vorrichtung zum Erkennen einer Rahmen-
linie eines Parkplatzes aus aufgenommenen Informationen, .. dass sie größer wird,
wenn eine Distanz zwischen der geschätzten Position der Rahmenlinie und der Bil-
daufnahmevorrichtung 1a-d zunimmt."

It is clear from this example that the result from the contextual model is more relevant
than the one retrieved by the static model.

• Now, consider a DE query “Zündschlossgeräte" (related to an advanced driving
feature). We pass this query to the models and retrieve relevant EN documents from
the web-scraped automotive document collection. The retrieved documents from the
models are presented below.
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EN result from the static model: “The electronic immobilizer secures the vehicle
against theft. This is achieved by a transponder with a code in the ignition key. When
the ignition is switched on .. the engine electronics system using another coded signal
required for the engine to start."

EN result from the contextual model: “Conveyor belts and special belts for transport
of bulk material in mobile machinery."

Here, unlike the case presented above, the static model retrieved a more relevant
document.

• This example shows that the retrieval performances of the models vary depending on
the document collection they retrieve the documents from.

Although the results from Phase 2 evaluation (Section 8.2) and Phase 3 (see Relevance of
retrieved documents in Section 8.3) contradict each other, they open a broader discussion
for the need of combining static and contextual embeddings as demanded by the use case
or end application. This combination helps in representing the queries and documents
considering both the paradigms and results in better representations leading to improved
retrieval performances. There are similar discussions on the potential of combining static
and contextual embedding models in different end tasks [36, 62, 109].

Research Question 3: Are explanations from static and contextual embeddings
relatable to the human judgement?

As discussed in Section 8.3, retrieval systems using static and contextual embeddings can
provide explanations that are closely related to what humans think as explanations to the
retrieval premise. The results also showed that static embeddings yielded explanations
more related to the human judgement while contextual embeddings yielded fewer related
explanations.

To substantiate this argument, we present a short experiment below.

• Consider an EN query “Anti lock braking system" and a relevant DE document “Das
Antiblockiersystem (ABS) verhindert das Blockieren der Räder und ermöglicht sicheres
Bremsen". Now, we find which words are presented as significant words by the static
embedding model and the contextual embedding model. The top-5 significant words
in descending order from these models are given below.

Significant words given by the static model:
antiblockiersystem, bremsen, sicheres, verhindert, räder

Significant words given by the contextual model:
antiblockiersystem, verhindert, abs, blockieren, räder

• As a user, one would expect the term bremsen in the top-5 significant words for the
query-document pair in the example. The static model presents the word bremsen as
the second most significant word, while the contextual model does not even identify
the word as a significant word.

• This example indicates that the static embedding models present explanations more
related to human judgement while contextual embeddings provide less related expla-
nations.
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The significance of explanations is computed based on the similarity of the word repre-
sentations. When the word representations fail to capture the semantics of the underlying
training corpus, it directly affects the similarity scores computed, thereby affecting the sig-
nificance of explanations. This prompts us to point this difference in the model explanations
in the same direction as the previous research question.

ResearchQuestion 4: Would users prefer an explainable retrieval interface over
a normal interface incapable of providing explanations?

The user study conducted as the last phase of evaluation (Section 8.4) shows that the users
favour more domain-specific, multilingual and explainable search systems. The users
compared the proposed explainable system BiTe-REx with regular search engines and
agreed that our system sufficiently explains the bilingual retrieval premise. The study also
concludes the explanations provided by the system are easily understandable and help
users to perceive the factors affecting document retrieval. The users also responded that
“an explainable search system improves the user’s trust in the underlying system" and chose
explanations from the prototype which they would like to see further in search systems.

In short, we conclude that the static and contextual embeddings trained on domain-specific
data perform better than general-purpose embeddings. However, their retrieval perfor-
mances depend on the document collections from where the documents are retrieved. If
the document collections are not of the same nature as the training document collections,
the models that perform better at intrinsic tasks may not perform equally good at the
downstream tasks. We also conclude that the retrieval systems using static and contextual
embeddings can provide explanations related to human-annotated ground truth.





9. Conclusion

This thesis presented an explainable bilingual text retrieval system in the automotive
domain aimed at users performing competitor analysis and wage analysis. Towards
this, we presented how static and contextual embeddings are trained from an automotive
domain-specific document collection to encode text in natural language to dense vector
representations. These representations are then used to retrieve bilingual automotive
documents in English or German given a user query. We also proposed different explanation
techniques that help the users in understanding why a document was retrieved given their
query. The trained embeddings were evaluated on different word-level, sentence-level
and bilingual retrieval tasks. From these evaluations, we conclude the performance of
static and contextual embeddings vary with the end application and the used document
collection and found that a combination of both embedding models yields better results
in our end application. Our system referred to as BiTe-REx explained the bilingual
retrieval premise and achieved a score of 64% on the metric completeness we proposed to
account for variances in user annotations. We conducted a user study with users from the
automotive domain and the information retrieval domain. In this study, the users found our
explanations understandable with an average rating of 4.0 out of 5 and helpful in perceiving
the bilingual retrieval premise with an average rating of 3.8 out of 5. We conclude our
evaluation showing that the users prefer an explainable interface over a regular search
engine incapable of providing explanations.

The limitations of this work and the future work in this direction are outlined below.

Limitations

• Nature of document collection and its effect on the queries that can be handled. The
models were trained on the automotive patents from the EPO. These patents include
mostly technical concepts related to the automotive domain. This helps the retrieval
model to handle technical queries reasonably well. However, for non-technical queries
in the domain, for example, co2 emissions, the model may not retrieve the most
relevant documents. A parallel, sentence-aligned domain-specific document collection
with such non-technical concepts should be used to further train the models.
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• Dependence on the number of query terms: The query suggestions and the explanation
visualizing the representation space depend on the most significant query term. The
model masks this term to get the query suggestions. If there is only one query term,
the idea of masked language modelling cannot work as there is no context to get the
words to replace the masked term. Similarly, the model checks for the occurrence
of the most significant query term in the document collection to identify contextual
differences and expose them to the users by visualizing the representation space. In
the case of a single query term, it is hard to gather these contextual differences.

• Intuitiveness of explanations: When the system explains a monolingual retrieval
premise, the explanations (particularly co-occurrences and associations) may look
trivial. For example, if the document retrieved for the query “adaptive cruise control"
contains the query terms, presenting the co-occurrences or associations of “adaptive"
(as query term) with “adaptive" (as document term) do not add much value to the
user.

• Dependence on the document collection for explaining contextual differences: The
visualization of representation space which exposes the contextual differences inferred
by the model is strongly dependent on the document collection used to retrieve the
bilingual documents. For example, when the system looks for documents with the
term “cruise", if all the documents talk about “cruise control", the system will not be
able to show any contextual differences.

• Query suggestions: The query suggestions presented by our system are not diverse
enough and in most cases are found less helpful to the users.

Future Work

• Using document level models to train static embeddings: This thesis only trained
word-level static embedding models. However, it will be interesting to extend this to
document-level models such as doc2vec [51] with a bilingual objective.

• Using contextual models with longer token lengths: The contextual models trained in
this thesis restrict the maximum token length to be 512. In the future, other models
such as Longformer [10] and Transformer-XL [23] which allow longer token lengths
can be explored.

• Using deep relevance models for retrieving bilingual documents: In this thesis, we
modelled the retrieval model as a simple cosine similarity-based one. This can be
replaced with deep relevance models [35, 71] to improve the retrieval performance.

• Explaining the ranking of retrieved documents: This work mainly focused on explain-
ing why a document was retrieved given a user query. It will be equally interesting to
devise explanations to understand why different documents are ranked differently. For
example, the explanations can aim at understanding why a document was ranked 1
and another document was ranked 2, etc.

Our system is a first step towards explaining bilingual text retrieval. In the future, more
explainable, multilingual and domain-specific search systems should emerge to sufficiently
satisfy the information needs of the users.



Appendix

Table A.1: Words that are not always followed by white spaces in the automotive patents

EN words DE words

and, whereas, wherein, least, that,
by, particular, there, characterized

und, wohingegen, wherein, worin,
dass, von, gekennzeichnet, der

Table A.2: Claim before and after pre-processing

Claim before pre-processing Claim after pre-processing

A parking assist device comprising: a moni-
tor (10) for displaying captured images from
a camera (12; 13) provided to a vehicle body;
andassist information output means for dis-
playing assist information for assisting park-
ing on said monitor;

A parking assist device comprising : a mon-
itor NUM for displaying captured images
from a camera NUM provided to a vehicle
body ; and assist information output means
for displaying assist information for assisting
parking on said monitor ;

...
...

travel,characterized in thatsaid assist infor-
mation output means further performs rou-
tines for superimposing an indicator (H) cor-
responding to a current position of said ve-
hicle on said monitor; anddriving assisting
means is provided for assisting a driving oper-
ation of a driver so as to guide said indicator
(H) to a position of said guide information
when said vehicle is moved to a stopping po-
sition

travel , characterized in that said assist in-
formation output means further performs rou-
tines for superimposing an indicator H cor-
responding to a current position of said vehi-
cle on said monitor ; and driving assisting
means is provided for assisting a driving op-
eration of a driver so as to guide said indica-
tor H to a position of said guide information
when said vehicle is moved to a stopping po-
sition .
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Table A.3: EN and DE claims with merged noun phrases

EN claim DE claim

A modular power converter comprising
: a thermal_support NUM for a circuit ,
the support comprising a substrate hav-
ing fluid_inlet NUM and outlet ports
NUM and a circulation_path NUM cou-
pled between the inlet and outlet ports ,

Modularer_Leistungswandler , der Fol-
gendes umfasst : einen thermis-
chen_Träger NUM für eine Schaltung
, wobei der Träger ein Substrat mit Flu-
ideinlassanschlüssen NUM und Fluidaus-
lassanschlüssen NUM und einem Zirku-
lationsweg NUM , der zwischen die Ein-
lass und Auslassanschlüsse gekoppelt ist
, umfasst ,

...
...

wherein the support at least partially
defines an electrical_reference_plane
, a mechanical_support , and a
thermal_extraction_path for the
power_electronics_circuit .

wobei der Träger wenigstens teil-
weise eine elektrische_Bezugsebene ,
einen mechanischen_Träger und einen
Wärmeentnahmeweg für die Leistungse-
lektronikschaltung definiert .

Table A.4: Alignment between EN and DE words (phrases)

EN word (phrase) DE word (phrase) Lexical
translation
probability

antiozonants antiozonantien 1.00
varied variiert 0.48
rotating_side_member rotierenden_seitenelements 1.00
visible_interface sichtbare_grenzfläche 1.00
current_density stromdichte 1.00
increasing_speed steigender_geschwindigkeit 0.50
corresponding_threshold_value entsprechenden_schwellwert 0.89
predetermined_device vorbestimmte_vorrichtung 0.62
seatback_portion rückenlehnenabschnitts 0.64
fuel_vapor_purge_conduit kraftstoffdampfspülleitung 0.51
raised_and_lowered_positions erhöhten_und_abgesenkten_stellungen 1.00
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Table A.5: Tokenization of claims

Pre-processed claim Tokens

A modular power converter comprising : a ther-
mal_support NUM for a circuit , the support com-
prising a substrate having fluid_inlet NUM and out-
let ports NUM and a circulation_path NUM cou-
pled between the inlet and outlet ports , the in-
let and outlet ports being configured to transmit a
coolant for circulation through the circulation_path
; an interface_plate NUM configured to support a
power_electronics_circuit NUM , the interface_plate
being configured for mounting to the support ad-
jacent to the coolant circulation_path for extrac-
tion of heat from the interface_plate during op-
eration ; and a power_electronics_circuit config-
ured for power_conversion supported on the inter-
face_plate ; and a driver_circuit NUM for applying
the drive_signals to the power_electronics_circuit ,
the driver_circuit being secured to and cooled by the
thermal_support ; wherein the support at least par-
tially defines an electrical_reference_plane , a mechan-
ical_support , and a thermal_extraction_path for the
power_electronics_circuit .

modular, power, converter, compris-
ing, thermal_support, num, circuit,
support, substrate, fluid_inlet,
outlet, ports, circulation_path,
coupled, inlet, configured, transmit,
coolant, circulation, interface_plate,
power_electronics_circuit, mount-
ing, adjacent, extraction, heat,
operation, power_conversion,
supported, driver_circuit, ap-
plying, drive_signals, secured,
cooled, wherein, least, partially,
defines, electrical_reference_plane,
mechanical_support, ther-
mal_extraction_path

Table A.6: Claims from the patent “Charging connector and method of mounting it"

Claim
No.

EN DE

...
...

5 A charging connector according to any
one of the preceding claims, wherein
during a removing operation, parts of
the protection cap 30 between peripheral
edges of the mounting grooves 36 and the
facing wall 30A are resiliently deformed
to widen opening parts of the mounting
grooves 36.

Ein Ladestecker nach irgendeinem
der vorhergehenden Ansprüche, wobei
während einer Entfernungsoperation
Teile der Schutzkappe 30 zwischen pe-
ripheren Kanten der Montagenuten 36,
und die Stirnwand 30A elastisch ver-
formt werden, um Öffnungsteile der
Montagenuten 36 auszuweiten.

...
...
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Table A.7: Masking of tokens in an input claim

Tokens before masking Tokens after masking

[CLS],
a, char, ##ging, connect, ##or,

according, to, any, one, of, the
, preceding, claims, ,, where,
##in, during, a, removing,
operation, ,, parts, of, the,
protection, cap, 30, between,
peri, ##phe, ##ral, edges, of,
the, mount, ##ing, groove, ##s,
36, and, the, facing, wall, 30,
##a, are, res, ##ilien, ##tly,
def, ##orme, ##d, to, wide, ##n,
opening, parts, of, the, mount,
##ing, groove, ##s, 36, .,

[CLS],
[MASK], char, ##ging, connect, ##or

, according, to, any, one, [MASK
], [MASK], preceding, claims, ,,
where, ##in, during, a,

removing, operation, ,, parts,
of, the, protection, cap, 30,
between, peri, ##phe, ##ral,
edges, of, the, mount, ##ing, [
MASK], ##s, 36, and, [MASK],
facing, wall, 30, [MASK], are,
res, ##ilien, ##tly, def, ##orme
, ##d, to, wide, ##n, opening,
parts, [MASK], the, [MASK], ##
ing, [MASK], [MASK], 36, [MASK],

[SEP],
ein, lade, ##ste, ##cker, nach, ir,

##gende, ##ine, ##m, der,
vorher, ##gehenden, anspruch, ##
e, ,, wobei, wahrend, einer,
entfernung, ##so, ##pera, ##tion
, teile, der, schutz, ##kap, ##
pe, 30, zwischen, peri, ##phe,
##ren, kant, ##en, der, montage,
##nute, ##n, 36, ,, und, die,
sti, ##rn, ##wand, 30, ##a, elas
, ##tisch, ver, ##form, ##t,
werden, ,, um, off, ##nung, ##
ste, ##ile, der, montage, ##nute
, ##n, 36, aus, ##zu, ##weite,
##n, .,

[SEP],
[PAD], ... [PAD]

[SEP],
ein, lade, ##ste, ##cker, nach, ir,

##gende, ##ine, ##m, der,
vorher, ##gehenden, anspruch, [
MASK], ,, wobei, wahrend, einer,
entfernung, ##so, ##pera, ##

tion, teile, der, schutz, ##kap,
[MASK], 30, [MASK], [MASK], ##

phe, ##ren, kant, ##en, der,
montage, ##nute, ##n, 36, ,, und
, die, sti, ##rn, ##wand, 30, [
MASK], elas, ##tisch, ver, ##
form, ##t, werden, ,, um, off,
##nung, [MASK], ##ile, der, [
MASK], ##nute, ##n, 36, aus, ##
zu, [MASK], ##n, .,

[SEP],
[PAD], ... [PAD]



89

Table A.8: Top-5 documents retrieved by static and contextual embeddings for the query
“adaptive cruise control"

Rank Documents retrieved using static em-
beddings

Documents retrieved using contextual
embeddings

1 The adaptive cruise control adapts the
vehicle’s speed to the flow of traffic.

Adaptive cruise control makes riding
more convenient .. and could help to
prevent rear-end collisions.

2 An ideal upgrade for the adaptive cruise
assist is also the ..

The adaptive cruise assist maintains
proper speed .. the car can start auto-
matically again.

3 Traffic jam assist is a subsystem of adap-
tive cruise control (ACC) .. over a speed
range up to 65 km/h.

The adaptive cruise assist .. increases
the level of ride comfort during long
journeys in particular.

4 The adaptive cruise control (ACC) helps
to adapt the speed in heavy traffic to
the flow to keep a safe distance to the
preceding vehicle.

The adaptive cruise assist is a highlight
among the optional systems. .. ap-
proaching vehicles that the system clas-
sifies as critical.

5 Safety equipment includes forward-
collision warning, .. adaptive cruise con-
trol and lane keep assist.

When the adaptive cruise assist system
(optional) is activated, .. and the Audi
virtual cockpit (standard).

Table A.9: Pairs of queries presented to the user

English queries German queries

adaptive cruise control adaptiver Tempomat
future of mobility Zukunft der Mobilität
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Table A.10: Questions in the user study

ID Question
User demographics

Q1.1 How proficient are you in English?
1 - No Proficiency, 2 - Elementary Proficiency,
3 – Limited Working Proficiency, 4 – Professional Working Proficiency,
5 – Native Proficiency

Q1.2 How proficient are you in German?
1 - No Proficiency, 2 - Elementary Proficiency,
3 – Limited Working Proficiency, 4 – Professional Working Proficiency,
5 – Native Proficiency

Q1.3 Do you have a background in the Automotive domain?
Yes, No

Q1.4 Do you have a background in the IR/Search systems?
Yes, No

Search in regular search engine
Q2.1 Which search engine did you open?

Google, Bing, Yahoo, DuckDuckGo, Other (free text)
Q2.2 Count the total number of results in the first page of search results

free-text as number
Q2.3 Count the number of EN results in the first page of search results

free-text as number
Q2.4 How do you judge the relevance of the EN search results?

1 - Strongly irrelevant, 2 - Irrelevant, 3 - Neutral
4 - Relevant, 5 - Strongly relevant

Q2.5 How did you judge the relevance of the EN search results? Please write
briefly about your judgement criteria.
free text

Q2.6 How well do you agree to the statement - "The search engine explains
why I got this search result"?
1 - Strongly disagree, 2 - Disagree, 3 - Neutral
4 - Agree, 5 - Strongly agree

Q2.7 Are there any search result which is in a language other than EN?
Yes, No

Q2.8 If yes, how well do you agree to the statement - "The search engine
explains why I got this search result" for these search results?
1 - Strongly disagree, 2 - Disagree, 3 - Neutral
4 - Agree, 5 - Strongly agree

The questions Q2.2 to Q2.8 are repeated for the DE query, replacing EN
in the questions to DE.
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Table A.10 Continued: Questions in the user study

ID Question
Search in BiTe-REx

Q3.1 How do you judge the relevance of the EN search results?
1 - Strongly irrelevant, 2 - Irrelevant, 3 - Neutral
4 - Relevant, 5 - Strongly relevant

Q3.2 How did you judge the relevance of the EN search results? Please write
briefly about your judgement criteria.
free text
The questions Q3.1 to Q3.2 are repeated for the DE search results,
replacing EN in the questions to DE.

Q3.3 Search results in EN are ____ than search results in DE.
less relevant, equally relevant, more relevant

Q3.4 How do you judge the relevance of the query suggestions?
1 - Strongly irrelevant, 2 - Irrelevant, 3 - Neutral
4 - Relevant, 5 - Strongly relevant

The user is asked to check each explanation presented by the system.
The questions start with Explanation 01 - Co-occurrences.

Q3.5 How do you rate the understandability of this explanation?
1 - Strongly not understandable, 2 - Not understandable, 3 - Neutral
4 - Understandable, 5 - Strongly understandable

Q3.6 Do you think this explanation helps to understand why this document
was retrieved?
1 - Strongly not helpful, 2 - Not helpful, 3 - Neutral
4 - Helpful, 5 - Strongly helpful
The questions Q3.5 to Q3.6 are repeated for the other explanations.

Q3.7 In the light of the above explanations (all of them), choose your level of
agreement to the below statement. "The search engine explains why I
got this search result."
1 - Strongly disagree, 2 - Disagree, 3 - Neutral
4 - Agree, 5 - Strongly agree

Q3.8 Out of the presented explanations, select the explanation(s) you would
like to see again in search engines. You may select more than one option.
Explanation 01 - Co-occurrences, Explanation 02 - Associations,
Explanation 03 - Significance, Explanation 04 - Why and Why not?
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Table A.10 Continued: Questions in the user study

ID Question
General user consensus

Q4.1 How do you think a domain-specific search system affects the quality of
search?
1 - Strongly minimizes, 2 - Minimizes, 3 - Neutral,
4 - Improves, 5 - Strongly improves

Q4.2 How do you think a bilingual (or multilingual) search system satisfies
the user’s information need?
1 - Strongly fails to satisfy, 2 - Fails to satisfy, 3 - Neutral,
4 - Satisfies, 5 - Strongly satisfies

Q4.3 How do you think an explainable search system influences user’s trust in
the underlying system?
1 - Strongly minimizes, 2 - Minimizes, 3 - Neutral,
4 - Improves, 5 - Strongly improves

Q4.4 Please share your feedback to this user study (or generally about this
project).
free text



Bibliography

[1] Hasan Abu-Rasheed, Christian Weber, Johannes Zenkert, Roland Krumm, and
Madjid Fath. Explainable graph-based search for lessons-learned documents in the
semiconductor industry. arXiv preprint arXiv:2105.08442, 2021. (cited on Page 26)

[2] HLEG AI. High-level expert group on artificial intelligence, 2019. (cited on Page 4)

[3] Qingyao Ai and Lakshmi Narayanan. R. Model-agnostic vs. model-intrinsic in-
terpretability for explainable product search. In Proceedings of the 30th ACM
International Conference on Information & Knowledge Management, pages 5–15,
2021. (cited on Page 4 and 26)

[4] Qingyao Ai, Yongfeng Zhang, Keping Bi, and W Bruce Croft. Explainable product
search with a dynamic relation embedding model. ACM Transactions on Information
Systems (TOIS), 38(1):1–29, 2019. (cited on Page 26)

[5] Hanan Aldarmaki and Mona Diab. Context-aware cross-lingual mapping. arXiv
preprint arXiv:1903.03243, 2019. (cited on Page 24)

[6] Alejandro Barredo Arrieta, Natalia Díaz-Rodríguez, Javier Del Ser, Adrien Ben-
netot, Siham Tabik, Alberto Barbado, Salvador García, Sergio Gil-López, Daniel
Molina, Richard Benjamins, et al. Explainable artificial intelligence (xai): Concepts,
taxonomies, opportunities and challenges toward responsible ai. Information Fusion,
58:82–115, 2020. (cited on Page 4)

[7] Sebastian Bach, Alexander Binder, Grégoire Montavon, Frederick Klauschen, Klaus-
Robert Müller, and Wojciech Samek. On pixel-wise explanations for non-linear
classifier decisions by layer-wise relevance propagation. PloS one, 10(7):e0130140,
2015. (cited on Page 22)

[8] Dominika Basaj, Barbara Rychalska, Przemyslaw Biecek, and Anna Wróblewska.
How much should you ask? on the question structure in qa systems. arXiv preprint
arXiv:1809.03734, 2018. (cited on Page 4)

[9] Katja Bego and Markus Droemann. A vision for the future internet. 2020. (cited on
Page 4)

[10] Iz Beltagy, Matthew E Peters, and Arman Cohan. Longformer: The long-document
transformer. arXiv preprint arXiv:2004.05150, 2020. (cited on Page 84)



94 Bibliography

[11] Yoshua Bengio, Réjean Ducharme, Pascal Vincent, and Christian Jauvin. A neural
probabilistic language model. Journal of machine learning research, 3(Feb):1137–
1155, 2003. (cited on Page 9 and 23)

[12] Piotr Bojanowski, Edouard Grave, Armand Joulin, and Tomas Mikolov. Enrich-
ing word vectors with subword information. Transactions of the Association for
Computational Linguistics, 5:135–146, 2017. (cited on Page 12 and 25)

[13] Joanne Capstick, Abdel Kader Diagne, Gregor Erbach, Hans Uszkoreit, Anne
Leisenberg, and Manfred Leisenberg. A system for supporting cross-lingual in-
formation retrieval. Information processing & management, 36(2):275–289, 2000.
(cited on Page 25)

[14] Ruben Cartuyvels, Graham Spinks, and Marie-Francine Moens. Discrete and
continuous representations and processing in deep learning: looking forward. AI
Open, 2:143–159, 2021. (cited on Page 9)

[15] AP Sarath Chandar, Stanislas Lauly, Hugo Larochelle, Mitesh M Khapra, Balaraman
Ravindran, Vikas Raykar, and Amrita Saha. An autoencoder approach to learning
bilingual word representations. In Proceedings of the 27th International Conference
on Neural Information Processing Systems-Volume 2, pages 1853–1861, 2014. (cited
on Page 24)

[16] Xinxiong Chen, Zhiyuan Liu, and Maosong Sun. A unified model for word sense
representation and disambiguation. In Proceedings of the 2014 Conference on
Empirical Methods in Natural Language Processing (EMNLP), pages 1025–1035,
2014. (cited on Page 12)

[17] Ioannis Chios and Suzan Verberne. Helping results assessment by adding
explainable elements to the deep relevance matching model. arXiv preprint
arXiv:2106.05147, 2021. (cited on Page 26)

[18] Jaeho Choi, Seunghyeok Oh, and Joongheon Kim. The useful quantum computing
techniques for artificial intelligence engineers. In 2020 International Conference on
Information Networking (ICOIN), pages 1–3. IEEE, 2020. (cited on Page 4)

[19] Kevin Clark, Urvashi Khandelwal, Omer Levy, and Christopher D Manning. What
does bert look at? an analysis of bert’s attention. arXiv preprint arXiv:1906.04341,
2019. (cited on Page 45)

[20] European Commission. Digital agenda: more than half eu internet surfers use
foreign language when online, 2011. URL https://ec.europa.eu/commission/pressc
orner/detail/en/IP_11_556. (cited on Page 3)

[21] Alexis Conneau, Guillaume Lample, Marc’Aurelio Ranzato, Ludovic Denoyer,
and Hervé Jégou. Word translation without parallel data. arXiv preprint
arXiv:1710.04087, 2017. (cited on Page 35 and 36)

[22] Alexis Conneau, Kartikay Khandelwal, Naman Goyal, Vishrav Chaudhary, Guil-
laume Wenzek, Francisco Guzmán, Edouard Grave, Myle Ott, Luke Zettlemoyer,
and Veselin Stoyanov. Unsupervised cross-lingual representation learning at scale.
arXiv preprint arXiv:1911.02116, 2019. (cited on Page 24)

https://ec.europa.eu/commission/presscorner/detail/en/IP_11_556
https://ec.europa.eu/commission/presscorner/detail/en/IP_11_556


Bibliography 95

[23] Zihang Dai, Zhilin Yang, Yiming Yang, Jaime Carbonell, Quoc V Le, and Ruslan
Salakhutdinov. Transformer-xl: Attentive language models beyond a fixed-length
context. arXiv preprint arXiv:1901.02860, 2019. (cited on Page 84)

[24] Marina Danilevsky, Kun Qian, Ranit Aharonov, Yannis Katsis, Ban Kawas, and
Prithviraj Sen. A survey of the state of explainable ai for natural language processing.
arXiv preprint arXiv:2010.00711, 2020. (cited on Page 20, 21, and 22)

[25] Jacob Devlin, Ming-Wei Chang, Kenton Lee, and Kristina Toutanova. Bert: Pre-
training of deep bidirectional transformers for language understanding. arXiv
preprint arXiv:1810.04805, 2018. (cited on Page 16, 24, 25, and 44)

[26] Yanzhuo Ding, Yang Liu, Huanbo Luan, and Maosong Sun. Visualizing and
understanding neural machine translation. In Proceedings of the 55th Annual
Meeting of the Association for Computational Linguistics (Volume 1: Long Papers),
pages 1150–1159, 2017. (cited on Page 4)

[27] Julian Martin Eisenschlos, Sebastian Ruder, Piotr Czapla, Marcin Kardas, Sylvain
Gugger, and Jeremy Howard. Multifit: Efficient multi-lingual language model
fine-tuning. arXiv preprint arXiv:1909.04761, 2019. (cited on Page 25)

[28] Manaal Faruqui and Chris Dyer. Improving vector space word representations using
multilingual correlation. In Proceedings of the 14th Conference of the European
Chapter of the Association for Computational Linguistics, pages 462–471, 2014.
(cited on Page 24)

[29] Shi Feng, Eric Wallace, Alvin Grissom II, Mohit Iyyer, Pedro Rodriguez, and Jordan
Boyd-Graber. Pathologies of neural models make interpretations difficult. arXiv
preprint arXiv:1804.07781, 2018. (cited on Page 4)

[30] Zeon Trevor Fernando, Jaspreet Singh, and Avishek Anand. A study on the inter-
pretability of neural retrieval models using deepshap. In Proceedings of the 42nd
International ACM SIGIR Conference on Research and Development in Information
Retrieval, pages 1005–1008, 2019. (cited on Page 26)

[31] Lorenzo Ferrone and Fabio Massimo Zanzotto. Symbolic, distributed, and distribu-
tional representations for natural language processing in the era of deep learning: A
survey. Frontiers in Robotics and AI, page 153, 2020. (cited on Page 9)

[32] John R Firth. A synopsis of linguistic theory, 1930-1955. Studies in linguistic
analysis, 1957. (cited on Page 9)

[33] Stephan Gouws, Yoshua Bengio, and Greg Corrado. Bilbowa: Fast bilingual
distributed representations without word alignments. In International Conference
on Machine Learning, pages 748–756. PMLR, 2015. (cited on Page 24)

[34] Christopher Grimsley, Elijah Mayfield, and Julia Bursten. Why attention is not
explanation: Surgical intervention and causal reasoning about neural models. 2020.
(cited on Page 45)



96 Bibliography

[35] Jiafeng Guo, Yixing Fan, Qingyao Ai, and W Bruce Croft. A deep relevance
matching model for ad-hoc retrieval. In Proceedings of the 25th ACM international
on conference on information and knowledge management, pages 55–64, 2016.
(cited on Page 26 and 84)

[36] Prakhar Gupta and Martin Jaggi. Obtaining better static word embeddings using
contextual embedding models. arXiv preprint arXiv:2106.04302, 2021. (cited on
Page 80)

[37] Zellig S Harris. Distributional structure. Word, 10(2-3):146–162, 1954. (cited on
Page 9)

[38] Karl Moritz Hermann and Phil Blunsom. Multilingual distributed representations
without word alignment. arXiv preprint arXiv:1312.6173, 2013. (cited on Page 24)

[39] Roland Hjerppe. Project hypercatalog: Visions and preliminary conceptions of an
extended and enhanced catalog. Intelligent information systems for the information
society, pages 211–225, 1986. (cited on Page 17)

[40] Jeremy Howard and Sebastian Ruder. Universal language model fine-tuning for text
classification. arXiv preprint arXiv:1801.06146, 2018. (cited on Page 13 and 25)

[41] Haoyang Huang, Yaobo Liang, Nan Duan, Ming Gong, Linjun Shou, Daxin Jiang,
and Ming Zhou. Unicoder: A universal language encoder by pre-training with
multiple cross-lingual tasks. arXiv preprint arXiv:1909.00964, 2019. (cited on Page 24
and 25)

[42] Dongmin Hyun, Junsu Cho, and Hwanjo Yu. Building large-scale english and korean
datasets for aspect-level sentiment analysis in automotive domain. In Proceedings
of the 28th international conference on computational linguistics, pages 961–966,
2020. (cited on Page 4)

[43] InternetWorldStats. Internet world stats. URL https://www.internetworldstats.com
/stats.htm. (cited on Page 3)

[44] Sarthak Jain and Byron C Wallace. Attention is not explanation. arXiv preprint
arXiv:1902.10186, 2019. (cited on Page 21 and 45)

[45] Zhenchao Jiang, Lishuang Li, Degen Huang, and Liuke Jin. Training word embed-
dings for deep learning in biomedical text mining tasks. In 2015 IEEE international
conference on bioinformatics and biomedicine (BIBM), pages 625–628. IEEE, 2015.
(cited on Page 79)

[46] Zhuolin Jiang, Amro El-Jaroudi, William Hartmann, Damianos Karakos, and
Lingjun Zhao. Cross-lingual information retrieval with bert. arXiv preprint
arXiv:2004.13005, 2020. (cited on Page 25 and 26)

[47] Armand Joulin, Edouard Grave, Piotr Bojanowski, and Tomas Mikolov. Bag of
tricks for efficient text classification. arXiv preprint arXiv:1607.01759, 2016. (cited
on Page 12)

https://www.internetworldstats.com/stats.htm
https://www.internetworldstats.com/stats.htm


Bibliography 97

[48] Alexandre Klementiev, Ivan Titov, and Binod Bhattarai. Inducing crosslingual
distributed representations of words. In Proceedings of COLING 2012, pages
1459–1474, 2012. (cited on Page 23)

[49] Philipp Koehn. Statistical machine translation. Cambridge University Press, 2009.
(cited on Page 32)

[50] Guillaume Lample and Alexis Conneau. Cross-lingual language model pretraining.
arXiv preprint arXiv:1901.07291, 2019. (cited on Page 24)

[51] Quoc Le and Tomas Mikolov. Distributed representations of sentences and docu-
ments. In International conference on machine learning, pages 1188–1196. PMLR,
2014. (cited on Page 84)
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